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Abstract—VISIONE is a video search system that integrates
multiple search functionalities, allowing users to search for video
segments using textual and visual queries, complemented by
temporal search capabilities. It exploits state-of-the-art Artificial
Intelligence approaches for visual content analysis and highly ef-
ficient indexing techniques to ensure fast response and scalability.
In the recently concluded Video Browser Showdown (VBS2024)
- a well-established international competition in interactive video
retrieval - VISIONE ranked first and scored as the best interac-
tive video search system in four out of seven tasks carried out
in the competition.

This paper provides an overview of the VISIONE system,
emphasizing the improvements made to the system in the last
year to improve its usability for novice users. A demonstration
video showcasing the system’s capabilities across 2,300 hours of
diverse video content is available online, as well as a simplified
demo of VISIONE.

Index Terms—Multimedia and multimodal retrieval, Video
search, Cross-modal search, Users and interactive retrieval,
Interactive systems and tools, Retrieval models and ranking

I. INTRODUCTION

The ever-growing production of digital video content, fueled
by the proliferation of digital cameras and the widespread use
of social media platforms, has posed a substantial challenge in
effectively managing and retrieving visual archives. In this era
of user-generated content, where visual data frequently lack
adequate annotation or remain unannotated, there is a notable
surge in the adoption of automated content analysis techniques
and content-based retrieval systems. In this landscape, great
attention is given to developing systems that are also interac-
tive, where users are actively involved in the search process
by refining queries, exploring the content of the dataset, and
possibly giving relevant feedback, enabling more personalized

retrieval experiences tailored to individual preferences and
needs.

Well-established benchmarking campaigns exist designed
to assess and compare interactive video search systems.
Noteworthy examples include the Video Browser Showdown
(VBS) [1]–[4], initiated in 2012 and held annually as part of
the International Conference on Multimedia Modeling, which
encompasses diverse video search tasks across both generic
and domain-specific video content. Furthermore, the Lifelog
Search Challenge (LCS) [5], [6], held annually since 2018 as a
workshop at the ACM International Conference on Multimedia
Retrieval, specifically focuses on interactive systems to search
for life-logging data. In the last two years, a special session
entitled “Interactive Video Retrieval for Beginners" (IVR4B)
has been organized at the International Conference on Content-
based Multimedia Indexing (CBMI), aiming to gain insights
into the interactions and experiences of novice users in oper-
ating interactive video retrieval systems. The growing interest
in multimedia retrieval and analysis tasks is also evidenced
by the increasing participation in these competitions [7]–[15],
highlighting the need for more effective and user-friendly tools
to handle the growing amount of multimedia data.

Our tool is VISIONE, an interactive large-scale video search
system that leverages state-of-the-art Artificial Intelligence
(AI) techniques for visual content analysis and advanced
indexing techniques to ensure scalability. The first version of
the system was developed in 2019 [16], [17], and after that, it
has been updated almost every year [10], [18]–[20]. Following
its participation in the IVR4B 2023 session [21], VISIONE
gathered valuable feedback from users who had used the
system, incorporating these insights into its latest version [10].
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Notably, VISIONE recently showcased its advancements at the
13th VBS competition held on 29 January 2024 in Amsterdam,
The Netherlands. During the competition, VISIONE was rated
as the best interactive video search system in four of the seven
tasks carried out by both novice and expert users, ultimately
securing the first place1.

The VISIONE code has recently been released as open-
source (https://github.com/aimh-lab/visione), encouraging col-
laboration and further development within the community.
A simplified demo of the system can be accessed online
(https://visione.isti.cnr.it/). In addition, a demonstration video
showcasing the system’s capabilities across 2,300 hours of
diverse video content is available online (https://youtu.be/
aXGfBaNTQVQ).

In this paper, we offer an overview of the latest release
of the system, with a particular focus on the enhancements
implemented over the past year, including feedback gained
from users during the IVR4B 2023 session.

II. SYSTEM SEARCH FUNCTIONALITIES

The primary search functionality of VISIONE is cross-
modal search, where the user can describe the visual scene
of interest in natural language. This is the search functionality
most used by both expert and novice users according to feed-
back received from past participation in VBS competitions.
To support cross-modal searches, VISIONE employs vision-
language embedding features extracted from three models:
CLIP ViT L/142 [22] trained on the LAION-2B dataset [23],
CLIP2Video3 [24], and ALADIN4 [25], our own cross-modal
model. The ALADIN features are initially transformed into
a textual representation using the Vec2Doc approach [26],
and then indexed using Apache Lucene5. Lucene is typically
utilized for text-based searches in large unstructured text docu-
ment collections, but it can also be employed for data encoded
as text, using methods like the Surrogate Text Representation
(STR) ones [17], [26]–[28]. CLIP and CLIP2Video features
are stored in a second index and searched using the FAISS
library6. We use two separate indexes due to the different func-
tionalities and implementations required. Originally, we chose
Lucene for its disk-based architecture, offering scalability to
billions of documents without the need for large main memory
requirements, in contrast to in-memory indexes like FAISS.
However, we rely on FAISS to search through CLIP-based
features for convenience, as we have not yet developed an STR
approach to encode these features effectively into a textual
format. In fact, although STRs have proven effective for many
features, we encountered significant issues when applying this
encoding technique to CLIP-based features due to a different
distribution of cosine similarity between the query text and
the top nearest neighboring images [29].

1https://videobrowsershowdown.org/hall-of-fame/
2https://huggingface.co/laion/CLIP-ViT-L-14-laion2B-s32B-b82K
3https://github.com/CryhanFang/CLIP2Video
4https://github.com/mesnico/ALADIN
5https://lucene.apache.org/
6https://github.com/facebookresearch/faiss

Another key system functionality is the similarity search
based on a provided example image. In this scenario, users
can select any image from those displayed in the interface,
such as the results from a previous query, to search for similar
images. Internally, three different similarity search methods
are employed, and the results can be combined before being
presented to the user. Specifically, the similarity methods pro-
vided are: 1) visual similarity based on DINOv2 features7 [30],
2) semantic similarity based on features extracted with AL-
ADIN [25], and 3) semantic similarity based on the content
of the video in the vicinity of the selected image, utilizing
features extracted with CLIP2Video [24]. The similarity search
based on DINOv2 features can also be conducted using an
external image uploaded from a file or by specifying the image
URL. The features extracted from DINOv2 and ALADIN are
converted into textual representations using Vec2Doc [26] and
subsequently indexed and searched using Apache Lucene. On
the other hand, the features from CLIP2Video are stored in
the secondary FAISS index.

The system also supports searches based on objects and
colors and their spatial locations. In this case, the user can
specify the positions of objects and colors appearing in the
scene of interest. For object detection, we employ three
models: VfNet [31], Mask R-CNN [32], and a Faster R-CNN
[33]. These models are trained on COCO8, LVIS9, and Open
Images V410 datasets, respectively. Color annotation is carried
out using two chip-based color naming techniques [34], [35].

Lastly, the VISIONE system enables users to perform tem-
poral queries by specifying two distinct queries that describe
temporally close scenes within a target video shot. A temporal
quantization and matching approach is employed to search
for videos containing keyframes that satisfy both the first and
second queries.

The system architecture is outlined in Figure 1.

III. VISIONE USER INTERFACE

The User Interface (UI) of VISIONE is designed with a
simple homepage displaying only the system logo and a single
search bar where users can enter the textual description of
the scene they are searching for (Figure 2a). It is possible
to employ different models for running text-based queries
(ALADIN, CLIP ViT L/14, CLIP2Video, or all of them11).
By default, an aggregation of the three available methods is
used. To enhance the user experience, the latest version of
the system has integrated the SeamlessM4T-Large v2 model12

[36] for translating users’ textual queries. Automatic language
detection is supported using Lagdetect13, or users can manu-
ally select their desired language from a pool of around fifty
available options.

7https://github.com/facebookresearch/dinov2
8https://cocodataset.org/
9https://www.lvisdataset.org/dataset
10https://www.tensorflow.org/datasets/catalog/open_images_v4
11Please note that in the interface CLIP ViT L/14 is referred to as "CLIP",

while CLIP2Video is referred to as "ClipVideo"
12https://huggingface.co/facebook/seamless-m4t-v2-large
13https://pypi.org/project/langdetect/
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Fig. 1. VISIONE System Architecture

As recommended by novice users who participated in the
IVR4B 2023 session, after entering a query, a loading spinner
is displayed during the search phase until the results are
presented. This gives users immediate feedback that the query
has been successfully submitted for the search process and
that results will be displayed shortly.

When the search results are ready, they are displayed along
with a second input bar in the top-right part of the UI (Figure
2b). Each row in the browsing interface represents a video,
with the most relevant search results presented in the first
column. The second search bar can be used to perform a
temporal search by describing a scene that appears shortly
after the scene described in the first box. Figure 2c shows
an example of a temporal search where the user first looks
for a scene containing “a group photo in the mountains with
snow in the background", and then for a scene containing
“people skiing". By right-clicking on an image, a preview of
the video around the selected frame is displayed. Left-clicking
opens a larger view of the image at the top of the browsing
interface, enabling navigation to previous or next videos using
the keyboard arrows (Figure 2d).

A toggle button in the upper part of the UI enables an
“advanced search mode’ for fine-grained control over the
search capabilities. The UI with the “advanced mode" activated
is depicted in Figure 3c. In this mode, users can access all
VISIONE functionalities, including search based on object and
color locations and similarity search from image URLs or files.

A palette with colors and some objects is available to
be directly dragged onto a canvas, or the user can draw a

bounding box and specify the class of the desired objects
(about 1,460 different objects are supported) to start the search.
Furthermore, there is a “Max Obj." field where users can
specify the maximum number of instances of a particular
class that should be present in the target scene. Object and
color-based searches can be combined with textual searches;
however, the combination results is a late fusion of outcomes
from the single search modes. Therefore, functionalities like
the presence of an object or the maximum number of objects
of a certain class may not be precise in combined searches.
Visual similarity searches do not directly integrate with other
types of searches. Nevertheless, by selecting “Sim reorder"
in the top-left part of the advanced version of the UI, before
initiating a similarity search, it is possible to reorder a set of
previous results based on visual similarity with the image used
as the query.

Finally, in Figure 3, we show a zoomed view of how a
single result is displayed in the browsing interface whether the
advanced mode is off (Figure 3b) or on (Figure 3d). Several
pieces of information are common to both visualizations: the
video ID on the left, which is also a link to the preview
of the video; the keyframe ID, which is a link to access
the full-size keyframe; the grid button, which opens a new
window containing all the indexed keyframes of the selected
video; the play button, which initiates the playing of the video
starting from the selected frame; and the green button with a
white up arrow, which is used to submit the result during the
competition. What distinguishes the advanced version is the
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(a) Homepage (b) Results from the same video are grouped together

(c) Temporal Search (d) Zoomed-in preview of a result

Fig. 2. Details of VISIONE User Interface

capability of similarity search. The basic UI version provides
only a yellow button that can be clicked to initiate a similarity
search with the selected frame. In this case, three different
searches are internally conducted, as described in Section II,
and the results are then combined with a late fusion approach
and presented to the user. In the advanced mode, however, the
user can select one of the three different supported similarity
searches using features extracted with DINOv2, ALADIN, or
CLIP2Video. Following feedback from novice users, we have
positioned the buttons for playing the video or conducting
similarity searches beneath each image rather than above it. To
minimize confusion, the image and its corresponding buttons
have been placed inside a single-colored border. Additionally,
the spacing between the result lines in the interface has been
increased. As part of future changes, we plan to further enlarge
the size of each result and explore the option of visualizing
the associated buttons as an overlay on the image when the
user hovers over it.

IV. CONCLUSIONS

In this paper, we presented VISIONE for its participation
in the "Interactive Video Retrieval for Beginners" session of
CBMI 2024. VISIONE is an interactive video search system
that integrates various search functionalities, including free
text search, spatial color and object search, similarity search,
and temporal search. The system’s success in the Video
Browser Showdown 2024, where it ranked first in four out
of seven tasks, attests to its effectiveness and competitiveness
in the field of interactive video retrieval. While numerous
enhancements to the interface have been implemented in the
past year, participating in the IVR4B session serves as an
excellent opportunity to evaluate the usability of our system
and collect valuable user feedback for further refinement.
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