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Summary

THIS research focuses on the design and development of an automatic, AI-based,
and open-science–oriented workflow that leverages Semantic Web technologies
and a knowledge representation approach to transform unstructured textual data

into a knowledge graph of formal narratives.
The resulting knowledge graph is modelled according to the Narrative Ontology, a

CIDOC CRM–based ontology developed by CNR-ISTI, ensuring semantic consistency,
interoperability, and reusability of the represented knowledge. The workflow supports
data exploration and inter-story correlation analysis across the formal narratives stored
in the graph, thereby providing a structured and interpretable representation of data that
can support evidence-based decision-making processes.

Within an Open Science and open-source perspective, the workflow explores the
use of freely available, open-weight, small Large Language Models (LLMs), both for
knowledge graph construction and for supporting data analysis tasks. These models are
evaluated as alternatives to traditional Natural Language Processing pipelines, with the
aim of ensuring transparency, reproducibility, and sustainability while avoiding depen-
dencies on proprietary systems.

The workflow is validated through its application to the MOVING (MOuntain Val-
orisation through INterconnectedness and Green Growth) Horizon 2020 European project,
which collected and released textual data describing 454 mountain value chains across
16 European countries. The dataset includes textual data stored in a CSV file as well
as unstructured raw textual reports describing socio-economic, environmental, and cul-
tural aspects of rural and mountain territories.

The proposed workflow is organised into five modular components: (1) Data Pre-
processing, which transforms the MOVING data into event-based narratives; (2) Story
Structure Building, which extracts meaningful entities from the narratives and links
them to a reference knowledge base (i.e. Wikidata); (3) Knowledge Graph Creation,
which formalises the narratives as an ontology-based Linked Open Data knowledge
graph modelled on the Narrative Ontology; (4) Story Map Visualization and Data Anal-
ysis, which enables accessible narrative visualisation and inter-story correlation analy-
sis; and (5) Workflow Assessment, which evaluates the usefulness and relevance of the
produced results through the validation of the MOVING experts.
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Sommario

QUESTA ricerca si concentra sulla progettazione e lo sviluppo di un flusso di lavo-
ro automatico, basato sull’intelligenza artificiale e orientato all’open science,
che sfrutta le tecnologie del Web Semantico e un approccio di rappresentazione

della conoscenza per trasformare dati testuali non strutturati in un grafo di conoscenza
di narrazioni formali.

Il grafo di conoscenza risultante è modellato secondo la Narrative Ontology, un’on-
tologia basata su CIDOC CRM sviluppata dal CNR-ISTI, garantendo coerenza seman-
tica, interoperabilità e riusabilità della conoscenza rappresentata. Il flusso di lavoro sup-
porta l’esplorazione dei dati e l’analisi delle correlazioni tra storie all’interno delle nar-
razioni formali memorizzate nel grafo, fornendo così una rappresentazione strutturata
e interpretabile dei dati in grado di supportare processi decisionali basati su evidenze.

In una prospettiva di Open Science e open source, il flusso di lavoro esplora l’uti-
lizzo di Large Language Models (LLM) di piccole dimensioni, a pesi aperti e libera-
mente disponibili, sia per la costruzione del grafo di conoscenza sia per il supporto alle
attività di analisi dei dati. Tali modelli vengono valutati come alternative alle tradizio-
nali pipeline di Natural Language Processing, con l’obiettivo di garantire trasparenza,
riproducibilità e sostenibilità, evitando al contempo dipendenze da sistemi proprietari.

Il flusso di lavoro è validato attraverso la sua applicazione al progetto europeo Ho-
rizon 2020 MOVING (MOuntain Valorisation through INterconnectedness and Green
Growth), che ha raccolto e reso disponibili dati testuali descriventi 454 filiere montane
in 16 paesi europei. Il dataset include dati testuali archiviati in un file CSV, nonché re-
port testuali grezzi e non strutturati che descrivono aspetti socio-economici, ambientali
e culturali dei territori rurali e montani.

Il flusso di lavoro proposto è organizzato in cinque componenti modulari: (1) Pre-
processing dei dati, che trasforma i dati MOVING in narrazioni basate su eventi; (2)
Costruzione della struttura delle storie, che estrae entità significative dalle narrazioni e
le collega a una base di conoscenza di riferimento (ovvero Wikidata); (3) Creazione del
grafo di conoscenza, che formalizza le narrazioni come un grafo di conoscenza Linked
Open Data basato su ontologie e modellato sulla Narrative Ontology; (4) Visualizza-
zione in formato di mappe narrative (story maps) e analisi dei dati, che consente una
visualizzazione accessibile delle narrazioni e l’analisi delle correlazioni tra storie; e (5)
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Valutazione del flusso di lavoro, che analizza l’utilità e la rilevanza dei risultati prodotti
attraverso la validazione da parte degli esperti del progetto MOVING.
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CHAPTER1
Introduction

1.1 Background and Motivations

In many scientific and applied research contexts, large volumes of valuable information
are still collected and preserved in the form of unstructured or semi-structured textual
data [30, 101]. Reports, questionnaires, expert assessments, and descriptive fields in
raw text or tabular datasets often contain rich qualitative knowledge that is essential
for understanding complex phenomena. Despite the widespread adoption of structured
formats such as Comma-Separated Values (CSV) or spreadsheet files to organise data,
a significant portion of meaning remains embedded in raw text descriptions that are not
readily exploitable by computational systems.

This situation is particularly evident in large-scale European projects, where het-
erogeneous data are produced by multiple partners, stored across different repositories,
and described using diverse conventions [89]. As a consequence, project data typically
suffer from several recurring issues. First, relevant information is scattered across mul-
tiple sources and formats, making it difficult to obtain a coherent and unified view of
the domain under investigation. Second, data stored in different repositories are often
not easily interoperable, hindering integration and reuse. Third, much of the available
information is unstructured or weakly structured, which limits its accessibility for auto-
mated analysis. Finally, the sheer volume of textual data makes manual exploration and
comparison impractical, especially when the goal is to identify patterns, similarities, or
correlations across many cases.

Beyond technical challenges related to integration and analysis, unstructured tex-
tual data also pose significant accessibility issues [101]. While such data may be in-
terpretable by domain experts who are familiar with the project context, they are often
difficult to access and understand for a broader range of stakeholders - including policy-
makers, local administrations - and the general public. Long textual reports and isolated
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Chapter 1. Introduction

spreadsheet entries do not easily convey overarching patterns, relationships, or implica-
tions, making it challenging to communicate project results effectively and to support
informed decision-making.

In addition to these well-known challenges, an increasingly relevant issue con-
cerns accessibility, transparency, and reusability of data-processing pipelines them-
selves. While recent advances in Artificial Intelligence (AI) - especially Large Lan-
guage Models (LLM)s - have demonstrated remarkable capabilities in processing tex-
tual data [114], many existing solutions rely on proprietary, closed-source models and
opaque infrastructures [83, 94]. This raises concerns with respect to reproducibility,
long-term sustainability, and alignment with Open Science principles, particularly in
publicly funded research contexts.

The MOuntain Valorisation through INterconnectedness and Green growth (MOV-
ING) project [72] provides a concrete example of these challenges. People involved
in this project collected extensive textual data describing 454 mountain value chains
(VCs) across 16 European countries. These data include textual information stored in a
CSV file and raw textual reports produced by domain experts. For example, qualitative
descriptions of actors, territorial characteristics, governance structures, and sustainabil-
ity challenges are often embedded in free-text fields. While this information is highly
valuable for understanding the interactions between VCs, territories, and sustainabil-
ity dimensions, its current representation limits both large-scale analysis and effective
communication of results.

In particular, the raw reports and the CSV file collected by MOVING provide limited
support for modelling complex semantic relationships, such as interactions among VC
actors, links between products and territories, or recurring sustainability challenges
across regions. Each VC is treated as an isolated record, with no explicit connections to
others, hindering comparative and cross-regional analysis. Furthermore, rigid schemas
complicate integration with external datasets and semantic resources, especially when
interoperability and FAIR compliance are required.

To overcome these limitations, in this thesis I apply a Knowledge Representation
approach, designing and implementing an AI-based automatic workflow for transform-
ing unstructured textual data into a knowledge graph (KG) of narratives. As a case
study, the workflow is designed and evaluated using the textual data produced within
the MOVING project, which provide a realistic and heterogeneous dataset for testing
the proposed methodology.

Indeed, a KG is able to capture semantic relationships between entities - such as
actors, products, and territorial characteristics - enabling the interconnection of VCs
that share common features. This interconnected structure supports comparative anal-
ysis and the discovery of patterns across mountain regions. Moreover, by adopting a
semantic model, the KG facilitates data interoperability and seamless integration with
external datasets. Furthermore, a narrative structure provides a human-centred frame-
work for organizing and communicating the complex information stored in the knowl-
edge graph. Importantly, this thesis situates these choices within an Open Science per-
spective, aiming to design a workflow that is transparent, reproducible, and reusable.
For this reason, the proposed workflow is conceived as fully open-source, relies on
open standards tools and ontologies, and deliberately adopts small, lightweight, open-
source LLMs instead of large proprietary systems. This design choice reflects the need
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1.2. Research Objectives

to balance advanced AI capabilities with openness, controllability, and sustainability,
ensuring that the workflow can be adopted, inspected, and extended by researchers,
institutions, and public administrations.

Within this framework, narratives are not only a communication device but also a
formal structure that can be queried and analysed. When narratives are represented in
a knowledge graph through an ontology, they can be systematically compared and cor-
related. This enables inter-story correlation analysis, allowing stakeholders to identify
shared patterns, common actors, and recurring dynamics across different VCs - an es-
sential requirement for supporting policy design in the context of sustainable mountain
development.

1.2 Research Objectives

The main objective of this thesis is to design, implement, and evaluate an open-source,
Open Science–oriented and AI-based automatic workflow for transforming unstruc-
tured textual data into a knowledge graph structured as formal narratives, enabling ad-
vanced inter-story correlation analysis while ensuring accessibility, transparency, and
reusability of the results.

The workflow is conceived to align with the core principles of Open Science. It
is fully open-source, relies on open standards and ontologies, and adopts lightweight,
openly available language models to ensure reproducibility, inspectability, and long-
term sustainability. By avoiding dependence on proprietary and opaque solutions, the
workflow aims to support public research contexts in which transparency and reuse are
essential requirements.

Within this general objective, several specific goals are pursued.
The first objective is to investigate how a knowledge graph can be automatically

constructed from unstructured textual data using open and reproducible methods. This
includes the extraction of entities and semantic relations from text, the linking of ex-
tracted elements to reference knowledge bases, and the population of an ontology to
obtain a coherent and machine-readable knowledge graph. Particular attention is given
to approaches based on small, open-source, and lightweight LLMs, which can be inte-
grated into transparent pipelines and deployed in a controlled manner.

The second objective is to define a structure for the resulting knowledge graph that
improves accessibility and intelligibility of project results. In this thesis, a narrative-
based structure is adopted, in which knowledge graph contents are organised as formal
narratives composed of events. Narratives are used not merely as a modelling choice,
but as a communication strategy aimed at making complex project outcomes more un-
derstandable and meaningful for different audiences, including domain experts, stake-
holders involved in decision-making processes, and the general public. By structuring
data as narratives, the knowledge graph becomes a medium for explaining results, con-
texts, and processes, rather than a purely technical repository.

The third objective is to enable inter-story correlation analysis across the narratives
stored in the knowledge graph. By formally representing narratives within an ontology,
it becomes possible to query and compare them systematically, identifying shared el-
ements, recurring patterns, and meaningful correlations across different stories. This
objective focuses on the design of query mechanisms that allow such analyses to be
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Chapter 1. Introduction

performed in a structured and repeatable way.
Finally, the thesis aims to demonstrate that an open, narrative-based knowledge

graph workflow can serve both analytical and communicative purposes. The objective
is not only to support data analysis, but also to facilitate dissemination, interpretation,
and reuse of knowledge, in line with the needs of diverse user communities.

1.3 Research Questions

The research objectives outlined above are addressed through the following research
questions.

RQ1: How can a knowledge graph be automatically created from unstruc-
tured textual data?

This question investigates how raw textual data can be transformed into structured,
machine-readable knowledge through transparent and inspectable pipelines. It focuses
on tasks such as entity extraction, entity linking, relation extraction, and ontology pop-
ulation, with an emphasis on solutions that rely on open-source tools and lightweight
language models, ensuring reproducibility and alignment with Open Science principles.

RQ2: What structure can be given to a knowledge graph to make its contents
more intuitive and easier to understand to stakeholders, experts, and the
general public?

This question explores how the structural organisation of a knowledge graph influ-
ences its capacity to communicate results effectively. In this thesis, a narrative-based
structure is proposed as a means to bridge the gap between machine-readable repre-
sentations and human-centred understanding. Narratives allow complex information to
be presented as coherent sequences of thematic events, making project results easier to
interpret for non-technical audiences while preserving formal semantics. In this work,
narrative events are primarily textual; however, in a broader perspective, they can also
be enriched with additional multimedia materials, such as audio and video files or 3D
models. A narrative structure enables these heterogeneous resources to be managed
in a formal and coherent way, supporting their integration within a unified semantic
framework. Furthermore, the narrative structure fosters the possibility of visualising a
knowledge graph through simple and intuitive forms, such as story maps. Story maps
are computer science-based narratives that combine geographic maps with textual data,
enriched with additional materials such as images, audio, video, and interactive com-
ponents. From this perspective, narratives act as a mediating layer between the for-
mal structure of the graph and its human-oriented representation, enabling complex,
machine-readable information to be reorganised into linear and meaningful narrative
sequences.

By integrating spatial representations with narrative text and other media elements,
story maps enable the communication of knowledge graph contents not only in terms of
locations and spatial relationships, but also through the stories, meanings, and cultural
dimensions associated with places. Moreover, story maps support the emergence of
a territory’s characteristics, history, traditions, and legends, allowing knowledge to be
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explored simultaneously from spatial and narrative perspectives. This makes them par-
ticularly suitable for visualising narrative-based knowledge graphs and for conveying
project outcomes to a broad audience.

RQ3: How can a knowledge graph be queried to discover new, significant
information?

This question focuses on how narratives represented in a knowledge graph can be
systematically analysed. It investigates how query languages such as SPARQL can be
used to explore multiple narratives simultaneously, identify correlations among them,
and extract insights that are not visible when narratives are considered in isolation.
In particular, inter-story correlation analysis could enable the discovery of new, sig-
nificant information by revealing latent connections across different narrative threads.
This process allows meaningful patterns to emerge from the data, supporting evidence-
based and data-driven decision-making. The goal is to support structured analysis while
maintaining a narrative perspective on the data.

1.4 Structure of the Thesis

The remainder of this thesis is organised as follows.
Chapter 2 presents the state of the art relevant to the three research questions. It

reviews existing approaches to automatic knowledge graph construction from text, ex-
amines European projects that adopt narrative-based knowledge graphs, and analyses
related work on querying and analysing knowledge graphs using SPARQL.

Chapter 3 introduces the proposed AI-based automatic workflow for transforming
unstructured textual data into a narrative knowledge graph. It also presents the MOV-
ING project, which is used as a case study for the workflow. The chapter describes
the characteristics of the MOVING dataset, discusses its suitability as input for the
workflow, and provides a short overview of the workflow modules.

Chapters 4, 5, 6, 7 and 8 describe in detail the core modules of the workflow. Chap-
ter 4 focuses on data pre-processing and the transformation of unstructured textual data
into narratives. Chapter 5 presents the story structure building module, including entity
extraction and linking. Chapter 6 describes the creation and population of the knowl-
edge graph using a narrative ontology.

Chapter 7 addresses visualisation and data analysis, illustrating how the narratives
stored in the knowledge graph can be explored and visualised in format of story map
and analysed via SPARQL queries to perform inter-story correlation analysis.

Chapter 8 evaluates the workflow through concrete use cases and expert assessment,
discussing the results and their relevance for policy-making.

Finally, the thesis concludes by summarising the main contributions and outlining
directions for future work in Chapter 9.
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CHAPTER2
Text-to-KG Methods, Narrative Structure, and

Correlation Analysis; an Overview

2.1 Introduction

Building on the research questions defined in Chapter 1, the purpose of this chapter is to
review the existing literature relevant to each of those questions. The goal is to identify
the theoretical foundations, methodological approaches, and technological solutions
that inform the design and the implementation of the AI-based automatic workflow
proposed in this thesis. To this end, this chapter is organised into three main parts, each
corresponding to one of the research questions.

The first research question asks: “How can I automatically create a KG from un-
structured textual data?” Addressing this question requires examining how raw text
can be transformed into structured knowledge representations, which form the basis
for automatically generating a KG. Section 2.2 therefore provides a formal definition
of a KG and presents illustrative examples. Section 2.3 then reviews the literature on
Knowledge Graph Construction (KGC) from text. In particular, it analyses three recent
surveys that outline the fundamental steps involved in constructing a KG, and it re-
views state-of-the-art methods for automatically extracting and organising knowledge
from unstructured textual data into machine-readable form.

The second research question concerns the structural form that can be given to a
KG to make its contents more intuitive and easier to understand. In this thesis, a nar-
rative structure is adopted. To contextualise and support this choice, Section 2.4 ex-
amines recent and ongoing European projects that employ narrative-based approaches
to knowledge representation. These projects - completed, ongoing, or in development
-demonstrate how semantic models can be used to encode data in narrative form, pro-
viding relevant insights and points of comparison for this work.

6
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Finally, once KGs have been structured as formal narratives, the thesis turns to the
third research question: “How can a KG of narratives be queried to discover new, signif-
icant information?” Section 2.5 addresses this question by reviewing the state of the art
on SPARQL querying across different domains. This section highlights how SPARQL
techniques can be used to analyse KGs, retrieve patterns, and extract meaningful corre-
lations between sets of structured information.

2.2 Definition of Knowledge Graph

A knowledge graph (KG) is a structured representation of real-world facts related by
semantic relations. In a KG, the entities are modeled as nodes and their semantic re-
lationships as edges. It is typically built from a knowledge base of triplets (i.e. sub-
ject–predicate–object) and organized according to an ontology [84].

The ontology defines the conceptual schema of the KG, by specifying the classes
that entities can belong to, the properties that can relate them, and a set of axioms and
constraints that regulate how these classes and properties can be combined. These ax-
ioms provide formal semantics that enable consistency checking and logical inference
over the graph.

A formal definition of KG could be the following:

G = {E ,R, T ,Fk} (2.1)

In this formula, E and R represent sets of entities and relations, respectively. T is
the set of factual triples (or, more generally, n-ary relation tuples). The component Fk

is a function that denotes the background knowledge that constrains and enriches the
possible facts over E and R. In practice, Fk can be instantiated by an ontology, which
specifies concept hierarchies, domain and range restrictions, and other logical axioms.

To better understand the formula, we can consider as example a KG of bibliographic
data.

In this example, E contains the entities of this domain (e.g. people, papers, confer-
ences...). For instance, E = { Alice, Bob, Paper1, Paper2, ConfA }

R is the relations in this domain (e.g. to be author of, to be published in, to be
presented at...). For instance, R = { authorOf, publishedIn, presentedAt }

T is the set of factual triples in this domain. For instance, T = { (Alice, Paper1, au-
thorOf), (Paper1, ConfA, publishedIn), and ( Paper1, ConfA, presentedAt) }, indicating
that Alice authored Paper1, Paper1 was published in ConfA, and Paper1 was presented
at ConfA.

Finally, Fk represents the background knowledge that constrains which facts are
semantically valid in this KG of bibliographic data. A first example of such background
knowledge is a type constraint on the domain and range of relations. For instance, for
the relation authorOf, we can state that if authorOf(x, y) holds, then x must be a person
and y must be a paper, that is: ∀x, y (authorOf(x, y) → Person(x) ∧ Paper(y)). This
kind of rule ensures that only meaningful combinations of entities are allowed for the
relation authorOf.

A second example is a functionality constraint on the relation presentedAt. Intu-
itively, a conference paper should be presented in exactly one venue, so if a paper is
stated to be presented in two different venues, these venues must coincide. This can
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be expressed as: ∀x, y, z ((presentedAt(x, y) ∧ presentedAt(x, z)) → y = z). In other
words, for every paper x, there is at most one entity y such that presentedAt(x, y) is
true, enforcing a unique publication venue for each paper.

2.2.1 Examples of Knowledge Graphs

Several large-scale KGs are freely available on the Web and can be accessed and reused
by both researchers and practitioners. These resources provide structured descriptions
of entities and their relationships in many different domains, and they are often pub-
lished under open licenses that allow downloading, querying, and linking from external
datasets. In addition, many of these KGs serve as de facto benchmarks and reference
points for the design, evaluation, and comparison of KG technologies. In the follow-
ing, I briefly introduce some of the most widely used examples. Since many knowl-
edge bases represent knowledge as graphs of entities and relations, they are commonly
discussed in the knowledge graph literature and are therefore included among the fol-
lowing examples.

DBpedia1 is an open source KG that extracts information from Wikipedia and pub-
lishes it as an open, knowledge base on the Web [5]. The main idea is to take semi-
structured content from Wikipedia, such as infoboxes and categories, map it to a shared
ontology, and expose the result in Resource Description Framework (RDF) format.
This makes DBpedia a central hub in the Linked Open Data cloud, since many other
datasets link their entities to DBpedia resources.

Freebase is another collaboratively created KG built from multiple sources (e.g.
Notable Names Database2, Fashion Model Directory3 and MusicBrainz4) and user con-
tributions, with the goal of providing a broad, structured repository of general human
knowledge [12]. Its data model is graph-based and covers many domains, including
people, media, locations, and scientific topics. Freebase played an important role as a
large, real-world benchmark for many KG tasks.

Facebook’s entity graph (often referred to as the Facebook social graph) is a KG that
represents the relationships between users, pages, and other entities on the platform
[108]. In this graph, nodes represent users or content (e.g., pages, groups), and edges
represent social connections such as friendships, likes, or memberships. The goal is
to transform mostly unstructured user profile content and interactions into structured
data that can be analysed and used for features like friend recommendations or content
ranking.

Wikidata5 is a collaboratively maintained, cross-lingual KG that serves as a cen-
tral data repository for many Wikimedia projects, including Wikipedia [110]. Each
Wikidata item represents an entity and is described by language-independent identi-
fiers, labels, and a set of statements with qualifiers and references. This structure al-
lows Wikidata to provide consistent, shared data across different language editions of
Wikipedia and to support a wide range of external applications through its APIs and
RDF exports.

1https://www.dbpedia.org/
2https://www.nndb.com/
3https://fashionmodeldirectory.com/
4https://musicbrainz.org/
5https://www.wikidata.org
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WordNet6 is a lexical knowledge base that organizes English words into sets of cog-
nitive synonyms (called synsets), connected by semantic relations such as hypernymy
(“is-a”) and meronymy (“part-of”) [82]. Instead of focusing on world entities, WordNet
focuses on concepts and their linguistic realizations, making it particularly useful for
measuring semantic similarity and relatedness between words. In the context of KGs,
WordNet can be seen as a graph of lexical concepts that supports tasks such as word
sense disambiguation and concept similarity computation.

YAGO7 is a large, automatically constructed knowledge base that combines infor-
mation from multiple sources such as Wikipedia, WordNet, and GeoNames8 [92]. It
aims to offer both wide coverage and high precision by aligning entities and relations
from these sources into a coherent ontology. YAGO also attaches temporal and spa-
tial annotations to many of its facts, which enables queries not only over entities and
relations, but also over time and location.

2.3 Automatic Knowledge Graph Construction from Text

Several comprehensive surveys have been published in recent years to systematically
review the methods, challenges, and advances in automatic KGC from text. These sur-
veys provide a structured perspective on how raw, unstructured text can be transformed
into machine-readable KGs, highlighting the main phases typically required for their
construction as well as the methodologies most commonly adopted to accomplish each
phase.

In this section, I analyze three of these surveys with the specific aim of identifying
the essential steps involved in building a KG from text and of examining the state-of-
the-art methods applied at each stage. This comparative review provides the conceptual
and technical foundation for automatically creating KGs from unstructured textual data,
which adapts KGC techniques to the representation of formal narratives.

One of the most recent work in this field is presented by Zhong et al. [123], who pro-
vide a comprehensive survey on automatic KG construction. The authors review more
than 300 studies related to automatic KG construction, situating their analysis within
the Heterogeneous, Autonomous, Complex, and Evolving (HACE) big data environ-
ment [119], which captures the main characteristics of the data from which KGs are
typically derived from real-world data sources. The purpose of this survey is twofold:
first, to systematically organize and compare the wide range of existing approaches to
KGC; and second, to identify current challenges and future research directions in this
domain. Importantly, Zhong et al. identify three fundamental phases of the construction
process: (1) knowledge acquisition, which involves entity discovery (i.e. Named Entity
Recognition (NER) and entity linking (EL)), Coreference Resolution, and Relation Ex-
traction; (2) Knowledge Refinement, which addresses tasks such as graph completion,
fusion with other knowledge bases, and error correction; and (3) Knowledge Evolution,
which focuses on conditional and temporal knowledge as well as the dynamic adapta-
tion of KGs. The survey concludes that, despite significant advances enabled by deep
learning and knowledge representation models, automatic KGC remains a complex and
open problem. Key challenges include handling noisy, and low-resource data; integrat-

6https://wordnet.princeton.edu/documentation
7https://yago-knowledge.org/
8https://www.geonames.org/
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ing heterogeneous and multimodal sources; improving the interpretability of extraction
and reasoning methods; and managing dynamic updates of knowledge in real time.

Another influential contribution in this area is the survey conducted by Schneider et
al. [99]. Situated within the domain of natural language processing, this work analyzes
507 relevant papers published between 2012 and 2021, selected from an initial pool of
746 studies. The purpose of the survey is to map the research landscape on KGs in
NLP by identifying trends, tasks, and types of contributions. To this end, the authors
formulate three guiding questions concerning: (i) the characteristics of the field, (ii) the
tasks most frequently investigated for building a KG, and (iii) the nature of the research
output. The survey’s main conclusion is that while KGs have become increasingly
prominent in NLP since 2017 -particularly in domains such as health, scholarly com-
munication, and business -the field still lacks standardized resources, benchmarks, and
practical evaluations. The authors argue that future work should focus on consolidating
existing methods, improving reproducibility, and broadening real-world applications.
In terms of KGC from text, Schneider et al. provide a detailed taxonomy that clari-
fies and structures the steps involved in building such graphs. This taxonomy partially
overlaps with, but also extends, the phases identified by Zhong et al. As an initial
stage, Schneider et al. identify a broad phase of Knowledge Acquisition, which encom-
passes two main groups of tasks: KGC and Knowledge Graph Reasoning. The KGC
group is further divided into two categories: Knowledge Extraction and Knowledge
Integration. The Knowledge Extraction category includes tasks such as entity extrac-
tion, relation extraction, and attribute extraction, whereas the Knowledge Integration
category covers tasks such as EL and alignment, ontology construction, and relation
linking. Knowledge Graph Reasoning, by contrast, includes tasks such as error detec-
tion, link prediction, and triple classification; while Schneider et al. conceptually place
it under Knowledge Acquisition, it is not part of the narrower notion of “Knowledge
Graph Construction” in their taxonomy. Comparing this taxonomy with the phases
identified by Zhong et al., both surveys emphasize the centrality of knowledge acqui-
sition in KGC from text, and they converge on tasks such as entity extraction, EL,
and relation extraction as core components of this phase. Schneider et al., however,
refine and extend this view by explicitly incorporating attribute extraction and by dis-
tinguishing a dedicated Knowledge Integration phase, which includes tasks such as
entity alignment, relation linking, and ontology construction - elements that are not ex-
plicitly highlighted in Zhong et al.’s framework. Conversely, the phases of knowledge
refinement and knowledge evolution identified by Zhong et al. are not treated as inde-
pendent stages in Schneider et al.’s taxonomy, but are instead partially subsumed under
the broader category of Knowledge Graph Reasoning.

Another recent and comprehensive surveys of KGs built from text is presented by Ye
et al. [121], who provide a review about the generative KGC. This work situates itself
within the domain of generative approaches to KGC, which reformulate the extraction
of knowledge from text as a sequence-to-sequence task. In contrast to traditional dis-
criminative or pipeline-based methods, generative KGC leverages pre-trained language
models (such as T5 and BART) to unify the main extraction processes into a single
modeling framework. The purpose of the survey is threefold: first, to introduce a new
taxonomy of generative methods, distinguishing between copy-based, structure-based,
label-augmented, indice-based, and template/blank-based paradigms; second, to pro-
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vide both theoretical and empirical analyses of these methods, comparing their relative
strengths and weaknesses; and third, to outline future research directions, including the
integration of neuro-symbolic models, more efficient decoding strategies, and improve-
ments in training efficiency.

In terms of KGC tasks, Ye et al. identify five core components: NER, EL, Rela-
tion Extraction, Event Extraction, and Knowledge Graph Completion. When compared
with the phases outlined in the two previous surveys, this taxonomy shows both conti-
nuity and novelty. Like Zhong et al. and Schneider et al., Ye et al. emphasizes NER,
EL, and Relation Extraction as fundamental steps of graph construction. Unlike Zhong,
however, it explicitly introduces Event Extraction as a distinct task, thereby extending
the scope of KGC to cover dynamic and situational knowledge. In addition, the survey
explicitly treats Knowledge Graph Completion as an integral part of the construction
process, whereas Zhong places it within the broader phase of knowledge refinement.
Finally, compared to Schneider et al., Ye et al. does not highlight Attribute Extraction
or Ontology Construction, which Schneider presented as additional extensions of the
acquisition process. Instead, its distinct contribution lies in showing how the canon-
ical tasks of graph construction can all be reformulated under the lens of generative
modeling.

The authors conclude that the generative paradigm has strong potential to unify di-
verse KGC tasks, since entity recognition, linking, relation extraction, event extraction,
and even graph completion can all be reframed as variants of the same sequence-to-
sequence generation problem - better leverage semantic information, and simplify sys-
tem architectures, although important challenges remain regarding efficiency, quality
control, and scalability.

Taken together, these surveys provide a comprehensive overview of the necessary
steps to automatically build KGs from text, offering both high-level frameworks and
detailed taxonomies of the tasks involved. Across all three surveys considered in this
Section, the phase of knowledge acquisition consistently emerges as the foundational
stage of automatic KGC from text. Despite their different perspectives (i.e. Zhong et
al. within the HACE big data environment, Schneider et al. within natural language
processing, and the Ye et al. with a focus on generative methods) all three converge on a
common set of core tasks in this phase: identifying entities, disambiguating and linking
them, and extracting the semantic relations that connect them. It is through these tasks
that raw, unstructured text is automatically transformed into an initial structured rep-
resentation, providing the nodes and edges that constitute the essential skeleton of the
graph. Consequently, regardless of the specific application context or methodological
emphasis, knowledge acquisition represents the indispensable entry point for construct-
ing KGs from text, upon which any subsequent refinement, integration, or evolution of
the graph necessarily depends.

Building on this foundation, the next subsections will describe in detail the main
phases of the knowledge acquisition step identified across the surveys, which provide
the necessary conceptual and methodological background for addressing the research
question of how KGs can be automatically generated from unstructured textual data.

Furthermore, since the formal definition of a KG provided in Section 2.2 specifies
that its data are modeled with respect to an underlying ontology, the discussion will
also include the phases of ontology construction and ontology population from text.
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This aspect, explicitly mentioned in one of the three surveys considered (Schneider et
al.), represents a complementary yet essential step to ensure that the extracted entities
and relations can be organized within a coherent conceptual structure.

2.3.1 From Text to Knowledge Graph: Construction Phases

Building on the surveys discussed in the previous section, this part provides a struc-
tured overview of the main phases that typically characterize the process of construct-
ing a KG from textual data. The goal is to briefly review the state-of-the-art methods
associated with each of these phases. Indeed, by situating the diverse methods and
approaches within well-defined phases of graph construction, they establish a solid ref-
erence framework for this research domain. Each subsection will therefore address one
specific phase, summarizing the principal approaches and highlighting representative
contributions.

2.3.2 Entity Recognition

Named Entity Recognition (NER) is the task of identifying and classifying textual spans
that correspond to real-world entities (e.g., persons, organizations, locations). For ex-
ample, in the sentence "Barack Obama was born in Honolulu and served as President
of the United States", a NER system should recognize "Barack Obama" as a PER-
SON, "Honolulu" as a LOCATION, and "United States" as an ORGANIZATION or
LOCATION, depending on the annotation scheme. It constitutes a fundamental step
in Knowledge Graph Construction, as it provides the entity nodes that later stages will
refine and connect.

Early approaches relied on statistical sequence labeling methods such as Condi-
tional Random Fields [45] or feature-based machine learning models like Support Vec-
tor Machines (SVMs) [46]. While effective in limited settings, these methods required
extensive feature engineering and struggled with generalization.

With the advent of deep learning, NER systems shifted from manual feature en-
gineering to end-to-end neural architectures. In deep learning–based NER, the input
sentence is seen simply as a sequence of words, and the goal is to assign a label to
each word (e.g., PERSON, LOCATION, ORGANIZATION or “no entity”). Neural
networks first convert each word into a numerical vector that captures its meaning, then
a contextual encoder looks at the whole sentence to understand how words relate to
each other. Finally, the neural network uses these contextual representations to decide
the most appropriate label for each word.

Early neural NER systems largely relied on Convolutional Neural Networks (CNNs)
and Recurrent Neural Networks (RNNs). CNNs focus on local patterns in a sentence
and are effective at capturing short-range features around each word [24]. However,
pure CNN models struggle to model long-range dependencies. RNN-based models [58]
address this by reading the sentence word by word and maintaining a hidden state that
summarizes the preceding context, which helps capture longer-term information.

More recent work focuses on explicitly modeling which parts of the context are
most relevant. Luo et al. [62] introduce a word-level soft attention mechanism that
allows the model to weight important words more heavily when deciding the label of
a target token, thereby mitigating some limitations of conventional CNN/RNN “black-
box” models.
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In parallel to attention-based models, researchers have started to use Graph Convo-
lutional Networks (GCNs) for NER. In this setting, each word in the sentence is treated
as a node in a graph, and edges represent syntactic relations (e.g., dependency links)
between words. A GCN updates the representation of each word by aggregating infor-
mation from its neighbors in this graph, so that the final embedding of a word reflects
both its own meaning and its grammatical context. Cetoli et al. [19], for example, apply
a GCN on top of LSTM-derived features using dependency trees, allowing the model
to explicitly exploit syntactic structure when predicting entity labels.

For NER task, another important line of work relies on pre-trained language mod-
els. These are neural networks that are first trained on very large text collections to
learn general patterns of language, and then fine-tuned on the NER task. Models such
as ELMo [60] and LUKE [120] provide rich contextual embeddings that encode back-
ground knowledge about words and entities, and have achieved state-of-the-art perfor-
mance on NER in various domains.

More recently, a separate line of work has explored using large language models
(LLM) for NER. For instance, Wang et al. [112] ask an LLM to rewrite an input textual
sentence while marking entities with special boundary tokens. On top of this, they add
a self-verification step, where the LLM is asked to check its own predictions to reduce
hallucinated entities.

Similarly, Wang et al. [113] prompt different LLMs to perform NER. In this setting,
LLMs are asked to identify entities directly from carefully designed prompts and in-
context examples. The authors propose three ideas: (1), to select only the most useful
example sentences to include in the prompt; (2), to build more informative prompts that
guide the model’s reasoning; and (3) an entity-aware contrastive learning step, which
helps the model distinguish different entity types more clearly.

2.3.3 Entity Linking

Entity Linking (EL), also known as entity disambiguation, is the task of mapping tex-
tual mentions to their corresponding entities in a KG. For example, given the sentence
“The conference will take place in Berlin next summer”, an EL system must deter-
mine which Berlin is being referenced. In this case, the correct match would be the
city of Berlin, represented in Wikidata by the Internationalized Resource Identifier
(IRI) http://www.wikidata.org/entity/Q64. The EL model therefore links the surface
form “Berlin” in the text to the precise knowledge-graph entry that encodes informa-
tion about that entity. Furthermore, given that many mentions can be ambiguous (e.g.,
“Tesla” referring to a scientist, a company, or a car), EL plays a critical role in ensuring
that identified entities are consistently represented in the graph.

Early approaches relied on statistical and machine learning methods. Support Vec-
tor Machine classifiers were used to model entity disambiguation as a ranking problem,
selecting the most likely entity for a given mention [74]. Probabilistic graphical models
extended this idea by collectively linking multiple mentions, for example by construct-
ing factor graphs that integrate semantic signals from context [11]. Some methods also
incorporated external resources, such as leveraging Wikipedia hyperlinks to improve
disambiguation [11].

More recently, deep learning approaches have achieved superior performance. Gen-
erative models such as GENRE [29] frame EL as a sequence-to-sequence problem,
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where a pre-trained encoder-decoder generates candidate entities directly. Similarly,
EPGEL [57] leverages a seq2seq model to generate entity profiles (titles and descrip-
tions), which are then used to improve candidate retrieval over Wikidata.

In the last few years, generative AI techniques and LLMs have also been increas-
ingly employed to extract entities and link them to knowledge bases, unifying recogni-
tion and disambiguation within a single generative framework. An example is the work
of Jung et al. [54], who developed a Biological Named Entity Recognizer based on
GPT-4. Their system focuses on extracting proteins, genes, and small molecules from
biomedical literature and links them to PubMed Gene IDs and Reactome IDs, demon-
strating the potential of LLMs for domain-specific entity extraction and linking. Sim-
ilarly, Sancheti et al. [96] addressed the problem of disambiguating and consolidating
web profiles of individuals sharing identical names. Their approach employs GPT-3.5-
turbo with extensive prompt engineering to extract structured information (e.g., educa-
tion, work experience, locations) and then relies on Wikipedia for fact standardization.

2.3.4 Relation Extraction

Relation Extraction (RE) is the task of identifying semantic relationships between enti-
ties in text, thereby producing relational facts in the form of triples (head entity, relation,
tail entity). It is a crucial step in Knowledge Graph Construction, since it provides the
edges that connect entity nodes and turn isolated mentions into structured knowledge.

A closely related task of RE is relation linking, which consists in mapping the ex-
tracted relation to a formally defined property in a knowledge base. Continuing the
previous example, the textual relation place of birth can be linked to the Wikidata
property wdt:P19 (place of birth), yielding a fully grounded triple such as (wd:Q76,
wdt:P19, wd:Q18094), where wd:Q76 corresponds to Barack Obama and wd:Q18094
corresponds to Honolulu in Wikidata.

Early work approached RE as a classification problem using kernel methods and sta-
tistical models. For example, Support Vector Machines with lexical [15], dependency-
tree [93], or shallow-parse kernels [122] were used to capture relational patterns from
unstructured sentences. However, while effective for small datasets, these approaches
relied heavily on handcrafted features and struggled to scale.

With the advent of deep learning, RE shifted towards neural architectures that au-
tomatically learn contextual features. CNNs were among the first successful models,
focusing on local patterns around entities [76]. RNNs, enabled modeling of long-range
dependencies and global sentence context, allowing to retrieve relationships between
entities in longer sentences [125]. Attention mechanisms further improved performance
by highlighting salient entity-related contexts [102].

More recent approaches integrate graph-based models and pre-trained language mod-
els. GCNs leverage syntactic dependency structures to capture complex relations across
sentences [50]. Furthermore, pre-trained transformers such as BERT [32] have been
combined with CNNs or GCNs to provide richer semantic representations, achieving
state-of-the-art results in relation extraction and classification tasks [23].

In the recent years, LLMs have been used to RE task as well. For instance, Huixue
Zhou et al. [124] introduces LEAP, a way to make LLMs better at biomedical relation
extraction. Instead of fine-tuning the LLMs with biomedical knowledge, LEAP adapts
the prompt—tweaking the task instructions and a few examples to fit each dataset.
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Tested on benchmarks like DDI, ChemProt, and BioRED, LEAP raises F1 scores a lot
(up to 95 on ChemProt), showing that smart prompt design can beat or match heavier
fine-tuning in RE.

Hongyao Tu et al. [105] propose LLM-OREF. LLM-OREF is a framework that
tackles relation extraction by using LLMs. The LLM have two roles: a Relation Dis-
coverer, which—given in-context demos—generates candidate, previously unseen rela-
tion labels/descriptions for each test instance; and a Relation Predictor, which chooses
the most plausible relation from those candidates using few-shot demonstrations. A
three-stage self-correcting procedure (discovery → denoising via cross-validation →
re-prediction) leverages the LLM’s generation and understanding to replace manual
cluster labeling in RE.

2.3.5 Ontology Construction and Population

Ontology construction is the task that allows to build an ontology. This task consists
of analysing the collected text for a specific knowledge domain; identifying the rele-
vant terms, concepts and their relationships; and finally mapping and representing the
ontology by representation language (e.g. Web Ontology Language (OWL), RDF, or
Resource Description Framework Schema (RDFS).

In general, an ontology can be built manually (using frameworks such as METHON-
TOLOGY [61]); collaboratively—i.e., with human intervention during the ontology
construction process; or automatically. When it comes to automatic construction from
text, we refer to Ontology Learning (OL) [75]. OL is the process of automatically or
semi-automatically creating a new ontology, or reusing an existing one to enrich or
populate it. This task often entails ontology population, another task included in the
ontology creation, where extracted concepts, properties, and instances are mapped to
the classes, relations, and entities of an existing ontology to ensure semantic interoper-
ability and reuse [85].

Early works to perform Ontology construction and population tasks involve heuris-
tic, statistical and grammar rules-based methods. For example Artequakt [2]is a sys-
tem that extracts knowledge from the web about artists, populates an ontology, and
uses euristic rules to remove redundant instances from the ontology. WEB→KB [26]
Combines statistical methods and grammar rules to learn concept instances and rela-
tion instances from web documents. The system employs document classification to
identify and classify as instances whole pages from the web and to perform ontology
population.

More recently, many works exploits transformer-based technology to perform the
ontology population task. For example, Zhixin et al. [70] propose an ontology-driven
pipeline for ontology population from text using a domain ontology as guidance. The
system employs a pre-trained language model (T5) to identify nodes (entities) in the
text, but instead of taking all extracted entities, it filters out irrelevant ones using the
domain ontology. It then extracts relations between the relevant nodes, guided by the
relations defined in the domain ontology. To improve consistency and accuracy, the
method integrates ontology embeddings (via OWL2Vec)* to represent ontology con-
cepts and relations as vectors, which are utilized during node recognition and relation
extraction. This ensures that the resulting graph contains only entities and relations
consistent with the selected domain (e.g., architecture, music), allowing the generation
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of consistent and comparable graphs across different texts.
In recent years, LLMs have been used to perform the Ontology population task. For

example Nandana et al. [71] presents Text2KGBench, a benchmark designed to eval-
uate how well LLMs can perform an ontology population task. The task is: given a
set of sentences and an ontology (concepts, relations, domain/range constraints), the
model must extract facts from the text and represent them as triples that are both faith-
ful to the text and compliant with the ontology’s constraints. To support this, the au-
thors construct two datasets: Wikidata-TekGen (10 ontologies, 13.474 sentences) and
DBpedia-WebNLG (19 ontologies, 4.860 sentences). They then define seven metrics
that measure the quality of fact extraction, the degree of ontology compliance (e.g., do-
main/range consistency), and the level of hallucinations produced by the model. To test
the benchmark, the authors use the LLMs Vicuna-13B and Alpaca-LoRA-13B, applied
to the task through automatically generated prompts derived from the test cases. In
these automatic prompts, the ontology is explicitly embedded (verbalized) so that the
LLM can use it as a schema to guide the ontology population process.

Nevertheless, building and populating an ontology is inherently complex, and de-
spite the many efforts to automate its creation and population, the involvement of a
human expert remains essential to guarantee that the ontology is clear, complete, con-
sistent, and that the automatically generated results are properly validated [27].

2.4 Knowledge Graphs with Narrative Structure in European Projects

Knowledge representation and semantic web technologies are widely adopted in Euro-
pean initiatives to model project data as KGs in a machine-readable form. At the same
time, narrative approaches are increasingly used to communicate results in a more en-
gaging and accessible way.

In this context, semantic web techniques are applied to narrative structures so that
information is both shareable and meaningful for humans and machines. This combi-
nation of KGs and narrative forms enables national and local administrations, stake-
holders, and even citizens to explore and reuse project data to support decision-making
processes.

In the following sections, I will present a selection of completed and ongoing Eu-
ropean projects that adopt narrative-based knowledge representation and semantic web
methodologies.

2.4.1 InTavia

Intavia (2020-2023)9 is an H2020 project that connects two worlds of cultural heritage
data: tangible objects (e.g., items from museums, archives, libraries) and intangible
resources (i.e., biographical and historiographical data). To realize this connection,
InTaVia integrates heterogeneous national biographical data with cultural heritage ob-
jects, creating a single resource that is accessible for research, curation, and public
presentation. The goal is (1) to harmonize large prosopographical corpora while pre-
serving multiple perspectives and source traceability, and (2) to provide web services
for querying, analysis, reuse and narrations of these corpora. To achieve this goal,

9https://intavia.eu/
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InTaVia builds the InTaVia Data Model (IDM)10 and the InTaVia Knowledge Graph
(IKG)11. The IDM is written in RDF language, and is centered on CIDOC Conceptual
Reference Model (CRM) [34] and extended with BioCRM [106] for prosopographi-
cal data (roles, occupations, relations, gender) in an event-centric perspective. Process
provenance is represented with PROV-O (plus P-PLAN) [49], and the bibliographic
provenance of biographical articles with BIBFRAME [59]. To preserve multiple (even
divergent) perspectives on persons, groups, and cultural heritage objects, the model
uses OAI-ORE proxies; for cultural heritage objects it considers alignment with the
Europeana Data Model [39].

Modeled on the InTaVia Data Model, InTaVia constructs the IKG by integrating four
national biographical dictionaries: (1) the APIS dataset, derived from the Austrian Bio-
graphical Dictionary (OBL)12 ; (2) the BiographySampo dataset, based on the National
Biography of Finland and additional biographical databases of the Finnish Literature
Society13 ; (3) the Slovenska biografija (SBI)14 , which contains historical biographical
data from Slovenia; and (4) the BiographyNet dataset, which aggregates biographical
descriptions from multiple sources [78].The objects in these four datasets are linked to
Cultural Heritage objects from resources such as Wikidata and Europeana. The IKG
comprises tens of millions of triples and hundreds of thousands of proxies, demon-
strating the model’s scalability. The IKG powers the InTaVia platform 15, that was
developed to support data-driven narrative storytelling through data retrieval, creation,
curation, analysis, and communication with coherent visualisation support for multiple
types of entities. Indeed, building on top of the IKG, the platform is designed to turn
complex event-centric data into explorable narratives, so that the stories emerging from
the graph become more accessible and understandable for different users (such as re-
searchers, curators, stakeholders, and wider audiences) and can clearly communicate
the project’s results.

The platform offers three functionalities: (1) Search and Curation to inspect life-
lines, places, and sources; (2) Visualisation and Analysis with coordinated views over
events, actors, and space-time; (3) Storytelling and Presentation, to compose guided
narratives grounded in the same graph and its evidence (proxies, provenance).

2.4.2 MINGEI

MINGEI (2018–2022)16 is an Horizon 2020 European project dedicated to safeguard-
ing heritage crafts by documenting both their tangible components (e.g., looms, chisels,
dyes, finished textiles) and their intangible dimensions (e.g., hand movements and tool
handling captured through motion tracking, tacit know-how, workshop routines, and
community meanings). This dual focus allows physical artefacts and the living skills
that sustain them to be preserved together within a coherent and comprehensive record.
To formally represent these complementary aspects of craft heritage, the project devel-
oped the MINGEI Ontology [67].

10https://github.com/InTaVia/idm-rdf
11https://zenodo.org/records/7784908
12https://www.oeaw.ac.at/acdh/oebl
13https://kansallisbiografia.fi/english
14https://www.slovenska-biografija.si/
15https://intavia.acdh-dev.oeaw.ac.at/
16https://www.mingei-project.eu/index.html
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The ontology harmonizes in a coherent vision the following reference ontologies:
(a) the Narrative Ontology [7,66], based on an extension of the CIDOC CRM with nar-
ratological concepts, (b) Functional Requirements for Bibliographic Records Object-
Oriented (FRBRoo) [33], to represent the structure of the narration, (c) the OWL Time
ontology [51] to represent temporal knowledge. It represents a craft narrative as a se-
quence of temporally and spatially defined events, modelled using the CIDOC CRM
“Event” class. It further distinguishes between the fabula (the chronological sequence
of historical events) and the narration (the sequence of events as they are told, which
may differ from chronological order). In addition, it introduces the notion of presenta-
tion, which describes how a narration is turned into a concrete multimedia product for
a specific audience and medium (for example, a short video for a museum kiosk, a web
exhibition, or an interactive application).

To better understand the MINGEI ontology, we can look at a simple example based
on a traditional weaving workshop. At the level of fabula, the ontology represents the
actual sequence of actions carried out by the weaver: preparing the loom, selecting the
yarn, setting up the warp, weaving the pattern, and finishing the textile. A narration
then captures how the weaver (or a curator) tells this process, perhaps starting from
the finished textile and then moving back to explain how the pattern was designed,
interweaving personal memories and technical details. Finally, a presentation might
take this narration and turn it into a three-minute video shown on a museum kiosk,
combining selected video clips, captions, and voice-over. In this way, the ontology can
distinguish between the craft process as it happens, the way it is told, and the way it is
packaged and delivered to different audiences.

The ontology is finally implemented into the Mingei platform [81]. The Mingei
platform is an online environment that supports the annotation, organisation, and pre-
sentation of craft-related knowledge in accordance with the Mingei Ontology. It en-
ables users to link digital artefacts—such as motion-capture recordings or multimedia
documentation—to the ontology’s concepts, events, and tools, ensuring consistent and
semantically rich descriptions. By integrating these annotated elements, the platform
facilitates the semi-automatic population of the Mingei ontology and the construction
of a KG of craft narratives, making both the tangible and intangible aspects of tradi-
tional practices easier to explore and communicate.

In practical terms, the socio-historical context (who performed which actions, when,
where, and using which tools) is encoded as a KG and then visualised as concise, en-
gaging narratives that enhance access and understanding for museum visitors, learners,
stakeholder, and craft communities. The result is not merely a catalogue of items, but
a formal graph that interconnects events, actors, places, techniques, and materials, and
delivers them through layered, motif-aware AR experiences supported by curated me-
dia.

2.4.3 Craeft

CRAEFT (2023-2026)17 is an Horizon European project that aims to understand, doc-
ument, teach, and preserve traditional crafting actions and activities, treating them as
living knowledge and as an economic resource for communities.

17https://www.craeft.eu/
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At the heart of the project is the CRAEFT Ontology, a semantic and narrative model
that extends the MINGEI Ontology. As in the MINGEI project, a creation of a craft in
CRAEFT is described as a narrative: on the one hand, the fabula, namely the sequence
of real actions and processes through which something is made, in chronological order;
on the other hand, the narration, that is the texts, images, videos, and data that document
these actions, often rearranged in a different order for communication and presentation
purposes.

The ontology makes these actions explicit and machine-readable. Crafting is anal-
ysed into simple patterns such as “add”, “subtract”, “interlock”, and “transform”, and
tools are described in terms of their affordances (one tool can support many functions,
and the same function can be performed by different tools). Craft processes are mod-
elled as chains of linked steps, which can be represented as general schemas, simulated
in a virtual environment, and observed in real practice. In this way, the CRAEFT Ontol-
ogy provides a structured, interoperable vocabulary to tell and reason about how crafts
are performed, by whom, where, and with which materials and tools.

2.4.4 ECHOES

ECHOES (2024–2029)18 is an ongoing Horizon Europe project that aims to establish
the European Collaborative Cloud for Cultural Heritage (ECCCH)19, a shared digital
infrastructure designed to connect cultural heritage institutions, researchers, and pro-
fessionals across Europe. Unlike domain-specific initiatives, ECHOES operates at an
infrastructural level, providing the semantic, technical, and organisational framework
that enables cultural heritage data, tools, and services to interoperate within a federated
cloud environment.

Semantic Web technologies are central to this objective. The ECCCH promotes the
adoption of Linked Open Data standards and FAIR principles to ensure interoperabil-
ity across heterogeneous datasets and digital assets. Within this ecosystem, cultural
heritage resources—ranging from metadata and archival records to 3D reconstructions
and digital twins—are semantically described and linked, forming machine-actionable
KGs. In this sense, the cloud is conceived not merely as a repository, but as a collabora-
tive knowledge space in which distributed resources become part of an interconnected
semantic infrastructure.

To support this vision, ECHOES introduces the Heritage Digital Twin (HDT) on-
tology (v1.1)20, a semantic model designed to represent cultural heritage entities and
their digital counterparts within the cloud. The ontology builds upon established ref-
erence models, including CIDOC CRM and its extensions (such as CRMdig [21] and
CRMsci [22]), FRBRoo, and the Narrative Ontology. This alignment ensures concep-
tual interoperability with existing cultural heritage standards while extending them to
address the specific requirements of digital twins and cloud-based collaboration.

At the core of the HDT ontology lies the class Heritage Entity, which represents any
cultural heritage resource recognised as significant. This class is further specialised
into Tangible Heritage Entity, covering physical artefacts, monuments, or sites, and In-

18https://www.echoes-eccch.eu/
19https://research-and-innovation.ec.europa.eu/research-area/social-sciences-and-humanities/

cultural-heritage-and-cultural-and-creative-industries-ccis/cultural-heritage-cloud_
en

20https://isl.ics.forth.gr/ontology/echoes/html/HDT_v1.1.html
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tangible Heritage Entity, representing practices, traditions, skills, or other non-material
dimensions of heritage. These entities are associated with a Heritage Digital Twin, de-
fined as a structured, evolving digital representation that aggregates all available knowl-
edge about a given heritage entity, including metadata, documentation, analyses, and
interpretative content.

Digital representations are modelled through dedicated classes such as Digital Rep-
resentation and its specialisations, including the 3D Model, which captures geometri-
cal and visual reconstructions produced through digitisation or modelling processes. In
this way, the ontology connects physical or intangible heritage entities to their digital
surrogates, ensuring traceability, provenance, and semantic coherence across represen-
tations.

An important feature of the HDT ontology is its integration with the Narrative On-
tology, which provides a formal framework for representing narratives as structured
sequences of events. Through this alignment, a Heritage Digital Twin can be linked
to one or more narratives that interpret or contextualise the heritage entity. Narratives
are thus not treated as unstructured textual descriptions, but as semantically modelled
entities grounded in the underlying KG. This approach enables the coexistence of mul-
tiple narrative perspectives, supports traceability to evidence and sources, and allows
narrative content to be queried, reused, and recombined within the cloud environment.

2.4.5 PlaceMUS XR

PlaceMUS XR (2025-2029)21 is a Horizon Europe project that aims to create digi-
tal itineraries and immersive extended reality (e.g. reality experiences—virtual real-
ity, augmented reality, and sound-augmented reality) to help people discover Europe’s
“places of music”. These include concert halls, churches, streets, workshops, archives,
and other sites where music has been created, performed, preserved, or remembered.
This project is part of the ecosystem of initiatives contributing to ECCCH.

In the project, each itinerary is formally represented as a KG modelled on the Nar-
rative Ontology, an ontology developed by the Institute of Information Science and
Technologies (ISTI) of The National Research Council of Italy (CNR) as an extension
of standard ontologies like the CIDOC CRM, the Library Reference Model object-
oriented (LRMoo), and GeoSPARQL [8], that allows to formally represent narratives.
This representation makes all assets (e.g. 3D models, images, videos, audio, and meta-
data) explicit, consistently described, and semantically interlinked.

The KG is created with the open-source Story Map Building and Visualising Tool
(SMBVT) [6], an open-source and web software for creating narratives visualised as
story maps for human-friendly exploration. The result is a formal narrative of the
itineraries, represented as a network of geospatial and temporal events related by se-
mantic relations. SMBVT automatically generates the graphs, exposes the data fol-
lowing FAIR and Linked Open Data principles, and even offers predefined SPARQL
queries so non-specialists can explore and analyse the graph content.

21https://cordis.europa.eu/project/id/101233325/it
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2.4.6 Arxive

ARXIVE (2026-2028)22 is a European project focused on the documentation, analy-
sis, and dissemination of cultural heritage objects and collections, such as monuments,
sites, and museum artefacts, within the European ECCCH intitiative. Its main goal is to
provide cultural heritage institutions with innovative tools for creating, annotating, and
managing high-fidelity 3D reconstructions and digital records enriched with contextual
information. ARXIVE develops a semantic archival system that leverages semantic
web technologies to structure heritage data in a machine-actionable form, ensuring in-
teroperability and long-term sustainability. At the same time, the project integrates
narrative-building applications that support the creation of accessible, story-driven pre-
sentations of cultural heritage. Through real-world pilots and collaborative initiatives,
ARXIVE aims to enhance research, preservation workflows, and public engagement by
combining semantic knowledge representation with narrative approaches.

2.5 Data Analysis with SPARQL Queries

Once narratives have been transformed into a KG, a key challenge is understanding how
to analyse them in a meaningful way. Therefore, in this section, I focus on the question:
How can formal narratives be queried to perform inter-story correlation analysis?

The way a KG can be analysed strongly depends on the ontology used to model
it. Indeed, otologies provide a semantic layer that defines the meaning of entities and
relations, allowing the data stored in the graph to be interpreted in a consistent and
structured way. This semantic layer enables explicit querying, higher-level analysis and
inference over heterogeneous data. Similar approaches have been explored in different
domains, such as social networks, where ontology-based KGs are used to interpret
user-generated data and support analytical and recommendation tasks [3].

To access and analyse the KG at this semantic level, SPARQL is used as the query
language. In the following subsections I introduce SPARQL, and I review several re-
search works that apply SPARQL queries in different domains to perform analytical
tasks over graph-structured data.

SPARQL plays a pivotal role in querying and manipulating KGs by using pattern
matching techniques. It enables users to efficiently retrieve, manipulate, analyze and
transform data stored in RDF format, providing powerful capabilities for interacting
with structured data on the web.

A typical SPARQL query comprises several main components:

• PREFIX declarations: These are used to define namespace abbreviations, simpli-
fying the use of long URILabel within the query and making it more readable.

• SELECT clause: Specifies the variables to return as part of the query results.

• WHERE clause: Contains a set of triple patterns that the query processor matches
against the RDF dataset.

• FILTER clause: Applies additional constraints on variables, offering precise con-
trol over the query output.

22https://cordis.europa.eu/project/id/101233418
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In addition to these main components, a SPARQL query provides a wide range of
advanced features to enable more sophisticated data retrieval and analysis of data in a
KG:

• Optional Patterns: The OPTIONAL keyword is used to include data in the query
results if available, without causing the query to fail if that data is missing. This
is useful when dealing with incomplete data.

• Union: The UNION keyword allows the query to combine multiple patterns, re-
trieving data that matches any of the specified conditions.

• Aggregations: Functions like COUNT, SUM, and AVG are available to perform
calculations on the query results, enabling direct data aggregation and analysis
within the query itself.

• Subqueries: Subqueries allow nesting of queries inside a larger query, breaking
down complex data retrieval into manageable components and supporting multi-
step data analysis.

The SPARQL queries can be executed on a SPARQL endpoint. A SPARQL end-
point serve as interfaces that allow querying data stored in a KG over the web. These
endpoints accept SPARQL queries via HTTP requests and return results in various for-
mats such as XML or JSON. By supporting remote access to data in a KG, SPARQL
endpoints facilitate seamless integration of distributed data sources, enabling applica-
tions and users to query and analyze data across the web.

In recent years, several works across diverse domains have leveraged SPARQL to
query and analyse KGs, using them as a backbone for complex data exploration and
reasoning tasks. These studies typically construct domain-specific RDF graphs and
then employ SPARQL both for targeted data retrieval (e.g. filtering by spatial, tempo-
ral, or semantic constraints) and for higher-level analytical operations, such as pattern
discovery, hypothesis testing, or evaluation of data quality.

In the following, I report some works that use SPARQL to query a KG. I selected
these examples because they demonstrate how SPARQL represents the state of the art
not only for data retrieval aimed at visualisation, but also for performing in-depth data
analysis. Furthermore, the chosen examples highlight how such analysis is independent
of the scientific domain in which the data were collected.

For example, Wu Jiantao et al. [118] introduce Link Climate, a KG platform de-
signed to integrate heterogeneous climate-related datasets using Semantic Web tech-
nologies. The system collects data from multiple sources, including NOAA, Open-
StreetMap, and Wikidata, and transforms it into RDF triples based on a dedicated Cli-
mate Analysis Ontology. The resulting KG, containing over 14 million triples, is made
available through a SPARQL endpoint.

To validate the usability of the KG, the authors define a set of competency questions
developed in collaboration with domain experts. These questions cover a range of ana-
lytical needs, such as locating climate stations in specific regions, retrieving time series
of climatic variables, grouping observations by variable, and supporting cross-domain
data integration. Each question is addressed through corresponding SPARQL queries,
demonstrating the expressiveness of the graph and the adequacy of the ontology in sup-
porting climate data analysis. Although not focused on advanced data visualisation or
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inter-city comparisons, the work provides a strong example of how SPARQL queries
can be effectively used to retrieve and analyse structured climate data, supporting geo-
graphical, temporal, and variable-based exploration.

Burrows et al. [16] demonstrate how SPARQL queries can be used to analyse a
KG containing data about medieval manuscripts. Through a series of case studies,
the authors use SPARQL to answer complex research questions - such as identify-
ing manuscripts produced in Lombardy or Northern Italy, or tracing Spanish-language
manuscripts written in Gothic Rotunda script that were created in Castile, owned by
English private collectors in the 19th century, and are now held by North American in-
stitutions. The queries allow researchers to filter and link data about production places,
script types, ownership history, and current locations. The results show both the an-
alytical power of SPARQL and the limitations caused by incomplete or inconsistent
data. In this context, SPARQL serves not only as a tool for data retrieval, but also for
exploring the structure, quality, and research potential of the KG.

Deagen et al. [31] present a novel approach that combines SPARQL queries with
interactive data visualisation tools to support dynamic exploration of scientific datasets
stored in KGs. The authors propose a framework in which each visualisation is built
from two components: (1) A SPARQL query that retrieves relevant structured data from
a KG; (2) A Vega-Lite [97] specification that defines how this data should be visualised
(e.g., as bar charts, scatter plots, or line graphs). SPARQL plays a central role in the
system: it is used to extract precise subsets of data according to semantic conditions
(e.g., filtering by material type, experimental setup, or publication year). The retrieved
RDF data is then passed directly to the Vega-Lite engine, allowing users to generate
charts that are fully linked to the original graph resources. For instance, clicking on
elements in the chart can reveal URIs or link out to external datasets. In summary,
this work highlights how SPARQL can go beyond traditional querying by powering
interactive, semantic-aware data analysis and visualisations, making complex datasets
more accessible and reusable in scientific research.

Egami et al. [37], present a method for analysing complex urban issues by construct-
ing and querying a semantic KG. The graph models causal relationships between urban
problems (such as poverty, crime, and truancy) and incorporates financial data on pub-
lic spending. SPARQL plays a central role in their analysis. The authors use SPARQL
queries to: Detect vicious cycles—closed loops of problems that mutually reinforce
one another—by searching for repeating patterns in the graph structure. Identify root
problems that appear frequently across different cycles. Retrieve budget information
linked to specific urban issues, enabling socio-economic interpretation of the graph re-
sults. In addition, they enrich the KG using Semantic Web Inference Rules (SWRL),
and then re-query the updated graph with SPARQL to uncover indirect cycles and new
causal links.

This work demonstrates how SPARQL can be applied not only for retrieving facts
in a urban domain, but also for pattern-based structural analysis, causal reasoning, and
cross-domain correlation—making it a powerful tool for understanding systemic dy-
namics within RDF graphs.
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CHAPTER3
Toward an Open-Source AI-based Automatic

Workflow for Transforming Unstructured Textual
Data into Formal Narratives

3.1 Introduction

After defining the research questions in Chapter 1, and reviewing the state of the art
related to the core themes of this work (i.e. the automatic construction of KGs from
unstructured textual data, the use of narrative structures to improve data accessibility,
and the analysis of data through SPARQL in Chapter 2), this chapter introduces the
practical dimension of the thesis. Its aim is to show how the theoretical foundations
established in the previous chapters through the research questions can be integrated
into an operational and practical automatic workflow, and how can be applied to a real-
world scenario.

Section 3.2 presents the European project Mountain Valorisation through Intercon-
nectedness and Green Growth (MOVING), which provides the application context for
the research questions addressed in this thesis. The MOVING project offers a substan-
tial collection of textual data - stored in a CSV file and in several unstructured textual
reports - describing value chains (VCs) across multiple European countries. One of the
project’s main objectives is to support sustainability-oriented decision-making through
the analysis of these data.

Section 3.3 discusses the methodological framework of Open Science, a core re-
quirement of Horizon Europe initiatives. The principles of transparency, reproducibil-
ity, and openness directly influence how each of the research questions can be opera-
tionalised specifically, how textual data should be processed, how structured represen-
tations should be modelled, and how analytical queries should be formulated in ways
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that remain accessible, verifiable, and reusable within European-funded contexts.
Finally, Section 3.4 introduces the AI-based automatic workflow derived from the

research questions outlined in Chapter 1. The workflow follows the Open Science
principles. It integrates techniques for transforming raw textual data into a KG with
narrative structure, and is demonstrated using the MOVING dataset.

3.2 The MOVING Case Study

The MOVING project1, funded under the European Union’s Horizon 2020 programme
(2020–2024), aims to enhance the resilience and sustainability of European mountain
VCs. In particular, MOVING focuses on strengthening the capacity of mountain terri-
tories to respond to climate change, socio-economic pressures, and rural depopulation.

As a central strategy, MOVING established a Community of Practice (CoP) com-
posed of value-chain actors, stakeholders, and policymakers collaborating to co-design
European policy frameworks for resilience and sustainability. In practice, the CoP
brings together partner organisations across Europe - including universities, private
companies, and territorial agencies - engaged in monitoring and supporting mountain
VCs across 23 reference mountain regions in 16 countries.

During the early stages of the project, the CoP contributed to the study and collection
of several data about the VCs and the territories where they are located. The MOVING
experts analysed and documented 454 VCs considered significant from an economic
and socio-ecological perspective, evaluating aspects such as innovation, development
stage, governance arrangements, environmental conditions, and overall regional rele-
vance.

Each VC was examined using a socio-ecological systems (SES) [63] approach to
explore how its activities contribute to the resilience and sustainable development of the
surrounding mountain region. Through this lens, experts linked value-chain processes
to local natural resources and socio-economic dynamics, with particular attention to
climate vulnerabilities, demographic decline, livelihood challenges, and limited access
to essential services.

During this process, the experts produced textual data, which were then stored in a
CSV file2 and in several raw textual reports3. These data include, for example, geo-
graphic information - such as descriptions of the natural features of the mountain areas
where the VCs are located - as well as economic information, including data related to
tourism. A detailed information about this data is reported in sections 3.2.2 and 3.2.2.

For the purposes of this thesis, the MOVING project is especially relevant because
these materials constitute unstructured textual data, making them a suitable starting
point for constructing a KG structured as formal narratives. Furthermore, one of MOV-
ING’s goals was to enable a comprehensive analysis of vulnerabilities in the environ-
ments, actors, resources, governance systems, and processes of mountain VCs. Such
integrated analysis can also support decision-makers in designing multi-actor (public
and private) and multi-level (local, regional, national, and European) policies for terri-
torial sustainability and resilience.

1https://www.moving-h2020.eu/
2https://github.com/EmanueleLenzi92/Create_Narratives/tree/main/CSV
3https://www.moving-h2020.eu/reference-regions/
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A KG built from MOVING’s data can be queried by stakeholders, local adminis-
trations, and citizens, offering a structured way to explore the information and to sup-
port decision-making processes related to sustainability, resilience, and the long-term
preservation of the 454 mountain VCs. Moreover, organising the KG in narrative form
makes the encoded information more accessible and easier to interpret for stakeholders,
public authorities, and the wider public. This approach transforms complex economic
and socio-ecological insights into a format that is clearer, more engaging, and more
usable across different levels of expertise.

3.2.1 Description of the Mountain Reference Regions

The 23 reference regions selected by MOVING (figure 3.1) span a broad geographi-
cal and ecological spectrum across 16 European and neighbouring countries, reflecting
the extraordinary diversity of mountain environments in Europe. These include high-
mountain zones like the Alps and Carpathians, Mediterranean mountain-island systems,
forested massifs, as well as more modest hilly or mountainous terrain. The reason of
this selection is that people involved in the project wanted to represent as far as possible
the diversity of European mountain areas. Although these data do not cover the entire
spectrum of European mountain VCs, they aim to be as representative and reliable
as possible by embedding information from local experts with comprehensive views.
In Western, Central and Southern Europe, a significant share of reference regions lie
within classic mountain ranges. For instance, the Austrian Alps (Austria) represents
typical Alpine conditions: here, mountain livestock farming - especially pastoral sys-
tems with sheep and small ruminants - stands out among the VCs. In the Italian Penin-
sula, several regions are included: the Central Apennines, the Eastern Alps, and the
Northern Apennines showcase how mountain-adapted agriculture, dairy and traditional
agro-food production persist in varied terrain from steep Alpine slopes to Apennine
hills. Similarly, in the Carpathians - for example the Southern Romanian Carpathi-
ans and the Slovak Carpathian Mountains - pastoral farming, forestry and mountain
agriculture emerge as core value-chain types. Other regions illustrate transitions be-
tween mountain, forest, and agro-forestry contexts. The Transdanubian Mountains
(Hungary) combines forest cover and foothill agriculture (e.g. arable crops in low-
land basins or hills), showing how mountain regions may host mixed land uses beyond
livestock. Meanwhile, forested and wooded mountain areas such as the Šumava-Cesky
Les (Czechia) illustrate another variant: here, extensive grazing, cattle farming and
meat production coexist with more forest-based land-use systems, showing transitions
from past socialist-era farms toward low-intensity, nature-oriented agriculture. Beyond
central Europe, MOVING also covers mountain and mountain-island systems shaped
by Mediterranean climates and island geology. The Corsica (France) stands out as a
mountainous Mediterranean island: its VCs leverage local agro-food traditions — for
example chestnut cultivation and processing — adapted to island-mountain conditions.
Another region with a very different ecological profile is Beydaglari (Turkey), part of
the western extension of the Taurus Mountains: here the main VC is greenhouse-tomato
cultivation, relying on favorable climate and sunshine, making it a rare example of in-
tensive horticulture within a mountain setting. Other southern/mid-latitude massifs and
mountain systems — such as Portuguese mountain regions like the Cordilheira Cen-
tral and the Maciço Noroeste — reflect the fusion of mountainous terrain with rural
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agriculture and forestry, where traditional agro-forestry, crop cultivation and livestock
may combine depending on altitude, slope, and local climate. Similarly, mountainous
systems in the western Mediterranean or Iberian Peninsula, like the Spanish Betic Sys-
tems or Sierra Morena, bring mountain-tailored agriculture and forestry into the frame,
underlining the adaptability of mountain VCs even in drier or more marginal environ-
ments. Finally, MOVING also includes mountain-coastal or island-highland regions in
northern Europe — such as the Highlands and Islands (UK–Scotland) — where pas-
toralism, extensive grazing, remote rural land-use, and traditional agriculture persist
in harsh climates and often sparsely populated areas, offering insightful contrasts with
central and southern European mountain contexts.

Figure 3.1: The 23 reference regions selected by MOVING

3.2.2 MOVING Dataset

CSV Data

As described in Section 3.2, the experts involved in the MOVING project collected data
about the 454 VCs and stored them in a CSV file. The CSV file contains 454 rows, each
corresponding to a specific VC. For every row, 52 columns record a wide range of in-
formation in textual form about the VCs. To give some examples, the columns contain
social and demographic data - such as population size, population density, and recent
population trends - that help describe the characteristics of the communities involved
in each VC. In addition, they include information on land use types, local assets, and
the presence (or absence) of a protected areas, offering insights into the environmental
context in which these VCs operate. Furthermore, some columns report several eco-
nomic variables across different administrative levels: the Local Administrative Unit
(LAU) [40] level, which typically refers to municipalities; the Nomenclature of ter-
ritorial units for statistics 3 level (NUTS3) [41], that refers to small regions used for
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detailed regional statistics, such as Tuscany in Italy); and the Nomenclature of terri-
torial units for statistics 2 (NUTS2) that refers to larger regions often used for policy
design and cohesion funding, such as Italy. Together, these economic variables pro-
vide a multi-scale picture of regional development, including income levels, economic
structure, and employment distribution.

To see the entire data collected by the expert, Table 3.1 lists all column names to-
gether with a brief description of all the data stored in the CSV.

Overall, these data present several limitations. First of all, as we can see from Table
3.1, the information contained in the CSV is not easily accessible. The data are sparse
across the columns and are not organised according to thematic categories - such as
environmental, socio-economic, or governance-related dimensions. This absence of
thematic structuring makes it difficult for stakeholders, local public administrations,
and the general public to access and interpret the information, even though such data
could be highly valuable for understanding, managing, and enhancing their local VCs.
Moreover, the tabular format provides limited support for analysing complex relation-
ships between entities, such as interactions among VC actors, connections between
territories, or links between environmental assets and socio-economic processes. Each
VC is represented in the CSV as an isolated entry, with no explicit references or rela-
tions to other VCs in the dataset. This siloed representation prevents correlation and
comparative analysis across VCs, restricting the ability to identify shared patterns, in-
terdependencies, or common challenges among mountain regions.

Finally, the rigid schema of the CSV complicates integration with other datasets.
Because the information is encoded as free text within fixed columns - without con-
trolled vocabularies, identifiers, or explicit structural constraints - aligning this dataset
with external sources requires substantial preprocessing and harmonisation. These lim-
itations highlight the need for structured representations capable of capturing entities,
attributes, and relationships in a more systematic and interoperable way.

Table 3.1: MOVING CSV file description

Column name Description
Member State The country in which the value chain operates.
Card ID A unique code assigned to each value chain so it can be easily

identified in the dataset.
Descriptor of the
value chain

A short description of what the value chain focuses on.

Issues of interest to
the MOVING project

Key topics or questions that matter for the project when examin-
ing this value chain. Example: climate resilience, diversification,
rural employment.

Challenges of the VC
in light of the MOV-
ING project

Specific problems the value chain faces that are relevant to the
goals of MOVING. Example: ageing farmers, limited market ac-
cess, risk of extreme weather.

Type of challenges Indicates whether those challenges are happening now (Current)
or are expected in the future (Predicted).
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Column name Description
Type of VC Shows whether the value chain is Traditional (based on long-

standing practices) or Innovative (using new methods, products,
or ideas).

Type of Innovation Whether the innovation comes from within the area (Endogenous)
or from outside (Exogenous).

Brief description of
the ‘innovation’ in the
VC

A short explanation of what is new or improved in the value chain.
Example: introducing drought-resistant crop varieties.

Innovation linked to The main area affected by the innovation, such as environmen-
tal, social, or economic aspects. Example: reducing soil erosion
(environmental) or creating new jobs (economic/social).

Reasons for selection Explains why this value chain was chosen for the MOVING
project. Example: strong potential for climate adaptation, high
regional importance.

Land use systems The main types of land involved in the value chain. Examples:
natural grasslands, mountain forests, high-altitude agriculture.

Local Assets Types of important local resources. These can be natural, social,
cultural, or economic. Example: alpine pastures (natural), tradi-
tional knowledge (cultural).

Description of the key
local asset(s)

A more detailed explanation of the specific local resources that
support the value chain.

Synthetic description
of the value chain

A concise summary showing the main elements of the value chain
in a few sentences.

Other information
that may be consid-
ered of interest for the
project

Any additional details relevant for MOVING that do not fit into
the other categories.

Reference mountain
chain

The main mountain range where the value chain is located. Ex-
ample: Alps, Carpathians, Pyrenees.

Reference mountain
landscape

The specific mountain landscape inside that range. Example: a
particular valley, plateau, or sub-region.

LAU The Local Administrative Unit (LAU) code used by statistical
agencies to identify municipalities or local districts.

Size of the area (km2) How large the LAU area is in square kilometers.
Min Altimetry of LAU The lowest elevation in the LAU area (in meters).
Max Altimetry of
LAU

The highest elevation in the LAU area.

Total population (in
thousand)

Number of people living in the area, expressed in thousands. Ex-
ample: 3.5 = 3,500 inhabitants.

Population density
(Inhabitants/km2)
[LAU]

People per square kilometer in the LAU.
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Column name Description
Population change
rate of LAU in the last
10 years (%)

How much the LAU’s population has increased or decreased over
the last decade.

Regional popu-
lation density
(Inhabitants/km2)

People per square kilometer at the regional level.

Regional population
change rate in the last
10 years (%)

Growth or decline of the population at regional level during the
last decade.

Average per capita
income (EUR)/year
[NUTS3]

The average yearly income of individuals in the NUTS3 region.

Total Gross Value
Added (GVA)
(EUR million)/year
[NUTS3]

The economic value produced in the NUTS3 region per year, in
millions of euros.

Primary sector share
of total GVA/year
[NUTS3]

Percentage of regional GVA coming from agriculture, forestry,
and fishing.

Secondary sec-
tor share of total
GVA/year [NUTS3]

Percentage of regional GVA coming from manufacturing and in-
dustry.

Tertiary sector share
of total GVA/year
[NUTS3]

Percentage of regional GVA coming from services (tourism,
trade, public services, etc.).

Primary sector share
of total employmen-
t/year [NUTS3]

Share of people employed in agriculture, forestry, and fishing.

Secondary sector
share of total employ-
ment/year [NUTS3]

Share of employment in manufacturing and industry.

Tertiary sector share
of total employmen-
t/year [NUTS3]

Share of employment in services.

Per capita income
(EUR)/year [NUTS2]

Average annual income of individuals in the NUTS2 region.

Total Gross Value
Added (GVA)
(EUR million)/year
[NUTS2]

Total economic value produced in the NUTS2 region per year.

Primary sector share
of total GVA/year
[NUTS2]

Contribution of the primary sector to NUTS2 GVA.
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Column name Description
Secondary sec-
tor share of total
GVA/year [NUTS2]

Contribution of the secondary sector to NUTS2 GVA.

Tertiary sector share
of total GVA/year
[NUTS2]

Contribution of the tertiary sector to NUTS2 GVA.

Primary sector share
of total employmen-
t/year [NUTS2]

Percentage of people working in the primary sector at NUTS2
level.

Secondary sector
share of total employ-
ment/year [NUTS2]

Percentage working in manufacturing and industry at NUTS2
level.

Tertiary sector share
of total employmen-
t/year [NUTS2]

Percentage working in services at NUTS2 level.

Total bed places (BPs)
in tourist accommo-
dations/year [LAU]

Number of beds available to tourists in the LAU.

Regional (NUTS2)
share of total BP-
s/year

The proportion of all tourist bed places in the NUTS2 region that
are located in this area.

Number of agricul-
tural holdings [LAU]

Count of farms or agricultural businesses in the LAU.

Nearest settlement
with population >
100000 (km)

Distance to the closest large city (over 100.000 inhabitants). Ex-
ample: 72 km to the nearest major city.

Presence of Protected
Areas

Indicates whether the value chain is located within or close to
protected natural areas (national parks, reserves, etc.).

Brief description of
the main characteris-
tics of the Mountain
Reference Landscape

A short overview of the landscape, highlighting features such as
vegetation, terrain, climate, and land use.

District / Sub-region The intermediate territorial division where the value chain is lo-
cated.

NUTS 3 The NUTS3 statistical code for the area.
NUTS 2 The NUTS2 statistical code for the broader region.

Raw Textual Data

Among the 454 VCs documented by the MOVING project, 23 were selected as in-
depth case studies - one for each of the project’s reference mountain regions. For these
selected VCs, the experts produced not only textual data stored in a CSV file, but also
one text-based report in form of short abstract.

These reports are very short raw text documents that discuss some aspects of the
VC contained in the CSV file, but already organised in a narrative form that supports
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broader qualitative reflections and conclusions about each VC.
These textual reports can include:

• A brief description of the VC: they can describe what the VC is about, how it
operates, what actors are involved (producers, processors, local stakeholders), and
how it is embedded in the local socio-ecological context.

• A short discussion of how the VC contributes to territorial sustainability and re-
silience, especially in mountainous contexts - for instance by maintaining tra-
ditional land-use practices, supporting local livelihoods, preserving cultural her-
itage, or enabling diverse economic activities beyond agriculture.

• A short reflection on which regional or local policies affect the VC, how stake-
holders cooperate, and what institutional arrangements exist (or are lacking).

• Short recommendations for future policies or strategies.

As an example, the report for the case from the Central Apennines region (Italy)4

documents a dairy VC in the Alto-Molise area. It traces traditional milk and cheese pro-
duction practices rooted in mountain pastoralism, discusses innovations, market strate-
gies, governance issues, and the demographic and environmental pressures the region
faces. While these textual reports already are in a narrative form, offer valuable qualita-
tive insights and help interpret some of the data also included in the CSV, they present
several limitations.

First, although they contain information on local dynamics, governance, environ-
mental aspects, and policy challenges, this content remains difficult to compare across
regions because each report is written independently, without a common structure that
would allow systematic cross-case analysis. As a result, potentially useful insights -
such as recurring vulnerabilities, shared policy gaps, or common sustainability strate-
gies - remain embedded in the free-form text and are not immediately accessible for
comparative analysis with other VCs.

Second, because these documents are fully unstructured - composed of long text
passages without internal organisation or thematic sections - their content is not eas-
ily interpretable by stakeholders, local administrations, or the general public. A more
structured narrative framework, with clearly defined sections and thematic headings,
would facilitate clearer communication by helping readers navigate the material, recog-
nise the key elements of each VC, and relate them to broader regional or European
challenges.

3.3 Open Science

As described in the previous Section, the MOVING project is developed within an Eu-
ropean research context in which specific policy frameworks influence how research
outputs are produced and shared. In particular, European research policies increas-
ingly promote openness and reuse [38], and initiatives such as Horizon 2020, Horizon
Europe, and the European Research Council explicitly encourage or require the Open
Science principles.

4https://www.moving-h2020.eu/wp-content/uploads/2022/11/MOVING_PA_Central-Apennines.
pdf
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3.3. Open Science

Open science is a set of principles and practices that makes every step of the scien-
tific process as open and accessible as possible [10]. The goal is simple: science should
be transparent, reusable, and available to everyone, not only to a small group of experts
or institutions.

In traditional research, many elements remain closed: data are shared only after
publication, methods are described in very general terms, and code or raw materials
often stay on the researcher’s computer. Open Science tries to change this model. It
encourages researchers to share not only their final papers, but also the underlying data,
the workflows, the software, and the reasoning that led to the results [36]. In other
words, Open science enchorage the use of The FAIR data.

Open Science also aims to speed up scientific progress [18]. When resources are
openly available, other researchers do not have to repeat the same preparatory work.
They can start from existing datasets, reuse documented workflows, or adapt shared
code. This reduces duplication of effort and allows scientists to focus on new questions
rather than rebuilding previous work from scratch. The scientific community benefits
from a more efficient, cumulative, and interconnected research ecosystem.

Another important aspect is trust [68]. In an open environment, anyone can inspect
the data, check the code, and examine the decisions behind an analysis. This makes
it easier to verify the reliability of results and to detect errors, biases, or questionable
practices. The process becomes visible and verifiable, and this strengthens the credi-
bility of scientific findings. Open Science therefore responds to recent concerns about
reproducibility and transparency in research.

Open Science is not only about publishing things openly. It is also about changing
how researchers collaborate, communicate, and evaluate each other’s work. It promotes
open access publishing, open data repositories, open-source software, and open peer re-
view. It encourages institutions to adopt practices and infrastructures that support open-
ness. It invites researchers to think about how their work can be reused, extended, or
connected to other projects. In this sense, Open Science becomes a broader movement
that shapes scientific culture.

Finally, Open Science has a social dimension. Much research is funded by public
resources. Making outputs openly available means returning knowledge to the society
that finances it [35]. It allows educators, policymakers, companies, and citizens to ben-
efit from scientific discoveries. This creates a more inclusive and participatory research
environment, where knowledge is treated as a public good rather than a restricted asset.

3.3.1 FAIR Data in Open Science

Within the broader movement of Open Science, researchers increasingly rely on FAIR
[117] data as a standard for managing and sharing scientific information. The FAIR
principles provide guidance on how data should be organized and documented so that
they remain useful, accessible, and reusable by both humans and machines. FAIR does
not mean that all data must be openly available; rather, it means that data should be
prepared and described in ways that support efficient discovery and responsible reuse.
The acronym FAIR stands for Findable, Accessible, Interoperable, and Reusable, and
each element highlights a different requirement for high-quality scientific data.

Findable means that data can be discovered easily by others. This requires the use of
persistent identifiers, such as DOIs, and rich metadata that describe the content clearly.
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A dataset stored on a personal hard drive is not findable; the same dataset archived in
a public repository, with a stable identifier and keywords, becomes findable to anyone
searching for it. Accessible indicates that data can be obtained when needed, through
clear and standardized procedures.

Accessibility does not necessarily imply full openness; sensitive or restricted data
may require authentication or controlled access. What matters is that users know how
to request or retrieve the data, and that the access mechanism remains stable over time.

Interoperable means that data can be combined and used together with other datasets
or tools. To achieve this, data should be stored in open, machine-readable formats
and use standardized vocabularies or ontologies. For example, environmental data ex-
pressed in a common schema can be integrated with climate or geographic datasets,
enabling broader analyses.

Reusable emphasizes the long-term value of data. Reusable data must include clear
documentation, information about their origin, explanations of variables, and explicit
usage licenses. This allows other researchers to understand the context of the data,
assess their quality, and apply them to new research questions. Without such documen-
tation, even publicly available data may be unusable.

Together, the FAIR principles support a more efficient and transparent research
ecosystem. They help ensure that data created today remain accessible and meaning-
ful in the future, enabling reproducibility, collaboration, and the cumulative growth of
scientific knowledge.

3.3.2 Core Principles of Open Science

Open Science is built on a group of foundational principles that guide how research
should be produced, shared, and evaluated in an open environment. These principles
help ensure that scientific knowledge is transparent, verifiable, and meaningful to a
broad community.

The most influential and widely accepted international framework for Open Science
is the United Nations Educational, Scientific and Cultural Organization (UNESCO)5

Recommendation on Open Science, adopted in 2021 [109]. This document defines
how the global scientific community should approach openness and sets common ex-
pectations for institutions, governments, and researchers. In this document, UNESCO
presents a structured vision that identifies principles guiding how Open Science should
be practiced. By relying on this framework, it becomes easier to understand Open Sci-
ence as more than a technical trend: it is a coordinated, global effort to make research
more transparent, fair, and socially beneficial.

In the following, I reported the principles of UNESCO.

Transparency and Scrutiny

Transparency is the principle that the research process should be visible and under-
standable. It means that the steps that lead from raw material to published findings
should not be hidden. Instead of sharing only the final results, researchers disclose
the data they used, the methods they applied, the models they tested, and the reason-
ing behind each choice. This includes publishing raw datasets, preprocessing scripts,

5https://www.unesco.org/en
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code, assumptions, and documentation. Transparency allows other researchers to see
how conclusions were reached and to assess the quality, consistency, and logic of the
work. Scrutiny is a natural extension of transparency: once information is open, it can
be evaluated, criticized, or improved.

For example, a study on environmental trends might make available not only its
published graphs, but also the original sensor readings, the cleaning procedures, and
the code that generated the final analysis. Other researchers can check whether the
measurements were taken correctly or test alternative analytical methods.

Reproducibility

Reproducibility is the ability for others to repeat a study and obtain the same results. It
is a crucial indicator of scientific reliability. A research outcome is reproducible when
another person, using the same data and following the same steps, can replicate the
findings. Achieving reproducibility requires detailed documentation, open-source code,
stable software environments, and clear explanations of each analytical choice. For
example, a machine-learning experiment becomes reproducible when the training data,
model parameters, evaluation code, and software versions are openly available. Without
these elements, results may appear convincing but cannot be independently verified.
Reproducibility helps ensure that scientific claims are not accidental or dependent on
hidden steps.

Collaboration

Collaboration is a natural consequence of openness. When data, methods, and tools are
shared openly, researchers from different institutions or disciplines can work together
more easily. Open Science encourages collaborative platforms, shared repositories, and
community-driven projects. It supports practices such as open peer review, shared data
infrastructures, and collective problem-solving. A clear example comes from astron-
omy, where openly shared telescope images allow both scientists and citizen contribu-
tors to participate in the discovery of new celestial objects. In other fields, researchers
combine open datasets from multiple institutions to study problems that a single group
could not address alone. Collaboration strengthens scientific output and accelerates the
creation of new knowledge.

Equity and Inclusiveness

Equity and inclusiveness are central values in Open Science. They emphasize that ac-
cess to knowledge should not depend on economic resources, institutional affiliation,
or geographic location. Open practices make scientific materials available to communi-
ties that traditionally face barriers to participation, including researchers in low-income
regions, independent scholars, students, and the general public. This principle also en-
courages the use of open educational resources, multilingual documentation, and tools
that do not require expensive proprietary software or high-performance hardware. By
reducing inequalities in access to knowledge, Open Science promotes a more diverse
and globally distributed research community.
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Sustainability

Sustainability refers to the long-term viability of open scientific practices. Open Sci-
ence requires infrastructures that can be maintained over time, such as data repositories,
shared software environments, and collaborative platforms. These systems need stable
funding, technical support, and clear governance so that materials remain available and
usable in the future. Sustainability also concerns the responsible use of resources. It en-
courages research practices that support broader social goals, such as reducing inequal-
ities and contributing to global development. A sustainable open ecosystem ensures
that datasets, tools, and workflows do not disappear after a project ends, but remain
part of a durable research landscape that others can build on.

Flexibility

Flexibility recognizes that Open Science cannot be applied in the same way every-
where. Disciplines differ in their methods, data types, and ethical constraints; institu-
tions vary in their technical capacity and funding; and countries operate under different
legal frameworks. For this reason, Open Science must allow multiple paths toward
openness. Flexibility means adapting open practices to local conditions while preserv-
ing the core values of transparency, accessibility, and collaboration. For example, sen-
sitive health data may require controlled access instead of full public release, or a small
research group may share code openly even if it cannot host large-scale datasets. This
adaptable approach makes Open Science realistic and inclusive, allowing communities
with diverse resources and constraints to participate meaningfully in the open research
ecosystem.

3.3.3 Core Values of the Open Science

In addition to the core principles described in the previous section, UNESCO also de-
fines a set of values that give Open Science its ethical and social foundation. While
the principles explain how Open Science should be practiced, these values clarify why
openness matters and what kind of scientific culture it aims to promote. They highlight
the broader responsibilities of the research community and frame Open Science as a
global effort to build a more fair, inclusive, and socially responsive scientific ecosys-
tem.

At the core is equity and fairness, the idea that scientific knowledge should reduce
inequalities rather than create new ones. Open Science should expand access to par-
ticipation, especially for communities, institutions, and countries that traditionally face
barriers due to economic constraints or limited infrastructure.

Closely connected to equity is diversity and inclusiveness. UNESCO emphasizes
that scientific progress benefits from different cultural perspectives, languages, and
knowledge systems, including Indigenous and community-based knowledge. Open-
ness should therefore make room for varied contributors and allow different ways of
producing and understanding scientific evidence.

Another central value is quality and integrity. Open research is not simply about
making materials public; it is about ensuring that data, methods, and publications re-
main reliable, accurate, and ethically produced. Openness strengthens scientific in-
tegrity because it exposes research to public inspection and encourages responsible

36



i
i

“output” — 2026/6/8 — 10:36 — page 37 — #60 i
i

i
i

i
i

3.4. Introducing an Automatic Workflow

practices.
Finally, UNESCO highlights the idea of collective benefit: scientific knowledge is

viewed as a public good that should support society at large. Open Science should
contribute to social well-being, sustainable development, and public decision-making.
These values frame Open Science not only as a technical reform, but as a cultural trans-
formation aimed at building a more just, transparent, and socially responsive scientific
system.

3.4 Introducing an Automatic Workflow

The theoretical foundation of this work is defined by the three research questions intro-
duced in Chapter 1. These questions outline both the objectives to be achieved and the
logical sequence of operations required: (1) extracting meaningful information from
raw text, (2) structuring this information in the form of narratives within a KG, and (3)
analysing these narratives through SPARQL to identify correlations across stories.

The MOVING project provides the practical context in which these requirements
become concrete. As a H2020 initiative, MOVING emphasises open and transparent
research practices and offers a rich collection of textual descriptions of 454 moun-
tain VCs. These data represent exactly the type of heterogeneous, domain-specific
information that benefits from systematic structuring. Moreover, MOVING’s goals -
analysing territorial dynamics, supporting evidence-based policymaking, and making
socio-ecological information accessible to a broad community of stakeholders - high-
light the relevance of transforming raw text into coherent and interpretable narrative
representations. The principles of Open Science further reinforce the need for methods
that are transparent, reproducible, and based on open technologies.

The workflow introduced in this Section emerges precisely from the convergence
of these two dimensions: the theoretical needs defined by the research questions and
the practical needs revealed by the MOVING data and objectives. It is conceived as a
direct response to the three research questions and as a tool specifically suited to the
characteristics and requirements of MOVING.

Indeed, the workflow enables the MOVING community to build a KG of the 454
VCs, structured as formal narratives. Public local administrations and stakeholders of
the MOVING community will be able to query the KG to perform inter-story correla-
tion analyses on the VC narratives, supporting their decision-making processes when
defining policies for territorial sustainability. Moreover, thanks to the narrative struc-
ture, the data are accessible in a more intuitive and user-friendly way.

The following sections explain how the workflow aligns with the principles of Open
Science and provide an overview of its main modules.

3.4.1 An Open Science Oriented Workflow

The workflow follows the principles of Open Science as defined by UNESCO, ensuring
that the entire process is consistent with the broader global effort toward open and
responsible scientific practices.

The following paragraphs outline how the workflow aligns with the Open Science.
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Transparency and Scrutiny

The workflow is designed to make each step of the process visible and understandable.
All transformations - from the preparation of raw textual data provided by the MOVING
project to the construction of the KG -is documented clearly. The code, preprocessing
steps, and methodological choices is openly shared on online repositories so that other
researchers can inspect how the workflow operates. This transparency enables scrutiny,
allowing others to evaluate, question, or suggest improvements to the process.

Reproducibility

A key objective of the workflow is to ensure that the results of every experiments per-
formed during the creation of the workflow can be reproduced by others. To support
this goal, not only the textual data of the MOVING project will be shared, but also
all the intermediate and final data generated throughout the workflow. In this way, re-
searchers will be able to repeat the experiments of the workflow and obtain consistent
results.

Collaboration

The workflow facilitates collaboration by being openly available and easy to adopt in
different research settings. By sharing the codebase, documentation, and KG struc-
ture in public repositories, the project encourages other researchers to contribute, reuse
components, or integrate the workflow into their own work. This openness supports
community-driven improvement and makes the workflow part of a broader shared re-
search infrastructure.

Equity and Inclusiveness

To promote equitable access, the workflow avoids relying on proprietary technologies.
Instead, it uses only free open-source tools. Furthermore, the workflow uses tools that
do not require specialized or high-end hard-ware. This ensures that researchers from
diverse institutional and geographical backgrounds can access and apply the workflow.

Sustainability

The workflow is conceived as part of a long-term open research ecosystem. Its compo-
nents are maintained in stable repositories, and all outputs - such as the KG and related
documentation - are preserved in accessible formats. This ensures that the workflow
can continue to be used, adapted, and built upon even after the end of the project. By
adopting open and widely supported standards, the workflow contributes to a durable
and sustainable scientific infrastructure.

Flexibility

The workflow is designed to remain flexible so that it can be adapted to different re-
search contexts. Although it is initially applied to the textual data from the MOVING
project, its structure does not depend on a single domain. The workflow can incorpo-
rate textual sources from other projects and accommodate different types of narratives
or subject areas. This makes it suitable for researchers who need to analyse data from
new domains or explore different kinds of narrative structures.
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3.4.2 Brief Description of the Workflow’s Modules

The workflow consists of five modules. The unstructured textual data stored in the
MOVING CSV file, along with the raw reports written by MOVING experts on the 454
mountain VCs, serve as input for the first module.

The following list provides a high-level description of how these modules operate;
each will be discussed in detail in the later chapters of the thesis.

1. Data Pre-processing Module The first module performs pre-processing on the
data from the MOVING CSV file and the expert reports, transforming them into
narratives. This step is necessary because narrative has been chosen as the struc-
ture of the KG to make the data more accessible, and because many European
projects adopt a narrative-based structure for their KGs as described in chapter 2,
section 2.4.

2. Story Structure Building Module The second module takes the generated narra-
tives as input and, with the goal of building a KG, extracts entities from the textual
narratives and links them to a reference knowledge base. Indeed, entity extraction
and linking are crucial steps to construct KGs from text as discussed in chapter 2,
section 2.3 ).

3. knowledge Graph Creation Module The third module uses the narratives en-
riched with entities to build the KG. An ontology is employed to formally repre-
sent the narratives; afterward, an ontology population task is carried out, filling
the ontology’s classes with the extracted entities. Indeed, ontology population is
another important task for building a KG from text, as described in chapter 2,
Section 2.3.

4. Visualisation and Data Analysis Module The fourth module enables correla-
tion analysis among the narratives of the 454 VCs stored in the graph (through
SPARQL queries, as outlined in Chapter 2, section 2.5) and provides an accessi-
ble visualisation of the data automatically stored in the KG.

5. Workflow Assessment Module The fifth module evaluates the inter-story analyt-
ical capabilities of the KG automatically generated by the workflow. The MOV-
ING experts assess whether the results of inter-story correlation analyses are cor-
rect and useful for supporting their policy-making processes.

The following Chapters are each dedicated to the detailed description of the design
and implementation of one module of the workflow. The next Chapter focuses on the
first module, i.e., the Data Pre-processing module.

3.5 A Running Example of the Workflow

To illustrate the functioning of the workflow, this section presents a running example
based on three mountain VCs: one dedicated to the production of chestnut flour in Italy,
one related to charcoal production in the Canary Islands, and another focused on the
cultivation of medicinal plants for pharmaceutical uses (e.g., Aloe Vera) in Greece.

The purpose of this example is to provide a clear and intuitive illustration of the basic
workflow and its main operational steps. The technical details, methodological choices,
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and assumptions underlying the implementation of the workflow are discussed in the
subsequent chapters of this thesis, where each component is presented and justified in
greater depth.

The three VCs can be represented in two different input formats. On the one hand,
they may be structured as CSV data, where each row corresponds to a VC and textual
information is organised into columns (e.g., VC-ID, Region, Description of the produc-
tion, Description of the VC, Number of tourists, Type of tourism, etc.). On the other
hand, they may also be available as unstructured raw text, where the same information
is expressed in a free-form narrative without a predefined schema.

When processing CSV data, the workflow constructs a narrative for each VC by
reorganising the textual content of the CSV into a sequence of thematic events. The
structure of the CSV guides this transformation: groups of related columns are aggre-
gated to generate specific types of events. For example, fields such as Description of the
production and Description of the VC are combined to produce an event describing the
production processes and the overall characteristics of the value chain (e.g., chestnut
flour production, charcoal making, or medicinal plant cultivation). In parallel, columns
related to tourism (e.g., Number of tourists, Type of tourism) are used to create a sepa-
rate event focused on tourism dynamics, capturing aspects such as rural, gastronomic,
or eco-tourism associated with the VC.

When the input consists of raw textual data, an LLM is used to generate the narra-
tive by directly analysing the unstructured text. In this case, the model identifies and
segments the content into meaningful events.

Once the narrative and their events have been created, each event is analysed to
extract keywords and entities. An LLM identifies relevant elements across the three
VCs, such as products (e.g., chestnut flour, charcoal, Aloe Vera), locations (e.g., Tus-
cany, Canary Islands, Greek regions), actors (e.g., local farmers and cooperatives), and
broader concepts (e.g., traditional practices or challanges faced by the VCs such as cli-
mate change), and retrieves the titles of the corresponding Wikipedia pages. Following
a Knowledge representation framework, these entities are then linked to a reference
knowledge base (i.e., Wikidata) through the assignment of Wikidata IRIs, using the
Wikipedia API. Each entity is further enriched with additional information, including
textual descriptions, geographic coordinates for places, and representative images, en-
abling a richer and interoperable semantic representation.

The enriched narratives are then formalised into a KG structured according to an
ontology for formally representing narratives (i.e., the Narrative Ontology). Each VC
is represented as a narrative composed of interconnected events, which are linked to
entities such as places, products, actors, and concepts. These elements are modelled
as nodes connected through semantically defined relationships. The resulting KG inte-
grates the three VCs into a unified structure, allowing shared elements - such as com-
mon challenges or similar products - to emerge explicitly. The KG is stored in a triple-
store (i.e., Apache Jena Fuseki), which provides a SPARQL endpoint for querying the
data.

SPARQL queries are used to retrieve and explore the knowledge stored in the KG.
The retrieved data support the visualisation of each VC as a story map, where events
are presented sequentially and connected to their geographic context. At the same
time, SPARQL queries enable inter-story correlation analysis across the different value
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chains that share the same entities. For example, it becomes possible to identify com-
mon patterns such as the role of cooperatives, the presence of traditional processing
techniques, or shared environmental challenges across Italy, the Canary Islands, and
Greece.
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Data Pre-processing

4.1 Introduction

The Data Pre-processing module constitutes the first component of the proposed AI-
based automatic workflow. Its purpose is to transform unstructured textual data into
narratives composed of textual events, which will later serve as the foundation for build-
ing the KG.

The MOVING project provides the input for this module, namely: (i) the textual
information describing the 454 VCs stored in the CSV file, and (ii) the raw textual
reports produced for the 23 selected VCs. As a consequence, it is necessary to develop
an algorithm to be included in the module, capable of processing these two distinct
types of sources, each characterised by specific features.

First, the algorithm has to ingest the MOVING CSV file and extract all the informa-
tion contained in its rows and columns. From these data, it has to generate event-based
narratives for each of the 454 VCs. However, the CSV structure presents several chal-
lenges: the information about the VCs is sparse across all the columns, not thematically
organised, and not immediately accessible for narrative reconstruction. For this reason,
a preliminary analysis of the CSV is required to understand how to reorganise the con-
tent and derive thematically coherent events for each VC narrative.

Second, the algorithm has to process the raw textual reports. Although these doc-
uments are already written in prose, they are fully unstructured - composed of long
blocks of text without internal organisation, sectioning, or thematic subdivision. There-
fore, an additional step is necessary to extract structured events from these reports in a
consistent way.

The chapter is structured as follows: Section 4.2 provides the definition of narrative
and event, which constitutes the conceptual basis for the construction of event-based
narratives. Section 4.3 describes the analysis of the CSV data and the methodology
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developed to generate event-based narratives for all the 454 VCs from the MOVING
CSV file. Section 4.4 focuses instead on the extraction of textual events from the un-
structured 23 textual reports, considering that these documents, while already narrative
in nature, require further processing to obtain a coherent event structure.

4.2 Definition of Narrative and Event

Before describing how the workflow generates narratives and events from textual data,
it is necessary to clarify what is meant by narrative and event in this context. Narratives
represent one of the fundamental ways in which humans organise and interpret experi-
ence. They allow individuals and communities to structure events meaningfully [98],
to build shared conceptual frameworks [115], and to communicate complex ideas in ac-
cessible and interpretable forms [65]. Cognitive psychology further supports this cen-
trality by arguing that people make sense of reality by arranging sequences of events
into coherent narrative structures [14]. As discussed in Chapter 2, several European re-
search projects rely on narrative-based communication to make scientific outputs more
comprehensible to stakeholders, local administrations, and the broader public.

In the context of this automatic workflow, a narrative is understood as a structured
representation composed of textual events connected through semantic relations. At the
same time, as described in Chapter 1, this thesis adopts a broader perspective in which
narratives are not limited to textual descriptions of events, but the events can also be
enriched with multimedia contents, such as images, videos, and other digital resources,
that complement and contextualise the textual events.

After defining what we mean by narrative, we turn to clarifying the notion of event.
Various definitions of event exist across different research domains. In Narratology [47]
- the discipline concerned with the structure of stories and their representational prin-
ciples - an event is generally described as an occurrence situated in time and space
[88,103]. In Artificial Intelligence, and in particular within the Event Calculus [56,73],
events are modelled as space-time entities that modify the state of the world. In Nat-
ural Language Processing, the Automatic Content Extraction (ACE) 2005 evaluation
campaign defines an event as “a specific occurrence involving participants”, identified
through linguistic triggers - typically verbs or nouns associated with predefined event
types [111].

In this research, we adopt a definition of event tailored to the needs of the MOVING
project and to the objectives of the workflow. Here, an event is considered a thematic
unit of meaning: a coherent segment of text selected by the narrator because it ex-
presses a self-contained and conceptually relevant aspect of the narrative. The narrator
determines both the number of events and the text assigned to each, ensuring that the
narrative remains interpretable and meaningful.

Our definition therefore aligns more closely with Narratology and Event Calculus,
which treat events as conceptually rich and contextually grounded units, rather than
with the ACE 2005 framework, which focuses on linguistic triggers and predefined
event types.

A brief example helps illustrate this distinction. Consider a passage from a MOV-
ING report describing tourism in a mountain region:

• According to our definition, a narrative event might be: “Tourism plays a cen-
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tral role in the region, supported by a dense network of hiking routes and tra-
ditional guesthouses that attract visitors throughout the year”. This entire textual
unit forms a single event because it coherently expresses a thematic idea involving
infrastructure, seasonality, and socio-economic relevance.

• In the Event Calculus, the focus would instead be on modelling state changes,
such as “guesthouse occupancy increases” during the tourist season, represented
through logical predicates.

• In the ACE 2005 framework, the same passage would be reduced to a trigger such
as “attracts”, leading to an event like “tourists are attracted to the region”, thereby
losing much of the thematic richness.

4.3 Creating Narratives of 454 VCs from the CSV files

4.3.1 Creation of Narratives and Events

To understand how to create narrative representations for the MOVING 454 VCs, we
first analysed the structure and content of the CSV file introduced in Chapter 3, Section
3.2.2. The purpose of this analysis is to define the requirements for an algorithm to
implement in the first module of the workflow. Indeed, this algorithm must be capable
of handling the structure of the MOVING CSV file and generating narratives and textual
narrative events from the textual data contained in the CSV.

Our initial focus was to determine how to extract the narratives of the 454 VCs.
Each row of the CSV corresponds to a specific VC and can therefore be interpreted as
the basis for a single narrative. The column titled "Description of the VC" provides
a concise summary of the main topic of each VC (e.g., “DOP Honey and other bee
products” for a honey-production chain in Italy, or “Production of chestnut and wine in
Ribeira Sacra” for a VC in Spain). This column can be used as the title of the narrative,
offering an immediate and human-readable entry point into the story.

After establishing how to obtain each VC as a narrative from the CSV file, the next
step is to determine how to construct the events that compose each story. The goal here
is to define meaningful thematic events derived from the CSV content. Each event must
be based on a coherent group of the textual information stored in the CSV columns, so
that it narratively reflects a specific aspect of the VC.

As discussed in Chapter 3, Section 3.2.2, the data provided by MOVING experts
are sparse and not organised according to consistent thematic categories. Therefore,
the construction of events requires the thematic aggregation of relevant information
dispersed across multiple columns. A detailed examination of the CSV revealed that
the information associated with each VC can be clustered into three broad categories:

1. Qualitative descriptions of the natural characteristics of the territory where the VC
is located, including environmental features, landscape types, natural resources,
and ecological conditions.

2. Quantitative indicators, such as geographic metrics, demographic trends, eco-
nomic data, employment figures, and tourism statistics.
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3. Specific attributes of the value-chain products, including the names of traditional
products, production practices, and references to actors or organisations involved
in the chain.

These categories offer a natural structure for constructing the events of each narrative.
For every VC’s narrative, first we grouped the topics of the columns of the CSV by
these 3 categories (see Table 4.1). Then we aggregate the textual content of the CSV
columns according to the category to which they belong and their thematic similarity.
Each aggregated group becomes a thematic block that forms a narrative event. In total,
we identified eleven events for each narrative. Table 4.2 presents the titles of the CSV
columns aggregated to construct each event and their corresponding thematic category.

The next section describes the definition of the event titles derived from these grouped
data and provides a brief explanation of the content associated with each event.

Table 4.1: Topics in the columns of the MOVING CSV grouped by the three identified categories

Natural description Quantitative description Valorisation of VC
Member state responsible
for the region

Local Administrative Unit (LAU) Name of the VC

Description of the mountain
landscape

Size of the area Description of the VC

Reference mountain chains Min and max altimetry of LAU Challenges of the VC
Reference mountain land-
scape

Total population Type of VC

Population density Type of VC innovation
Population change rate in the last 10 years Description of the local as-

sets
Regional population density
Average per capita income (P/R)
Gross Value Added (GVA) (P/R)
Primary sector share of GVA/year (P/R)
Secondary sector share of GVA/year (P/R)
Tertiary sector share of GVA/year (P/R)
Primary sector share of employment/year
(P/R)
Secondary sector share of employmen-
t/year (P/R)
Tertiary sector share of employment/year
(P/R)
Bed places in tourist accommodations/year
(LAU)
Regional share of Bed places/year
Number of agricultural holdings
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Table 4.2: The titles of the MOVING CSV columns along with their corresponding category, aggregated
to create the narrative events

Columns of the MOVING CSV file Category
Descriptor of the value chain, Member State, Card ID, Synthetic description of
the value chain

1, 3

Reference mountain chain, Reference mountain landscape, Brief description of
the main characteristics of the Mountain Reference Landscape

1

Size of the area (km2), Min Altimetry of LAU, Max Altimetry of LAU, Total
population (in thousand), Population density (Inhabitants/km2) LAU, Popula-
tion change rate of LAU in the last 10 years (%), Regional population density
(Inhabitants/km2), Regional population change rate in the last 10 years (%)

2

Total Gross Value Added (GVA) (EUR million)/year NUTS3, Primary/Sec-
ondary/Tertiary sector share of total GVA/year NUTS3, Per capita income
(EUR)/year NUTS2, Total Gross Value Added (GVA) (EUR million)/year
NUTS2, Primary/Secondary/Tertiary sector share of total GVA/year NUTS2

2

Total bed places (BPs) in tourist accommodations/year LAU, Regional
(NUTS2) share of total BPs/year, Number of agricultural holdings LAU, Near-
est settlement with population 100000 (km), Precence of Protected Areas

2

Primary/Secondary/Tertiary sector share of total employment/year NUTS3,
Primary/Secondary/Tertiary sector share of total employment/year NUTS2

2

Issues of interest to the MOVING project, Reasons for selection 3
Description of the key local asset(s), LAU, District / Sub-region, NUTS 3,
NUTS 2

3

Challenges of the VC in light of the MOVING project, Type of challenges,
Type of VC

3

Brief description of the innovation in the VC, Type of Innovation, Innovation
linked to:, Land use systems, Local Assets

3

other information that may be considered of interest for the project 1, 3

4.3.2 Description of the Narrative Events and Definition of their Titles

After creating the narrative events by aggregating the CSV data according to the three
thematic categories identified in the previous section, the next step consists in defining
the titles of the events that structure each value-chain story.

Each event corresponds to a coherent thematic block derived from the grouped in-
formation, and together these events provide a consistent and interpretable way to rep-
resent the main aspects of a VC within a narrative.

The titles of the events are therefore not arbitrary: they emerge directly from the
organisation of the data and reflect the thematic focus of each of the 3 categories. In
this way, every event encapsulates a specific dimension of the VC - whether environ-
mental, socio-economic, or product-related -offering a structured entry point into the
information encoded in the CSV.

The first event of each narrative differs from all the others. Unlike the subsequent
events, which follow a common structure across all VCs, the first event is unique for
each narrative and its title corresponds directly to the title of the story itself. It is con-
structed from the descriptive fields provided in the CSV - such as the Member State
and Card ID - and summarises the essential characteristics of the VC. This introduc-
tory event provides a concise depiction of the chain’s identity, highlighting its main
products, territorial context, and distinctive features.

After this opening event, all narratives share the same sequence of thematic events,

46



i
i

“output” — 2026/6/8 — 10:36 — page 47 — #70 i
i

i
i

i
i
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each derived from one of the aggregated data categories identified in the previous sec-
tion.

In the following, we present the titles of the other events together with a brief de-
scription of what each event represents:

• Mountain landscape and reference chains
This event summarises the territorial and environmental context of the VC. It
draws on information about the reference mountain range and landscape, the main
characteristics of the mountain environment, land-use systems, protected areas,
and any additional territorial notes provided by the experts. Together, these ele-
ments describe the natural setting in which the VC operates.

• Geography and population
This event presents the geographic and demographic profile of the area. It is based
on CSV fields related to LAU size, minimum and maximum elevation, population
levels, density, and recent demographic change at both LAU and regional scales.
It provides an overview of the physical and population dynamics that shape the
local socio-ecological context.

• Income and gross value added
This event focuses on the economic structure of the region. It integrates data
on per-capita income, total GVA at NUTS2 and NUTS3 levels, and the sectoral
composition of both GVA and employment (primary, secondary, tertiary sectors).
The event outlines the broader economic conditions surrounding the VC.

• Tourism
This event describes the tourism context of the area using indicators such as total
tourist bed places at LAU level and the share of bed places within the NUTS2
region. These data help characterise the degree of tourist activity and its potential
relevance for the VC.

• Employment
This event reports on labour distribution across economic sectors, drawing on
employment shares for the primary, secondary, and tertiary sectors at both NUTS2
and NUTS3 levels. It offers insights into the local labour market structure and the
economic roles most represented in the region.

• Interest on this VC
This event captures the reasons why the VC is relevant to the MOVING project.
It draws on the columns describing issues of interest and reasons for selection. It
highlights the strategic importance of the VC within the project’s objectives.

• Key local assets
This event presents the most important local resources supporting the VC. It uses
information on local assets, descriptions of key assets, and land-use systems.
These data describe the natural, cultural, social, or economic elements that consti-
tute the VC’s foundational strengths.

• Challenges
This event outlines the main challenges identified for the VC, including their na-
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ture (current or predicted). It builds on CSV fields describing the challenges rele-
vant to the MOVING project and their type. The event reflects the vulnerabilities,
constraints, or pressures affecting the chain.

• Innovation
This event summarises how the VC incorporates innovation. It includes the type
of VC (traditional or innovative), the origin of innovation (endogenous or exoge-
nous), the description of innovations introduced, and the domains to which they
are linked (environmental, social, economic). It captures transformations or im-
provements within the chain.

• Concluding remarks
This event provides a final synthesis of the narrative by summarising the main
aspects described in the previous events. It may also highlight VCs from other
regions that share similar characteristics, offering a broader perspective and en-
abling cross-territorial comparison. This information is retrieved from the CSV
column "other information that may be considered of interest for the project".

Enriching textual events with images

As discussed in Section 4.2, within the broader perspective adopted in this work, nar-
ratives are not limited to textual descriptions of events. The events can also be enriched
with multimedia contents that complement and contextualise the textual information.
For this reason, an experiment was carried out to assign an image to each textual event,
with the goal of further enriching the narratives and improving their communicative
effectiveness.

With the contribution of MOVING project experts, a set of requirements for image
assignment was identified:

• (i) the image associated with the first event of each narrative must represent a
geographical map indicating the country in which the VC is located;

• (ii) the images associated with the other events must represent real mountain ter-
ritories of the country in which the VC is located;

• (iii) the images must not be protected by copyright;

• (iv) events that describe quantitative data must not be associated with images.

Based on these requirements, a dedicated Python script was developed to assign
images to the eleven events composing each VC narrative.

For the first event of each narrative, the script retrieves a geographical map of the
country in which the VC is located from Wikidata. The script issues a SPARQL query
to the Wikidata endpoint to retrieve the Wikidata entity corresponding to the target
country (e.g., the Wikidata entity Italy for the narratives of the VCs located in Italy).
Then, through the property “locator map image” (P242), the query retrieves the image
representing the country map and assigns it to the first event.

For the remaining events, the images are retrieved from two main sources. The first
source is the MOVING project website, where project members voluntarily provided
images of several mountain territories for each country, ensuring both the absence of
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copyright violations and the correctness of the represented mountain territories. On av-
erage, six images per country were available through this channel. The second source is
Wikimedia Commons1 , a repository of freely usable media files, from which additional
region-specific images were selected in order to better reflect the territories associated
with each VC.

The image assignment process randomly samples images from the set associated
with the VC’s country, avoiding repetitions and prioritising expert-provided images
whenever possible. This strategy ensures both diversity and relevance of visual content
across events, while maintaining a strong connection with the territorial and cultural
context described in the narrative.

Some events, such as Income and gross value added and Employment, are primarily
quantitative in nature. These events were therefore not associated with images, as any
visual representation would necessarily be abstract or conceptual. Such conceptual
images were not perceived as meaningful or useful by MOVING experts and were
consequently excluded.

As an illustrative example, in the narrative “Chestnut flour coming from the redis-
covered chestnut cultivation activities in the area”, the first event is assigned the image
of the Wikidata entity for Italy showing the geographic map of the country. The re-
maining events are enriched with six images of Tuscany provided by MOVING project
members through the project website and two images of the Apuan Alps - where the
chestnut flour is produced - retrieved from Wikimedia Commons. In this way, images
support the textual events by visually conveying aspects of the territory, landscape, and
local identity that would be difficult to communicate through text alone.

4.3.3 An algorithm to Create Narratives from the MOVING CSV

After analysing the MOVING CSV file and defining the narrative structure and event
typology, the next step was to develop an algorithm capable of automatically generating
the narrative representation of each VC2. The algorithm takes the original MOVING
CSV as input and processes it row by row. Since each row corresponds to a single VC,
the algorithm treats each record as the source material for one complete narrative.

For every row, the algorithm first creates a new CSV file dedicated to that specific
VC. It then constructs the textual narrative events by aggregating the textual content
of the original columns according to the three thematic categories identified in Section
4.3.1. Using the event titles defined in the previous section, the algorithm assembles
the relevant fields into coherent textual descriptions. The resulting narrative contains
eleven events: the introductory event, which summarises the core identity of the VC,
followed by ten thematic events shared across all stories.

Then, for each event, the algorithm assigns an image for each event as described in
Section 4.3.2.

Each row of these newly generated CSV files contains three elements:

• (i) the title of the event, and

• (ii) a textual description produced by combining multiple fields from the original
MOVING CSV, grouped according to their thematic categories.

1https://commons.wikimedia.org
2https://github.com/EmanueleLenzi92/Create_Narratives
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• (iii) a link to an image.

In the end, the algorithm produces 454 narratives in CSV format - one for each VC -
each consisting of eleven textual events. These narrative files constitute the foundation
for the subsequent steps of the workflow, including the formalisation of the events into
a KG and the querying of narrative patterns across VCs for the inter-story correlation
analysis in the next modules.

4.4 Creating Narratives of 23 VCs from the Raw Textual Reports

In addition to processing the textual information contained in the MOVING CSV file,
the algorithm included in the Data Pre-processing module must also be capable of han-
dling the second type of input: the raw textual reports produced for a subset of the
VCs.

Unlike the CSV file, which contains fragmented and sparsely distributed informa-
tion, these reports are already written in continuous prose. However, their unstructured
nature - long paragraphs with no predefined sections or thematic organisation - makes it
necessary to introduce an automated method capable of identifying and isolating mean-
ingful events.

To integrate these reports into the workflow, we aim to include in the algorithm
of the first module an LLM that could be employed to detect thematic events in the
unstructured textual reports.

The following sections present an experiment carried out using different LLMs to
identifying events in these textual reports, with the aim of selecting the best one to
include in our automatic workflow.

This entire experiment is stored in a GitHub repository3.

4.4.1 Methodology

To integrate into the workflow a functionality for automatically generating narrative
events from raw textual reports, we adopted a bottom-up experimental approach. The
goal was to identify a lightweight, open-source large language model suitable for ex-
tracting structured events from unstructured prose while respecting the Open Science
principles guiding the overall workflow.

Together with the experts involved in the MOVING project, we first defined a set of
requirements that the model needed to satisfy, focusing on its ability to segment text into
coherent thematic units, maintain consistency across outputs, and operate efficiently on
long descriptive documents. To compare different candidate models, we selected a
small subset consisting of five MOVING reports. This reduced dataset allowed us to
test how each model handled thematic identification of the events.

Several iterations of prompt engineering were then performed to refine the interac-
tion with each model and to assess their behaviour under controlled conditions. Based
on these experiments, we selected the model that best met the defined requirements.

The chosen model was subsequently evaluated on the full set of 23 MOVING reports
to verify its performance in the realistic setting of the MOVING project. During this
phase, additional adjustments to the prompt were introduced to improve stability and
narrative coherence across the extracted events.

3https://github.com/EmanueleLenzi92/LLMs_Event_Extractor
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4.4.2 Requirements

To select a suitable language model for extracting narrative events from the MOVING
reports, we defined a set of requirements that the model must satisfy in order to be
integrated into the workflow. These requirements reflect the Open Science principles
guiding the system, the technical constraints of the intended deployment, and the spe-
cific needs of the event-extraction task. The model must therefore meet the following
criteria:

1. Open-source availability: Since the workflow is designed to be fully aligned
with Open Science principles, the LLM must be open-source. This ensures trans-
parency, reproducibility, and accessibility, enabling the model to be integrated as
a service within an open and shareable research infrastructure.

2. Low computational requirements: In line with the Open Science vision of ac-
cessibility and reproducibility, the LLM must operate efficiently on commonly
available hardware. It should function reliably on a standard desktop configura-
tion, such as a machine equipped with an AMD Ryzen 7 5800X3D processor, an
Nvidia GeForce RTX 4090 GPU, and 32 GB of RAM. This ensures that the work-
flow can be executed by users without access to specialised high-performance
computing environments.

3. No text hallucination or modification: The LLM must generate outputs without
inventing new content or altering the meaning of the original text. The text as-
sociated with each event must remain as close as possible to the text provided as
input. This requirement is crucial because the MOVING reports were produced
and reviewed by domain experts within a scientific context; their content reflects
validated, reliable knowledge. Consequently, experts expect the information they
authored not to be modified, paraphrased extensively, or replaced with invented
details. The model should therefore focus solely on identifying and segmenting
events, while preserving the integrity of the original wording.

4. Output stability and coherency across runs: Once integrated into the workflow
as a service, the LLM could be used by different users to perform the same task.
Therefore, output stability is essential: the model should produce results that are
as consistent as possible across multiple executions, minimising variability and
ensuring reliable, reproducible event extraction.

5. Syntactically consistent event boundaries: The LLM must identify event seg-
ments that preserve the syntactic integrity of the text. Events should not begin
or end in the middle of a sentence; instead, they should correspond to complete
and syntactically valid units. This requirement ensures that each event is readable,
coherent, and suitable for subsequent narrative modelling.

4.4.3 LLM Selection

To identify an LLM capable of meeting all the requirements defined above, we focused
on the models available through Ollama [79]. Ollama is an open-source framework that
provides a simple API and a library of pre-built language models, substantially reducing
development time and allowing straightforward experimentation. Typically, interacting
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with different LLMs requires adapting prompts to the specific syntax each model ex-
pects. Ollama simplifies this process by automatically managing prompt formatting,
enabling developers to test multiple models using a unified and model-agnostic syntax.

Considering Requirement 1, which mandates the use of open-source models, and
especially Requirement 2, which emphasises the need for models that function effi-
ciently on limited hardware to ensure reproducibility, we restricted our evaluation to
the smaller open-source LLMs available within the Ollama ecosystem. In particular,
we considered different model scales, specifically parameter ranges of 2-3.8 billion, 7-
9 billion, and 13-14 billion, to evaluate performance across small, medium, and larger
models.

Specifically, we tested the following models:

1. Gemma 2 9b, one of the latest version of Google’s open-source model with 9
billion parameters;

2. LLaMA 3 8b, one of the latest version of Meta’s model with 8 billion parameters;

3. Mistral 7b, the latest version of the model of the Mistral AI team with 7 billion pa-
rameters that outperforms models trained with 13 billion parameters like LLaMA
2 13B.

4. Gemma 2 2b, one of the smallest version of the Gemma model, trained with 2
billion parameters;

5. LLaMA 3.2 3b, Meta’s model with 3 billion parameters;

6. Phi 3.5, the latest version of Microsoft’s model, trained with 3.8 billion parame-
ters;

7. DeepSeek 14b, a reasoning model that delivers performance comparable to OpenAI-
01 across math, coding, and reasoning tasks;

8. Phi 4 14b, the latest version of Microsoft’s model, trained with 14 billion param-
eters;

9. LLaMa 2 13b, the latest version of a LLaMa model available in the 13-14 billion
parameter range.

All the selected models satisfy the hardware constraints required for the workflow,
making them suitable candidates for integration into the first module.

It is worth noting that the goal of this selection was not to provide an exhaustive com-
parison of all models available through Ollama. Instead, the aim was to evaluate a rep-
resentative subset of compact, open-source LLMs that could be considered among the
most relevant models at the time of writing. The selected models were chosen because
they offer a favourable trade-off between model size, computational requirements, and
expected performance, making them compatible with the hardware constraints of the
proposed workflow while still providing competitive language understanding and rea-
soning capabilities. In addition, these models are developed and maintained by well-
established organisations in the field, including Meta, Google, Microsoft, Mistral AI,
and DeepSeek. Their broad adoption, active development, and availability within the
Ollama ecosystem make them suitable candidates for a reproducible and scientifically
grounded evaluation.
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4.4.4 Prompt Engineering

The objective of this phase was to identify the prompt formulation that enables the
selected language models to perform the event-extraction task most effectively, i.e.,
segmenting the raw textual reports from MOVING into coherent narrative events. To
achieve this, we carried out a systematic prompt engineering activity aimed at eval-
uating how different prompt structures influence the behaviour and reliability of the
models.

We began by designing two different user prompts, following recommendations
from recent studies on prompt formulation [90]. In the first prompt, we explicitly pro-
vided our definition of “event” presented in Section 4.2, instructing the model to apply
this definition when segmenting the input text. In the second user prompt, we asked the
model to divide the narrative into events without adding or removing any token from
the original text.

However, initial testing revealed that using two prompts sequentially produced un-
satisfactory results. These models tend to lose information provided in earlier turns
when additional instructions are introduced later in the conversation. This limitation
stems from the restricted context retention capabilities of smaller models, which often
struggle to maintain long-term coherence across multiple conversational turns. As a
consequence, the second prompt frequently caused the models to disregard the concep-
tual guidance given in the first one, leading to inconsistent or incorrect segmentations.

For this reason, we abandoned the two-prompt strategy and moved to a single user
prompt. In this prompt, we included both the definition of event and the instruction to
segment the text without altering it. Nonetheless, the results remained suboptimal. The
limited complexity and reasoning abilities of these models prevented them from fully
understanding and operationalising the explicit event definition. Outputs often included
misinterpretations of the definition or incorrect segmentation boundaries.

Given these limitations, we decided to remove the definition of event entirely from
the prompt, allowing each model to rely on its internal knowledge to interpret what
constitutes a thematic unit. At the same time, we shifted from a user prompt to a
system prompt. This change was motivated by the observation that system prompts
provide more stable guidance, as they frame the model’s behaviour before any user
input is processed and are less likely to be overridden during generation.

This prompt engineering process allowed us to identify a prompt formulation that
balances clarity, stability, and compatibility with the constraints of lightweight open-
source models. As a result, we structured the final setup as follows: the system prompt
includes the instruction to segment the narrative into distinct events without altering or
omitting any information, while the user prompt provides the MOVING textual report
to be segmented into events.

4.4.5 Results

Results on the Report Subset (Five Reports)

To evaluate the performance of the selected LLMs on the task of extracting narrative
events from the MOVING reports, first, as described in Section Methodology, we pro-
cessed a subset of the dataset composed of the five raw textual reports randomly se-
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lected4. I developed a Python script5, which submitted each report as input to all the
candidate LLMs using the prompt described in the previous section, i.e. dividing the
narrative (i.e. the report) into events without adding or removing any token from the
original text. The evaluation focused on Requirements 3, 4, and 5 defined in Section
4.4.2.

For each model, we executed three iterations over the dataset to assess the stability
and consistency of the outputs. We then computed the average value of each metric by
summing the scores obtained across all generated outputs (i.e., all iterations for all the
reports) and dividing by the total number of outputs.

• Measuring the division of the narratives in events (Main task)

To be sure that the LLMs perform correctly the main task, we calculated the av-
erage number of events generated in each output. If this value is equal to 1, it
indicates that the model did not segment the input and instead returned the text
unchanged. This value appears as “No events (avg)” in Tables 4.3, 4.4, 4.5 and
4.6.

Given that each LLM may use different formats to segment events, we first counted
the events using a function based on regular expressions, designed to detect the
various ways events could be separated in the outputs. After this automated step,
we manually verified and adjusted the counts to ensure accuracy.

In addition, we computed the average number of sentences composing each event
in order to assess the richness of the generated event structure. Values approaching
1 suggest that the models tend to assign a single sentence to each event, effectively
segmenting the text at the sentence level rather than identifying higher-level nar-
rative events. This value appears as “No sentences (avg)” in the Tables 4.3, 4.4,
4.5 and 4.6.

• Measuring similarity between input and output (Requirement 3)

To evaluate how closely the generated event text matches the original report - i.e.,
to ensure that the models do not introduce, remove, or substantially alter content -
we computed the average Jaccard similarity coefficient [91] between each original
report and its corresponding segmented output.

For each model, the average was obtained by summing the Jaccard scores across
all generated outputs and dividing by the total number of outputs. This measure is
reported as “Jaccard (avg)” in Tables 4.3, 4.4, 4.5 and 4.6.

• Measuring output coherency across different runs (Requirement 4)

To evaluate the stability of the model outputs across executions, we collected all
distinct textual outputs produced in the three iterations for each report. For each
model, we then computed the average number of unique outputs, reported as “Out-
put coherency (avg)” in Tables 4.3, 4.4, 4.5 and 4.6.

Possible values range from 1 to 3:
4https://github.com/EmanueleLenzi92/LLMs_Event_Extractor/tree/main/5_Long_

Narratives_Events
5https://github.com/EmanueleLenzi92/LLMs_Event_Extractor/blob/main/main.py
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– value 1 indicates perfectly stable behaviour (the model always produces the
same output),

– value 3 indicates maximum variability across iterations.

High coherency is crucial to guarantee repeatability within an Open Science–oriented
workflow.

• Measuring syntactic consistency of segmented events (Requirement 5)
To verify whether the segmented events preserve proper sentence boundaries, we
measured the average number of incomplete sentences within the generated out-
puts. A sentence was considered incomplete if it did not end with a period, ques-
tion mark, or exclamation mark.
We first used a function that highlighted all sentences not ending with a proper
punctuation mark. We then manually checked these outputs, correcting the counts
whenever the script produced false positives or missed cases. To calculate the av-
erage, for each model we summed the number of such “broken” sentences across
all outputs and divided by the total number of outputs. This measure is reported in
the Tables 4.3, 4.4, 4.5 and 4.6 as “Broken Sentences (avg)” and reflects how well
the model preserves syntactic integrity during segmentation. To ensure accuracy,
all broken sentences were counted manually.

The results of this evaluation are reported in Table 4.3.

Model Jaccard
(avg)

No events
(avg)

No sen-
tences
(avg)

Broken
sentences
(avg)

Output
coherency
(avg)

LLaMA 3 8b 0.7169 49.71 1.01 0.86 1.40
Mistral 7b 0.4701 15.33 2.18 0.00 1.80
LLaMA 3.2 3b 0.3942 25.86 1.62 0.14 1.40
Gemma 2 9b 0.3541 23.67 2.78 0.25 2.40
DeepSeek 14b 0.3356 27.33 1.27 0.07 3.00
Phi4 14b 0.3012 19.50 1.28 0.00 2.40
Gemma 2 2b 0.2657 25.00 1.33 0.20 2.80
LLaMA 2 13b 0.2626 14.38 2.24 1.25 1.60
Phi 3.5 0.1979 17.60 4.71 1.87 3.00

Table 4.3: Performances of different LLMs on MOVING textual reports.

Overall, Jaccard similarity scores are relatively low across models (except for LLaMA
3 8b), indicating that event segmentation often entails some degree of textual alteration,
omission, or restructuring with respect to the original reports.

LLaMA 3 8b achieves the highest Jaccard similarity (0.7169), indicating the strongest
lexical overlap with the original texts. However, it generates a very high number of
events (49.71) with an average of 1.01 sentences per event, suggesting that it essentially
performs sentence-level splitting rather than identifying higher-level narrative events.
The model produces 0.86 broken sentences on average, mostly due to the segmenta-
tion of enumerations and bullet-like structures present in the original reports. In several
cases, the model isolates individual elements of a list ending with semicolons or colons,
which results in events that do not terminate with a standard sentence-ending punctua-
tion mark. Its coherence value (1.40) reflects relatively stable behaviour across runs.
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Mistral 7b obtains a Jaccard score of 0.4701, substantially lower than LLaMA 3 8b
but still among the highest in the table. It produces 15.33 events per report, with 2.18
sentences per event, indicating a more aggregated and potentially semantically mean-
ingful segmentation strategy. It reports 0.00 broken sentences, demonstrating strong
syntactic consistency, while its coherence (1.80) suggests moderate variability across
iterations.

LLaMA 3.2 3b reaches a Jaccard score of 0.3942. It generates 25.86 events with
1.62 sentences per event, positioning itself between sentence-level and more aggregated
segmentation. The number of broken sentences is relatively low (0.14), and these cases
are mainly caused by small omissions of tokens from the original text, which lead to
sentences missing the final punctuation mark. Its coherence value (1.40) suggests stable
outputs.

Gemma 2 9b shows a Jaccard similarity of 0.3541, indicating noticeable divergence
from the original texts. It produces 23.67 events with 2.78 sentences per event, reflect-
ing a tendency toward larger narrative units.The average number of broken sentences is
0.25; similarly to LLaMA 3 8b, these cases are often associated with the segmentation
of list structures introduced by a colon, where the model creates separate events for
each item. Its coherence score (2.40) reveals considerable variability across runs.

DeepSeek 14b records a Jaccard score of 0.3356. It generates 27.33 events with
1.27 sentences per event, suggesting relatively fine-grained segmentation. The model
maintains a very low number of broken sentences (0.07), caused by the introduction of
unexpected characters or tokens not present in the original report, which prevents the
sentence from ending with standard punctuation. However, its coherence value of 3.00
indicates maximum variability across the three runs.

Phi 4 14b achieves a Jaccard similarity of 0.3012. It produces 19.50 events with
1.28 sentences per event, reflecting a moderately fine-grained segmentation strategy.
The model reports 0.00 broken sentences, suggesting strong syntactic integrity, but its
coherence (2.40) indicates substantial variability across iterations.

Gemma 2 2b obtains a Jaccard score of 0.2657. It generates 25.00 events with 1.33
sentences per event, indicating relatively fine-grained segmentation. It produces 0.20
broken sentences on average. These cases are often due to missing final punctuation
after parenthetical expressions. Its coherence value (2.80) further suggests high vari-
ability.

LLaMA 2 13b reaches a Jaccard similarity of 0.2626. It produces 14.38 events with
2.24 sentences per event, reflecting a more aggregated segmentation strategy. It shows
1.25 broken sentences on average. Inspection of the outputs reveals that, in several
cases, the model tends to organize the content of a single event as a list of bullet-like
points. In these situations, the last item of the list often does not end with a final
period, even though the clauses themselves are syntactically correct. This behaviour
leads to formally incomplete sentences according to the adopted metric, despite the
text remaining grammatically coherent. Its coherence value of 1.60 suggests moderate
stability.

Finally, Phi 3.5 records the lowest Jaccard similarity (0.1979), indicating substantial
deviation from the original texts. In several outputs the model produces hallucinated or
strongly rewritten content that differs from the input reports. It generates 17.60 events
with 4.71 sentences per event, suggesting overly coarse segmentation. The model also
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exhibits the highest number of broken sentences (1.87), frequently ending events with
colons, semicolons, or special characters, and sometimes introducing invented text frag-
ments. Its maximum variability (Output coherence = 3.00) further points to limited
structural reliability.

Results on the Five Short Reports

To improve the performance of the models - in terms of reducing the broken sen-
tences and increasing the similarity between the input and output texts - we investi-
gated whether adjusting the context length of the inputs could influence the results. For
this purpose, we adopted an iterative strategy in which the raw MOVING reports were
progressively divided into shorter textual segments. Each segment was then processed
independently by the models.

Several experiments were conducted using segments of different lengths. We ob-
served that shorter inputs consistently led to better outcomes: the models were less
likely to remove text, introduce new content, or reproduce the report without segmenta-
tion. Through this bottom-up evaluation, we identified 500 tokens as an effective upper
limit for each input chunk, representing a good compromise between maintaining a high
Jaccard similarity and enabling the models to perform meaningful event segmentation.

Based on this observation, we applied an iterative segmentation approach to the full
MOVING reports. Each report was processed in successive chunks of approximately
500 tokens, and the resulting outputs were concatenated to obtain a complete set of
events covering the entire document. This strategy allowed the models to handle long,
unstructured texts more reliably while preserving the integrity of the original content.

Table 4.4 shows the results obtained on the subset of the five MOVING reports se-
lected in the previous Section, each reduced to segments of approximately 500 tokens6.

Model Jaccard
(avg)

No events
(avg)

No sen-
tences
(avg)

Broken
sentences
(avg)

Output
co-
herency
(avg)

LLaMA 3.2 3b 0.8782 11.25 1.05 0.00 1.60
Mistral 7b 0.8411 9.20 1.04 0.00 1.00
Gemma 2 9b 0.7492 11.67 1.63 0.00 1.80
Phi4 14b 0.7130 9.86 1.27 0.00 1.40
LLaMA 3 8b 0.6574 10.29 1.02 0.14 1.40
Gemma 2 2b 0.6402 10.00 1.86 0.18 2.20
LLaMA 2 13b 0.6195 7.62 7.06 0.00 1.60
DeepSeek 14b 0.6086 9.71 1.69 0.00 2.80
Phi 3.5 0.3512 7.86 1.06 0.00 2.80

Table 4.4: Performances of different LLMs on short MOVING textual reports.

Compared with the results obtained on the full-length MOVING reports (Table 4.3),
Table 4.4 shows a clear improvement for the models when the input is reduced to seg-
ments of approximately 500 tokens.

First, Jaccard similarity values increase substantially for nearly all models. While
in the full-length setting most scores ranged between 0.19 and 0.72, in the 500-token

6https://github.com/EmanueleLenzi92/LLMs_Event_Extractor/tree/main/5_Short_
Narratives_Events
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condition they range between 0.35 and 0.88, with several models exceeding 0.80. This
indicates that content preservation significantly improves when the input length is re-
duced, suggesting that longer texts increase the likelihood of omissions, reformulations,
or structural alterations during segmentation.

LLaMA 3.2 3b, which previously achieved a moderate Jaccard score (0.3942), now
reaches the highest similarity (0.8782). It produces 11.25 events with 1.05 sentences
per event, indicating a fine-grained segmentation close to sentence-level splitting, but
now with perfect syntactic consistency (0.00 broken sentences). Its coherence (1.60)
indicates relatively stable behaviour. The improvement in similarity compared to the
full-length condition is particularly notable.

Mistral 7b, achieves a Jaccard (avg) value of 0.8411. It generates 9.20 events with
1.04 sentences per event, again reflecting sentence-level segmentation. It maintains
0.00 broken sentences and perfect coherence (1.00), indicating highly stable and syn-
tactically consistent behaviour in the shorter-input setting.

Gemma 2 9b increases its Jaccard score from 0.3541 to 0.7492. It produces 11.67
events with 1.63 sentences per event, suggesting a slightly more aggregated segmen-
tation strategy compared to sentence-level splitting. Broken sentences drop to 0.00,
while coherence (1.80) indicates moderate variability. The gain in similarity suggests
that text length previously affected its ability to preserve content.

Phi 4 14b also shows a strong improvement in Jaccard (from 0.3012 to 0.7130). It
produces 9.86 events with 1.27 sentences per event, maintaining fine-grained segmen-
tation and 0.00 broken sentences. Coherence improves slightly (1.40), suggesting more
stable behaviour than in the full-length scenario.

Interestingly, LLaMA 3 8b, which previously had the highest Jaccard (0.7169) on
full reports, now achieves 0.6574, slightly lower than several other models. It produces
10.29 events with 1.02 sentences per event, again showing sentence-level splitting. Bro-
ken sentences decrease significantly (from 0.86 to 0.14), while coherence remains sta-
ble (1.40). Unlike other models, its similarity does not increase dramatically.

Gemma 2 2b improves markedly in Jaccard (from 0.2657 to 0.6402). It produces
10.00 events with 1.86 sentences per event, indicating more aggregated segmentation
than most models. Broken sentences drop from 0.20 to 0.18. Coherence (2.20) remains
relatively variable.

LLaMA 2 13b increases its Jaccard from 0.2626 to 0.6195. However, it produces
only 7.62 events with 7.06 sentences per event, indicating very coarse segmentation,
substantially more aggregated than in the full-length setting. Despite this, it reports
0.00 broken sentences and moderate coherence (1.60), suggesting structurally clean
but semantically broad event grouping.

DeepSeek 14b improves its Jaccard from 0.3356 to 0.6086. It produces 9.71 events
with 1.69 sentences per event and 0 broken sentences. However, coherence remains
high (2.80), indicating persistent variability across runs even with shorter inputs.

Finally, Phi 3.5, which performed worst in the full-length condition (Jaccard =
0.1979), improves to 0.3512, though it still ranks last. It produces 7.86 events with 1.06
sentences per event, suggesting fine-grained segmentation. Broken sentences decrease
dramatically (from 1.87 to 0.00), but output coherence remains high (2.80), indicating
unstable behaviour.
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Results on Five Short Reports split into Paragraphs

We conducted an additional experiment to further improve the LLMs performance. In
this case, we defined a new system prompt instructing the models to split the input
MOVING reports - each limited to 500 tokens - into paragraphs rather than events. In
this way, we wanted to test if the concept of paragraph is similar or not to the concept
of event for the LLMs.

Model Jaccard
(avg)

No events
(avg)

No sen-
tences
(avg)

Broken
sentences
(avg)

Output
co-
herency
(avg)

Gemma 2 9b 0.9973 3.00 3.48 0.00 1.00
Phi 4 14b 0.9951 4.20 2.34 0.00 1.00
Mistral 7b 0.9819 3.00 4.35 0.00 1.00
LLaMA 3.2 3b 0.9700 6.00 2.03 0.00 1.00
Gemma 2 2b 0.9567 3.33 3.11 0.00 1.20
LLaMA 3 8b 0.9370 6.60 1.90 0.00 1.00
LLaMa 2 13b 0.8498 7.40 4.42 0.00 1.00
DeepSeek 14b 0.6555 5.00 2.23 0.00 2.40
Phi 3.5 0.3250 5.20 1.95 0.00 3.00

Table 4.5: Performance of the LLMs using the main prompt in which event is a synonym of paragraph.

As shown in Table 4.5, introducing the new prompt leads to notable changes in
performance across the evaluated models.

Gemma 2 9b achieves the highest Jaccard similarity (0.9973), indicating near-perfect
preservation of the input text. It produces an average of 3.00 events (paragraphs) with
3.48 sentences per event, suggesting coherent paragraph-sized groupings rather than
sentence-level splitting. It reports 0.00 broken sentences and perfect output coherence
(1.00), indicating fully stable and syntactically consistent behaviour.

Phi 4 14b follows closely with a Jaccard of 0.9951. It generates 4.20 events (para-
graphs) with 2.34 sentences per event, reflecting moderately fine-grained paragraph
division. It also produces no broken sentences and exhibits perfect coherence (1.00),
demonstrating highly reliable behaviour under this prompt.

Mistral 7b achieves a Jaccard of 0.9819. It produces 3.00 events (paragraphs) with
4.35 sentences per event, suggesting broader paragraph groupings. As with the previous
models, broken sentences are absent and coherence is perfect (1.00), indicating both
syntactic robustness and stability.

LLaMA 3.2 3b obtains a Jaccard of 0.9700. It generates 6.00 events (paragraphs)
with 2.03 sentences per event, indicating a somewhat finer segmentation strategy com-
pared to Gemma 2 9b and Mistral 7b. Nonetheless, it maintains 0.00 broken sentences
and full coherence (1.00), confirming consistent behaviour.

Gemma 2 2b records a Jaccard of 0.9567, still very high. It produces 3.33 events
(paragraphs) with 3.11 sentences per event. Broken sentences remain at 0.00, while
coherence (1.20) indicates minimal variability across runs.

LLaMA 3 8b achieves a Jaccard of 0.9370. It generates 6.60 events (paragraphs)
with 1.90 sentences per event, reflecting a tendency toward shorter paragraphs, closer
to sentence-level grouping than some other models. Nevertheless, broken sentences are
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absent and coherence is perfect (1.00).
LLaMA 2 13b reaches a Jaccard of 0.8498, lower than the top-performing models

but still substantially higher than in the event-based condition. It produces 7.40 events
(paragraphs) with 4.42 sentences per event, indicating relatively large paragraph units.
It shows no broken sentences and full coherence (1.00).

DeepSeek 14b displays a markedly lower Jaccard score (0.6555), suggesting partial
content alteration even in the paragraph setting. It generates 5.00 events (paragraphs)
with 2.23 sentences per event. While broken sentences are now 0, the output coherence
drops to 2.40, indicating significant variability across runs.

Finally, Phi 3.5 records the lowest Jaccard similarity (0.3250), indicating substantial
deviation from the original text even when only paragraph segmentation is requested. It
produces 5.20 events (paragraphs) with 1.95 sentences per event, reports 0 broken sen-
tences, and shows maximum variability (output coherence = 3.00), confirming unstable
behaviour.

Comparing these results with the event-based segmentation of Table 4.4 reveals a
clear pattern: the LLMs benefit noticeably from framing the task in terms of “para-
graphs”. Their segmentation becomes more consistent, more faithful to the input, and
syntactically well-formed. This outcome aligns with the idea that the notion of para-
graph is easier for LLMs to interpret than the more abstract notion of event. Indeed,
according to the Cambridge Dictionary7, a paragraph typically “deals with a single
event, description, idea, etc.”, making it conceptually close to the definition of event
used in this experiment.

For this reason, in the remainder of the workflow we treat paragraph and event as
equivalent notions and adopt this paragraph-based instruction as the main prompt. To
confirm the results, in the next section we perform the evaluation on the full set of 23
MOVING reports.

Results on the Entire Dataset (23 Reports) Split into Paragraphs

We applied the paragraph-based system prompt to all 23 MOVING reports8, asking the
LLMs to split each text into coherent paragraphs.

The results reported in Table 4.6 confirm the trends observed in the previous Section.
First, Jaccard similarity remains extremely high for most models. Several systems

(e.g., Gemma 2 9b, Phi 4 14b, Gemma 2 2b, and LLaMA 3.2 3b) achieve values above
0.97, with Gemma 2 9b approaching perfect lexical overlap (0.9988). This confirms
that, even at a larger scale and across more heterogeneous narratives, paragraph seg-
mentation is generally treated as a surface-level restructuring task that preserves the
original wording almost entirely. The high similarity scores indicate minimal textual
alteration during paragraph division. The only exception is Phi-3.5, which shows a no-
ticeably lower Jaccard score due to the generation of several hallucinated events that
introduce new lexical material not present in the source text.

Second, the average number of segments remains relatively low (between approx-
imately 3 and 8 for most models), with a corresponding average of 2 to 4 sentences
per segment. This suggests that models consistently produce coherent paragraph-sized

7https://dictionary.cambridge.org/dictionary/english/paragraph
8https://github.com/EmanueleLenzi92/LLMs_Event_Extractor/tree/main/23_Short_

Narratives_Paragraphs
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Model Jaccard
(avg)

No events
(avg)

No sen-
tences
(avg)

Broken
sentences
(avg)

Output
co-
herency
(avg)

Gemma 2 9b 0.9988 3.83 3.56 0.00 1.04
Phi 4 14b 0.9832 5.17 2.57 0.00 1.04
Gemma 2 2b 0.9769 3.66 4.35 0.00 1.26
LLaMA 3.2 3b 0.9728 7.39 2.18 0.00 1.00
LLaMA 3 8b 0.9433 7.40 2.16 0.00 1.09
Mistral 7b 0.8671 4.07 3.48 0.00 1.17
LLaMa 2 13b 0.8473 8.07 5.99 0.00 1.17
DeepSeek 14b 0.6926 6.33 2.26 0.00 2.48
Phi 3.5 0.0530 19.50 1.20 5.77 2.87

Table 4.6: Comparison among different LLMs on the entire dataset (23 MOVING textual reports).

units rather than fragmenting the text at the sentence level. Compared to the event-
based condition, segmentation is clearly less granular and more structurally aligned
with traditional paragraph boundaries.

Third, syntactic robustness is nearly perfect across all models, with the exception of
Phi-3.5, which shows an increased number of broken sentences due to the generation
of highly hallucinated events that often end with colons, semicolons, or other special
characters. Broken sentences are virtually nonexistent in almost all other cases (0.00).

Finally, output coherence remains high for most models, with values close to 1.00.
This indicates strong stability across iterations when the task is defined as paragraph
splitting. Variability is limited and does not significantly affect the overall structural
outcome.

Given that several LLMs performed reliably on this task under the paragraph-based
prompt, we decided to integrate Gemma 2 9b into our workflow, as it achieved the
slightly highest Jaccard similarity among the evaluated models while maintaining strong
structural and syntactic consistency. It is therefore the model selected for integration
into the workflow for automatic event extraction from the MOVING reports.

4.5 Conclusion

This chapter had the objective of developing an algorithm capable of transforming
the textual outputs of the MOVING project into narrative representations composed
of structured textual events. This algorithm, designed to be integrated into the first
module of the proposed automatic workflow, was required to process both types of data
provided by MOVING: the textual information stored in the CSV file and the unstruc-
tured raw reports describing selected VCs.

For the CSV data, we analysed the structure of the file and identified a strategy for
constructing a narrative for each of the 454 VCs. By grouping the CSV data into three
thematic categories, we defined a set of 11 textual events that could be consistently
generated for every VC. On this basis, the algorithm processes each row of the CSV
and automatically generates a narrative consisting of 11 events, each paired with a
selected image, for a total of 454 narrative files.

For the raw textual reports, we conducted an extensive experiment with several
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lightweight, open-source LLMs to identify the most suitable model for the event-segmentation
task. Through a sequence of evaluations - first on full reports, then on 500-token seg-
ments, and finally using a paragraph-based prompt - Gemma 2 9b emerged as the most
reliable model, offering the best balance between segmentation quality, syntactic con-
sistency, and reproducibility.

The final algorithm therefore processes the two datasets as follows:

1. it generates 454 event-based narratives from the CSV file;

2. it uses Gemma 2 9b to divide the 23 MOVING reports into coherent textual events.

The events extracted from the reports are then manually aligned and integrated into
the corresponding CSV-derived narratives, completing the narrative representation of
each VC.

Through these steps, this chapter provides a complete description of the prepro-
cessing methodology required to transform MOVING’s heterogeneous textual data into
structured narratives, preparing them for the subsequent stages of the workflow.

The next Chapter will address the extraction of entities from textual narratives and
their linkage to a reference knowledge base.
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Story Structure Building

5.1 Introduction

The Story Structure Building module constitutes the second component of the proposed
AI-based automatic workflow. This module takes as input a narrative (in CSV format)
created in the first module, and performs two main operations:

1. First, it must identify entities from the narrative textual events. In this context, the
entities are the meaningful references to actors, locations, organisations, and other
significant concepts expressed in the narrative textual events. Identifying entities
is crucial for the subsequent analysis of the narratives. Indeed, the entities provide
the semantic anchors through which similarities, shared patterns, and inter-story
correlations analysis across narratives can be explored in the fourth module of this
automatic workflow.

2. Second, following a knowledge representation framework, each extracted entity
has to be linked to a reference knowledge base. For this purpose, we adopt Wiki-
data [86], an open, community-maintained KG aligned with the principles of Open
Science. In addition, Wikidata represents one of the largest existing knowledge
bases, containing more than 15 billion RDF triples, and provides broad domain
coverage across a wide variety of entity types. This general-purpose nature is par-
ticularly suitable for the MOVING project, whose textual data include frequent
references to heterogeneous concepts, especially geographical entities. Moreover,
Wikidata offers rich structured information that can be exploited for the construc-
tion of the MOVING value-chain KG, such as geographic coordinates, copyright-
free images, and short textual descriptions of entities.
The module must therefore assign a Wikidata Internationalized Resource Identi-
fier (IRI) to each recognised entity and, furthermore, retrieve complementary in-
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formation such as the Wikidata entity’s title, description, images, and geographic
coordinates for spatial entities. These additional attributes will enrich the data
used in the following modules.

To implement these two capabilities, we evaluated two distinct methodological strate-
gies:

1. The first strategy uses a traditional Natural Language Processing (NLP) pipeline,
combining the NLPHub system [25] for entity extraction. NLPHUB is a cloud-
based text mining service within the D4Science e-Infrastructure [4], which ag-
gregates results from multiple state-of-the-art natural language processing tools.
Then, we developed a custom-built algorithm to link the entity extracted by NL-
PHUB to the corresponding entities in Wikidata.

2. The second strategy explores the use of open-source and small LLMs, assessing
whether they can perform entity extraction and linking more effectively or more
flexibly.

As case study, to evaluate the two strategies, we used the MOVING narrative in CSV
format produced in the first module of our automatic workflow. Each CSV corresponds
to one MOVING VC’s narrative and contains a sequence of textual events describing
its key characteristics, assets, challenges, and socio-ecological context. The task of the
Story Structure Building module is therefore to analyse these event descriptions, extract
the relevant entities mentioned within them (e.g. VC actors or geographic regions), and
link them to their corresponding Wikidata entities. The goal is to compare the two
strategies and determine which of them is most suitable for integration into the Story
Structure Building module of the workflow.

This chapter is structured as follows: Section 5.2 outlines the methodology adopted
in this experiment, including the definition of the task; the description of our custom
algorithm for linking text-extracted entities to Wikidata; the selection of the LLMs; the
construction of the MOVING dataset and its gold standard for evaluating the two pro-
posed strategies; and the selection of a baseline against which these strategies are com-
pared. Section 5.3 presents the results obtained using the NLPHUB and LLMs-based
strategies. Finally, Sections 5.4 and 5.5 provide the discussion and the conclusions,
respectively.

5.2 Methodology

In this research, we evaluate the performance of (1) a strategy using the NLPHUB sys-
tem and a custom algorithm to perform an Entity Linking (EL) task with Wikidata,
and (2) a strategy using nine small open-source LLMs to automatically extract and
link each entity mentioned in a text to its corresponding Wikidata IRI. Since Wiki-
data IRIs are constructed from entity identifiers, our task focuses first on retrieving
the correct Wikidata QID for each textual entity. Once the QID is identified, the
associated Wikidata IRI can be reconstructed directly. For example, the Carpathian
Mountains are associated with the QID Q1288, which generates the Wikidata IRI:
https://www.wikidata.org/entity/Q1288.
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We selected a dataset from the CSV files collected within the MOVING project.
Each CSV file contains a textual description of a mountain VC. Then, a gold stan-
dard was created in which the entities mentioned in the textual descriptions and their
corresponding Wikidata QIDs were manually annotated.

To evaluate the performance of the strategy using the NLPHUB system, we exploit
NLPHUB to extract entities from the textual descriptions. Then, we developed an algo-
rithm that exploits the Wikidata SPARQL endpoint [116] to fetch their corresponding
Wikidata QIDs.

To evaluate the performance of strategy using the LLMs, we proposed three different
approaches:

Approach 1: We instructed the selected LLMs to recognise the entities mentioned
in the VC textual descriptions and link them to their corresponding Wikidata entries by
identifying their QIDs. For example, the entity "Tuscany" mentioned in a text is linked
to its Wikidata entry with QID Q1273.

Approach 2: We instructed the selected LLMs to recognise the entities mentioned
in the VC textual descriptions. Then, we leveraged our custom algorithm that exploits
the Wikidata SPARQL endpoint to fetch their corresponding Wikidata QIDs. Using
this approach, for example, the LLM is able to recognise the entity "Tuscany" and pass
it to the SPARQL-based linking algorithm for resolution to the Wikidata QID Q1273.

Approach 3: We instructed the selected LLMs to detect the entities mentioned in
the VC textual descriptions along with their corresponding Wikipedia titles. Then,
we utilised the Wikipedia APIs1 to obtain their Wikidata QIDs, using the identified
Wikipedia titles as input. For example, the LLMs detect "Tuscany" in the text and iden-
tifies its corresponding Wikipedia page "https://en.wikipedia.org/wiki/Tuscany" titled
"Tuscany" which is then used by the API to retrieve the Wikidata QID Q1273.

For the strategy using NLPHUB and for each of the three LLM-based approaches,
we calculate precision, recall, and F1 scores against the gold standard. These metrics
were computed according to the following definitions:

• True Positive (TP): The model correctly identifies entities where the mentions in
the text exactly match the annotated entities in the gold standard and links them to
the correct Wikidata QIDs, e.g. the entity "Apuan Alps" matched with the entity
"Apuan Alps" in the gold standard, and linked with the Wikidata QID Q622309
(that corresponds to the Apuan Alps Wikidata entity)

• False Positive (FP): The model predicts entities that either do not match the an-
notated entities in the gold standard or are linked to incorrect Wikidata QIDs, e.g.
the entity "Apuan Alps" that does not match with the entity "Apuan Alps" in the
gold standard, or it match, but is linked with the Wikidata QID Q327434 (that
corresponds to the Austrian Alps Wikidata entity)

• False Negative (FN): The model fails to identify entities annotated in the gold
standard, e.g., the entity "mountain" (with Wikidata QID Q8502) that is present in
the gold standard but never identified by the model.

As a baseline for evaluating the performance of NLPHUB and the three proposed
approaches with the LLMs, we used the precision, recall, and F1 scores achieved by

1https://en.wikipedia.org/w/api.php
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Chapter 5. Story Structure Building

DBpedia Spotlight [69]. DBpedia SPotlight is a state-of-the-art tool that identifies key-
words in a textual document and links them with their corresponding DBpedia entries.

Finally, we attempted to enhance the best results from the previous approaches by
incorporating the Jaccard index [91]. We used the Jaccard index to assess whether
two entities identified by similar strings could be resolved as the same entity. Indeed,
the Jaccard index is a metric used to measure the similarity and diversity of sample sets
during the entity recognition step. Specifically, if two entities are represented by similar
strings and exceed a certain similarity threshold, they may potentially correspond to the
same entity.

5.2.1 Task Definition

The first step in defining the task addressed by this module is to clarify what we mean
by entity. In the context of this workflow, entities are understood as key textual elements
extracted from the narrative events, functioning similarly to what are often referred to
as keywords. These elements represent meaningful concepts—such as actors, loca-
tions, resources, products, governance features, or socio-ecological factors—that play
a central role in describing each VC.

The term keyword itself admits multiple interpretations across scientific disciplines.
As noted by Notomo [77], a precise and universally accepted definition has historically
been absent. The author draws on Boyce et al. [9], who broadly describe a keyword
as “a surrogate that represents the topic or content of a document”. Building on this,
Notomo identifies four principal roles that keywords may fulfil:

• Terminology - specialised lexical items belonging to a particular domain;

• Topics - terms corresponding to structured conceptual systems, such as the entities
defined in knowledge bases like Wikidata;

• Index terms - words or expressions that signal salient concepts, events, or named
entities;

• Summary terms - elements that help synthesise or characterise the overall content.

Within this thesis, and particularly within the context of the MOVING project, we
adopt a broad definition of entity that encompasses all four of these roles, since their
definition of keywords also includes Named Entities. For this reason, from this point
forward, in this Chapter we will refer to these entities collectively as keywords. This
choice is motivated not only by theoretical considerations but also by the analytical
needs of the MOVING project.

Since Module four of the workflow will perform correlation analyses across the
454 VCs, the extracted entities must serve as effective semantic anchors for comparing
narratives. Two VCs may share similar challenges, resources, actors, or environmental
features even if they appear in different regions or sectors. Extracting entities (including
keywords that are not strictly named entities) enables the identification of these shared
patterns. Thus, entities become the fundamental units with which relationships across
VCs can be detected, measured, and explored. For this reason, the task addressed by
this module is not limited to traditional named-entity recognition; instead, it requires
the extraction of all conceptually meaningful expressions that can later support cross-
narrative comparison, semantic enrichment, and the construction of the KG.
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5.2.2 Dataset and Gold Standard Corpus

The dataset we selected to evaluate our task is a subset of the MOVING collection,
consisting of textual descriptions for the 454 VC narratives created in the first module
of this workflow. Each description is stored in a CSV file containing 11 rows, with each
row providing textual description about a specific aspect of the VC. From a narrative
analysis perspective, these 11 rows can be interpreted as the sequence of events that
structure the narrative of each VC’s description.

As described in Chapter 4, these texts can be grouped into three broad categories.
The first category includes descriptions of the natural characteristics of the territory.
These descriptions typically mention keywords related to the area’s physical features,
such as rivers, mountains, or other natural landmarks. Examples include the Bregalnica
River in North Macedonia or the White Mountains in Greece. The second category
pertains to quantitative descriptions of the territory, covering aspects like geography,
population, income, tourism, and employment. Keywords in this category often refer
to measurable indicators, such as Gross Value Added or Per Capita Income. The third
category highlights specific attributes of the region’s products. Keywords in this cate-
gory may refer to traditional products as well as the people or organisations involved in
their production. Examples include the Pancretan Network of Organic Farmers of Aloe
Vera, or the Norwegian cheese Pustos.

To evaluate the results obtained by applying the strategy using NLPHUB and the
strategy using the three LLMs-based approaches described in section Methodology, we
created a dataset composed of a statistically significant subset of the 454 CSV files. To
define this subset, we used the following sample size determination formula with finite
population correction:

n0 =
Z2 · p · (1− p)

MOE2

n =
n0 ·N

N + n0 − 1

In this formula, n represents the target sample size adjusted for a finite population;
n0 is the initial sample size assuming an infinite population; Z is the Z-score that corre-
sponds to the desired confidence level (we used Z-score =1.96 for the 95% confidence
level); p represents the prior assessment (0.5 for uninformative conditions); MOE is
the margin of error on the true error (5%), and N is the total number of events (popula-
tion size).

Based on this methodology, 30 CSV files - comprising a total of about 330 textual
events - were randomly selected, as this number was determined to be sufficient for a
reliable performance evaluation.

Finally, we created a gold standard corpus consisting of the 30 CSV files that make
up our dataset, which were manually annotated by a domain expert, specifically an
agricultural economist involved in the MOVING project. This expert was responsi-
ble for collecting and harmonising data from all the territories included in the project
into a unified dataset. The annotation was carried out on the basis of the naturalistic
and economic analyses previously conducted on these data. In particular, the expert
identified and labelled textual elements related to key products, natural features of the
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Chapter 5. Story Structure Building

territories (such as landscapes, ecosystems, and local resources), and their geograph-
ical localisation, with the goal of reflecting the distinctive environmental and socio-
economic characteristics of each area. Since the annotation was performed by a sin-
gle expert with comprehensive knowledge of the project’s data and territorial contexts,
inter-annotator agreement was not assessed. However, this approach ensured internal
consistency and coherence between the annotations and the empirical framework of the
MOVING project.

For each VC description in gold standard, the following information was annotated:

1. keywords

2. for each keyword, the corresponding Wikidata IRI, containing the Wikidata QID.

Note that if a keyword does not have any corresponding Wikidata entry, the value of
its Wikidata IRI is set to “null". The dataset and gold standard corpus are available on
GitHub2.

Table 5.1 shows numerical data regarding the gold standard corpus, including the
total number of textual events, the total number of the annotated keywords, the total
number of unique annotated keywords, and the total number of annotated keywords
without a corresponding entry in Wikidata.

Table 5.1: Gold standard data overview.

Textual Events Keywords Unique keywords
Keywords with no

Wikidata entry
330 1943 458 306

5.2.3 LLM Selection

Following an Open Science approach — the very foundation on which our workflow
must be built —, we identified the two following key requirements that the LLMs must
meet to perform our task, as described in the previous Chapter:

1. Open-source availability: The LLMs must be open-source, allowing researchers
to freely access, inspect, and integrate the models into open-source-oriented work-
flows;

2. Hardware efficiency: The models should not require specialized or high-end hard-
ware, ensuring that experiments can be reproduced by the broader research com-
munity, even on moderately powerful machines. Specifically, our experiments
were conducted on a desktop PC with an AMD Ryzen 7 5800X3D 8-core 16-
thread processor, an Nvidia GeForce RTX 4090 24 GB GPU, and 32 GB of system
RAM. These specifications were chosen to reflect a high-end but still broadly ac-
cessible research workstation, demonstrating the feasibility of running the models
without requiring large-scale cloud infrastructure.

To ensure consistency between the models selected for integration into the proposed
workflow, we restricted the analysis to the same LLMs introduced in the previous Chap-
ter, Section 4.4.3, rather than considering additional models available through Ollama.

2https://github.com/AIMH-DHgroup/Linking_keywords_in_narratives_with_smaller_LLMs/
tree/main/gold_standard
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This choice allows the evaluation to directly assess the suitability of the models already
identified as candidate components of the workflow, while maintaining alignment with
the selection criteria, Open Science requirements, and hardware constraints previously
defined. Specifically, the evaluated models (i.e., Gemma 2 9b, LLaMA 3 8b, Mistral 7b,
Gemma 2 2b, LLaMA 3.2 3b, Phi 3.5, DeepSeek 14b, Phi 4 14b, and LLaMA 2 13b)
are open-source and can be deployed locally on standard research hardware, making
them fully compatible with our Open Science-oriented workflow.

5.2.4 Baseline Selection

To evaluate the performance of the two strategies described in the Methodology sec-
tion, we first explored state-of-the-art frameworks capable of extracting textual frag-
ments from documents and linking them to a knowledge base. Then, for each explored
framework, we computed precision, recall, and F1 scores by comparing their predic-
tions with the annotations in the gold standard. These metrics allowed us to identify the
most effective framework to use as a baseline for evaluating our approaches.

Since the MOVING gold standard contains annotations for both keywords (e.g.,
farmer) and named entities (e.g., North Macedonia), we selected only those frameworks
capable of recognizing both element types. Consequently, we excluded entity-linking
tools such as ReLik [80], GENRE [28] which only identify and link named entities to
a knowledge base.

The following three frameworks were selected for evaluation:

• The JSI Wikifier [13], a framework that automatically identifies key text frag-
ments in a document, including keywords and named entities, and links them to
the corresponding Wikipedia entries. To ensure accuracy, it uses a PageRank-
based algorithm that analyzes Wikipedia’s hyperlink structure, selecting the most
relevant concepts based on the overall context of the document.

• TAGME [43], an automatic annotation framework that detects key terms in a text
(referred to as spots, encompassing both keywords and named entities) and asso-
ciates them with corresponding Wikipedia pages. TAGME uses an algorithm that
evaluates the context and semantic coherence between the identified spots, select-
ing the most appropriate Wikipedia entry based on consistency with other spots in
the text.

• Falcon 2.0 [95], an EL tool that connects both keywords and named entities in
natural language texts to their corresponding elements on Wikidata. The process
relies on linguistic techniques such as tokenization, Part-of-Speech tagging, and
N-Gram tiling to identify keywords and named entities, generate candidates from
Wikidata, and select the most relevant ones through a ranking system.

• DBpedia Spotlight is an EL tool that detects salient terms and expressions in a
text and associates them with the appropriate DBpedia IRIs. The system lever-
ages surface-form matching together with contextual disambiguation, relying on
models trained on Wikipedia data to select the DBpedia entity that best fits each
mention.
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Using four Python scripts3, we extracted the textual descriptions from the 30 se-
lected CSV files of the MOVING dataset. Then, the texts were processed using the
four selected frameworks. Falcon 2.0 identifies keywords and directly assigns them the
corresponding Wikidata QIDs. Differently, the JSI Wikifier and TAGME identify the
keywords and assign them to the corresponding Wikipedia pages but are not able to
directly retrieve the corresponding Wikidata QIDs. To retrieve the Wikidata QIDs of
the keywords identified by the JSI Wikifier and TAGME, we leveraged the Wikipedia
APIs. Similarly, DBpedia Spotlight links the detected mentions to DBpedia IRIs rather
than Wikidata QIDs. However, each DBpedia resource is connected to its correspond-
ing Wikidata entity through the owl:sameAs property, which we exploited to locate the
associated Wikidata item and thus obtain the corresponding QID.

Table 5.2 shows the precision, recall, and F1 scores of the JSI Wikifier, TAGME, Fal-
con 2.0 and DBpedia Spotlight. DBpedia Spotlight exhibits the most balanced trade-off
between precision (0.2754) and recall (0.2691), and this equilibrium leads it to achieve
the highest F1 score among all systems (0.2722). The JSI Wikifier demonstrates the
highest precision among the selected frameworks (0.3431), but it struggles to iden-
tify a sufficient number of keywords, resulting in a lower recall of 0.2198. The JSI
Wikifier has the second best F1 score (0.2676). TAGME, on the other hand, achieves
a higher recall (0.4914), finding more keywords annotated in the gold standard, but
its low precision (0.1335) suggests it generates many false positives. Furthermore,
TAGME achieves the third best F1 score of 0.2100. Falcon 2.0 performs poorly over-
all, with both precision (0.0093) and recall (0.0160) being extremely low, resulting in a
very low F1 score (0.0117).

Based on the F1 best score, we selected DBpedia Spotlight as baseline.

Table 5.2: Precision, Recall and F1 scores of the JSI Wikifier, TAGME Falcon 2.0 and DBpedia Spotlight.

Model Precision Recall F1
DBpedia 0.2754 0.2691 0.2722

JSI Wikifier 0.3421 0.2198 0.2676
TAGME 0.1335 0.4914 0.2100

Falcon 2.0 0.0093 0.0160 0.0117

5.2.5 A Wikidata Linking Algorithm

To support the integration of extracted keywords into a structured knowledge represen-
tation, we developed a Java-based custom algorithm4 for linking textual keywords to
their corresponding Wikidata resources. The algorithm is designed to be independent
of the specific keyword extraction technique and can therefore operate on keyword pro-
duced by either traditional NLP pipelines or LLMs. This design choice enables its reuse
across both the two strategies presented in this work: in the first strategy, where NL-
PHUB extracts keywords from texts but does not provide linking capabilities, and in the
second strategy (in the second approach, as described in Section Methodology), where

3https://github.com/AIMH-DHgroup/Linking_keywords_in_narratives_with_smaller_LLMs/
tree/main/Frameworks_for_baseline

4https://github.com/AIMH-DHgroup/Linking_keywords_in_narratives_with_smaller_LLMs/
blob/main/sparqlQuery.java
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the LLMs are employed to identify keywords but an external mechanism is required to
resolve them to Wikidata identifiers.

Given a set of textual keywords extracted from the description of a narrative event,
the algorithm attempts to associate each keyword with the most appropriate Wikidata
item. Figure 5.1 illustrates the overall workflow of the linking process, which is com-
posed of four main subprocedures:

1. KwExtractor(d(ei)) – Keyword extraction from narrative events

This first subprocedure corresponds to a keyword extractor, such as the NLPHub
service or an LLM. Given the textual description of an event d(ei), the keyword ex-
tractor extracts different categories of keywords. These extracted keywords form
the input for the subsequent linking steps.

2. WDSparql(xi) – Retrieval of candidate Wikidata entities

The second subprocedure queries the Wikidata SPARQL endpoint using the key-
word string xi returned by the keyword extractor. The query searches for Wikidata
items whose labels or aliases match the extracted keyword.

The result of this step is a set of potential Wikidata entities wi associated with the
textual keyword.

3. CV(wi) – Validity check of the Wikidata entity

Since the SPARQL lookup may return ambiguous or incorrect results, the algo-
rithm applies a series of validation checks to ensure that the candidate Wikidata
entity is reliable. This subprocedure verifies:

• The Wikidata entity does not correspond to a disambiguation page.

• A corresponding Wikipedia page exists.

• The Wikipedia page title of the entity matches the corresponding Wikidata
page title.

Only if all three checks succeed does the algorithm consider the Wikidata entity
valid.

4. Enrich(ni) – Retrieval of descriptive information

For each valid keyword, the algorithm retrieves the IRI, title, textual description,
images, and, for places, coordinates.

These enriched attributes are then attached to the narrative ni, making the ex-
tracted entities ready to be used in the next modules of the workflow.

5.3 Results

This section presents the results (precision, recall, and F1 scores) obtained from the
strategy using NLPHUB and the strategy using each of the three LLMs-based ap-
proaches described in the Methodology section.
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Chapter 5. Story Structure Building

Figure 5.1: The custom algorithm to link keywords extracted by the NLPHUB system to their corre-
sponding Wikidata entries.

5.3.1 NLPHUB-based Strategy

Using a Java-based script5, we extracted the textual descriptions from the 30 selected
CSV files of the MOVING dataset. Then, the texts were processed using our custom
algorithm that include the NLPHUB system.

NLPHub is exposed through a Web Processing Service (WPS) interface, following
the Open Geospatial Consortium standard [100]. Unlike traditional REST APIs, a WPS
service defines a set of operations - GetCapabilities, DescribeProcess, and Execute -
which allow clients to discover the available processes, inspect their inputs and outputs,
and then trigger their execution.

We leveraged this interface by programmatically issuing WPS Execute requests to
NLPHub, submitting each event description as input to the entity-extraction process.
For every request, the service returned a structured XML response containing the recog-
nised entities.

After extraction, the entities were processed by the other sub-processes of our algo-
rithm, which attempted to link each entity to its corresponding Wikidata entry.

Finally, we calculated the precision, recall and F1 scores compared to the gold stan-
5https://github.com/AIMH-DHgroup/Linking_keywords_in_narratives_with_smaller_LLMs/

blob/main/NLPHUB/InvokeNLPHub.java
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dard.
Table 5.3 shows the precision, recall, and F1 scores of DBpedia Spotlight and our

custom algorithm using the NLPHUB system. The NLPHub-based strategy achieved a
precision of 0.1345, a recall of 0.3195, and an F1 score of 0.1893. While the recall is
higher than that of DBpedia Spotlight, the overall precision is substantially lower, re-
sulting in an F1 score that remains below the baseline established by DBpedia (0.2722).
This indicates that, although NLPHub retrieves a larger portion of relevant entities, it
also introduces a higher number of false positives, ultimately reducing its aggregated
performance in comparison to the baseline system.

Table 5.3: Precision, Recall and F1 scores of our custom algorithm using the NLPHUB system and
DBpedia Spotlight.

Model Precision Recall F1
DBpedia 0.2754 0.2691 0.2722

NLPHUB + custom EL algorithm 0.1345 0.3195 0.1893

5.3.2 LLM-based Strategy

First LLM-based approach: Leveraging LLMs to recognise the keywords and retrieve their Wiki-
data QIDs

Using a Python script6, we extracted the textual description for each of the 30 selected
CSV files. Next, these texts were passed to each selected LLM. The LLMs were tasked
with identifying keywords and assigning to each of them the corresponding Wikidata
QID. The LLMs were instructed to provide their answers in JSON format, from which
we subsequently extracted the JSON structures using regular expressions. Each JSON
file reports the keywords and QIDs identified by a given LLM. Thus, we obtained a
total number of 270 JSON files. We chose JSON as the output format because it is a
widely used standard that supports the automation of workflows that employ LLMs for
various purposes.

Finally, we calculated the precision, recall and F1 scores compared to the gold stan-
dard. Table 5.4 presents the precision, recall, and F1 scores of the LLMs and DBpedia
Spotlight, ranked by F1 score. The analysis reveals that DBpedia Spotlight ranks first,
outperforming all LLMs. All the LLMs performed poorly, with precision, recall, and
F1 scores consistently below 0.1. Analysing the results7, we observed two main sources
of under performance. First, keyword recognition is problematic, largely because the
LLMs tend to identify many more keywords than those annotated in the gold standard.
Moreover, they sometimes recognise only the first word of a multiword expression,
whereas the annotator labelled the full expression - for example, value instead of VC.
Second, the LLMs exhibit a general tendency to generate fictional or incorrect Wikidata
QIDs, even for the keywords that were correctly identified.

6https://github.com/AIMH-DHgroup/Linking_keywords_in_narratives_with_smaller_LLMs/
blob/main/ollama.py

7https://github.com/AIMH-DHgroup/Linking_keywords_in_narratives_with_smaller_LLMs/
tree/main/Evaluation/first_approach
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Table 5.4: Precision, recall, and F1 scores for DBpedia Spotlight and the LLMs.

Model Precision Recall F1
DBpedia 0.2754 0.2691 0.2722
Phi4 14b 0.0116 0.0082 0.0096

LLaMA3 8b 0.0089 0.0051 0.0065
Gemma2 9b 0.0065 0.0041 0.0050

LLaMA3.2 3b 0.0045 0.0036 0.0040
Gemma2 2b 0.0007 0.0010 0.0009

DeepSeek-r1 14b 0.0006 0.0005 0.0006
LLaMA2 13b 0.0000 0.0000 0.0000

Mistral 7b 0.0000 0.0000 0.0000
Phi3.5 0.0000 0.0000 0.0000

Second LLM-based Approach: LLMs Integrated with Wikidata SPARQL Queries

To improve the results obtained in the first approach (Table 5.4), we modified the pro-
cess by tasking the LLMs only with identifying the keywords in the texts, rather than
directly linking them to Wikidata. The step of associating the detected keywords with
their Wikidata QIDs was subsequently handled by our custom algorithm described in
Section 5.2.5. This algorithm performed SPARQL queries to the Wikidata SPARQL
endpoint for each keyword identified by the LLMs, retrieving the corresponding Wiki-
data QIDs.

Table 5.5 shows the performances for the LLMs and DBpedia Spotlight, ranked by
F1 score. Although LLMs’ performance improves slightly integrating the SPARQL-
based Wikidata QID retrieval, it still lags behind DBpedia Spotlight. Phi 4 14b now
achieves the best overall performance among the LLMs, with an F1 score of 0.155,
combining the highest recall among the LLMs (0.131) with the second best precision
(0.191). Gemma 2 9b closely follows with an F1 score of 0.136 and achieves the highest
precision (0.213), although its recall (0.1008) is lower than that of Phi 4 14b. DeepSeek
14b ranks just below Gemma 2 9b, with an F1 score of 0.131, resulting from a balanced
trade-off between precision (0.157) and recall (0.113). LLaMA 2 13b and LLaMA 3
8b form a middle group, with F1 scores of 0.119 and 0.114, respectively. Gemma 2
2b and Mistral 7b obtain F1 scores slightly above 0.10, with Gemma 2 2b favoring
recall (0.122) over precision (0.091), while Mistral 7b displays more balanced values
(precision 0.093, recall 0.100). LLaMA 3.2 3b remains below 0.09 F1 (0.087), and Phi
3.5 achieves the lowest performance with an F1 score of 0.013.

We improved the results in Table 5.5 by providing additional context to the LLMs.
In particular, we supplied the selected LLMs with Natomo’s definition of “keyword",
which outlines the four roles described in Section Task Definition. By clarifying the
concept of “keyword", we sought to guide the LLMs in identifying them more accu-
rately and meaningfully [64]. Then, we applied the algorithm to retrieve the Wikidata
QIDs for the keywords identified by the LLMs. Table 5.6 shows the performance of
DBpedia Spotlight and the LLMs, ranked by F1 score, when integrating keyword def-
initions. Precision, recall, and F1 show small improvements over the results in Table
5.5 for some models. Phi 4 14b remains the top model among the LLMs: its precision,
recall, and F1 increases slightly (+0.010, +0.057, and +0.039, respectively), reaching
0.201 precision, 0.188 recall, and 0.194 F1. Gemma 2 9b also benefits from the new
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Table 5.5: Precision, Recall and F1 score for the LLMs and DBpedia Spotlight integrated with Wikidata
SPARQL queries.

Model Precision Recall F1
DBpedia 0.2754 0.2691 0.2722
Phi4 14b 0.1910 0.1312 0.1556

Gemma2 9b 0.2130 0.1008 0.1369
DeepSeek-r1 14b 0.1573 0.1132 0.1317

LLaMA2 13b 0.1367 0.1065 0.1198
LLaMA3 8b 0.1665 0.0870 0.1143
Gemma2 2b 0.0914 0.1221 0.1045
Mistral 7b 0.0934 0.1004 0.0968

LLaMA3.2 3b 0.1079 0.0731 0.0871
Phi3.5 0.0301 0.0082 0.0129

approach, with precision, recall, and F1 increasing by +0.022, +0.038, and +0.037, re-
spectively, leading to an F1 of 0.174. LLaMA 3 8b shows one of the largest gains,
with precision (+0.046), recall (+0.045), and F1 (+0.048) all improving, reaching an F1
score of 0.163. DeepSeek 14b follows, with small but consistent improvements across
all metrics (precision +0.025, recall +0.025, F1 +0.025), and an F1 of 0.157. In the mid-
dle of the ranking, LLaMA 2 13b and LLaMA 3.2 3b show mixed trends. LLaMA 3.2
3b benefits from the new approach, with precision, recall, and F1 increasing by +0.016,
+0.026, and +0.023, respectively, reaching an F1 of 0.110. In contrast, LLaMA 2 13b
exhibits only a slight gain in precision (+0.002), but a small decrease in recall (-0.006)
and F1 (-0.003), ending at 0.117 F1. Gemma 2 2b shows a marginal increase in preci-
sion (+0.003) and a small decrease in recall (-0.007), resulting in an almost unchanged
F1 (-0.0004). Mistral 7b instead improves across all metrics, with precision, recall, and
F1 increasing by +0.008, +0.003, and +0.006, respectively. Finally, Phi 3.5 continues
to rank last among the LLMs, with a small decrease in precision (-0.004) but a slight
improvement in recall (+0.006) and F1 (+0.006), reaching an F1 score of 0.018

Table 5.6: Precision, recall, and F1-score for the LLMs and DBpedia Spotlight, providing keyword
definition.

Model Precision Recall F1
DBpedia 0.2754 0.2691 0.2722
Phi4 14b 0.2011 0.1879 0.1943

Gemma2 9b 0.2353 0.1384 0.1743
LLaMA3 8b 0.2126 0.1318 0.1627

DeepSeek 14b 0.1821 0.1379 0.1570
LLaMA2 13b 0.1391 0.1009 0.1169
LLaMA3.2 3b 0.1243 0.0987 0.1100
Gemma2 2b 0.0947 0.1156 0.1041
Mistral 7b 0.1014 0.1034 0.1024

Phi3.5 0.0263 0.0144 0.0186

Third LLM-based Approach: LLMs Integrated with Wikipedia APIs

Analysing the results obtained by combining the LLMs and the algorithm performing
Wikidata SPARQL queries (Table 5.5 and Table 5.6), we observed that the algorithm
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frequently failed. This limitation arises because the SPARQL queries can only identify
a Wikidata entry if the string that identifies the keyword exactly matches a Wikidata
entry title or one of its alternative labels. For instance, the Wikidata entry “Slow Food",
an international organisation for the protection of food biodiversity with QID Q335823,
can only be retrieved if the string “Slow Food" is retrieved by the LLMs and then used
in the SPARQL query. Alternative labels such as “Slow Food Foundation for Biodiver-
sity" or “Slow Food Foundation", although used in the textual events, and annotated in
the gold standard, are not reported in Wikidata. As a result, these variations fail to yield
a match. Additionally, SPARQL queries lack flexibility in handling variations in word
forms. For example, the string “farmers" (plural form) cannot be matched to the Wiki-
data entry “farmer" (singular form), as the query does not account for lemmatisation or
morphological differences.

To address these challenges, we leveraged Wikipedia APIs, which offer flexible
functionality to find a Wikipedia page corresponding to a textual keyword by using
the page title as a parameter. Indeed, if a keyword extracted from a text does not ex-
actly match a Wikipedia page title, the mechanism automatically attempts to resolve the
match by redirecting to the correct page, interpreting the keyword string as a morpho-
logical variant or alternative form of the title. For instance, the keyword strings “Slow
Food Foundation for Biodiversity" or “Slow Food Foundation" are successfully linked
to the correct Wikipedia page titled “Slow Food". Similarly, the entity string “farmers",
being a plural form, is accurately associated with the Wikipedia page “Farmer" in its
singular form.

We refined our approach as follows: first, we supplied the selected LLMs with
Natomo’s definition of “keyword". Then, the LLMs were tasked with identifying the
keywords in the CSV files. Next, for each identified keyword, the LLMs were prompted
to determine the title of the corresponding Wikipedia page. Then, using the Wikipedia
APIs and their redirect functionality, we retrieved the Wikipedia page associated with
each title provided by the LLMs. Finally, starting from the retrieved Wikipedia pages,
the APIs allow obtaining the corresponding Wikidata entries and their QIDs.

For consistency with the LLM-based pipeline, we applied the same Wikipedia-API
linking strategy to the entities extracted by NLPHub: each entity was first mapped to a
corresponding Wikipedia page title, then resolved through the API’s redirect function-
ality, and finally linked to its Wikidata entry via the page-to-QID mapping provided by
the API.

Table 5.7 presents the performance of DBpedia Spotlight and the LLMs, ranked by
F1 score, using the revised approach. Comparing the results with Table 5.6, Gemma2
9b and DeepSeek 14b show the strongest improvements across all metrics. Gemma2 9b
gains +0.219 in precision, +0.129 in recall, and +0.162 in F1, securing first place in the
ranking and surpassing every other model by a clear margin. DeepSeek 14b follows,
with increases of +0.187 in precision, +0.142 in recall, and +0.162 in F1, placing it
second. Phi4 14b also benefits considerably from the revised approach, achieving im-
provements of +0.127 in precision, +0.119 in recall, and +0.123 in F1, positioning it in
third place and overtaking DBpedia Spotlight. LLaMA3 8b likewise records substantial
gains, with precision increasing by +0.144, recall by +0.089, and F1 by +0.110, placing
it just above DBpedia Spotlight in the ranking. Among the mid-range models, LLaMA2
13b, Mistral 7b, and LLaMA3.2 3b all show moderate improvements. LLaMA2 13b
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increases by +0.105 in precision, +0.076 in recall, and +0.088 in F1, while Mistral 7b
gains +0.099 in precision, +0.101 in recall, and +0.100 in F1. LLaMA3.2 3b shows
smaller but steady increases of +0.090 in precision, +0.072 in recall, and +0.080 in F1.
These models remain clearly below the DBpedia Spotlight but close to each other in
the ranking. Gemma2 2b and Phi3.5 display more modest improvements. Gemma2 2b
increases by +0.027 in precision, +0.033 in recall, and +0.030 in F1, while Phi3.5 gains
+0.017 in precision, +0.009 in recall, and +0.012 in F1. Overall, precision sees the
highest improvements across most models, followed by F1 score and recall. This sug-
gests that integrating Wikipedia APIs especially improves keyword-linking accuracy.

Table 5.7: Precision, recall, and F1-score for the LLMs and DBpedia Spotlight, with the integration of
the Wikipedia APIs.

Model Precision Recall F1
Gemma2 9b 0.4541 0.2671 0.3364

DeepSeek 14b 0.3696 0.2800 0.3186
Phi4 14b 0.3284 0.3067 0.3172

LLaMA3 8b 0.3563 0.2208 0.2726
NLPHUB + Wikipedia API 0.1952 0.4614 0.2744

DBpedia 0.2754 0.2691 0.2722
LLaMA2 13b 0.2441 0.1770 0.2053

Mistral 7b 0.2003 0.2043 0.2023
LLaMA3.2 3b 0.2144 0.1702 0.1898
Gemma2 2b 0.1220 0.1489 0.1341

Phi3.5 0.0432 0.0237 0.0306

Introducing the Jaccard Index

As extensively described in the previous section, the third approach (i.e., the LLMs in-
tegrated with Wikipedia APIs) provides the best performance in terms of precision, re-
call, and F1 scores (see Table 5.7). Starting from these results, we decided to try further
increasing them. To do this, we focused on the keyword recognition task performed by
the LLMs. This task precedes the identification of the Wikidata QIDs associated with
the keywords. This keyword recognition phase significantly impacts the accuracy of
our task since, in the approaches presented in the previous section, if the string denoted
by the keyword does not exactly match the keyword annotated in the gold standard, it
is classified as a false positive. This affects the LLM precision values.

Upon analysing the keyword strings detected by the LLMs, we observed that some
strings differ only slightly from those in the gold standard. The differences are due
to two main causes. The first cause is the presence of some typos in the textual de-
scriptions. These typos are partially corrected by the LLMs, e.g. “Euopean Protected
Georgaphical Indication" in the gold standard is retrieved and corrected by the LLMs
as “European Protected Georgaphical Indication". The second cause is the inclusion
of additional words in the keyword string, e.g. the string “Aloe Vera" is annotated as a
keyword in the gold standard, instead, some LLMs identify the keyword string as “Aloe
Vera plants". To resolve this issue and allow for the identification of the correspondence
between the two keyword strings, even when they do not exactly match character by
character, we introduced the Jaccard index [91]. The Jaccard index is a metric used to
measure the similarity and diversity of sample sets.
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Initially, we set the Jaccard index to 1 and then progressively lowered it to 0.1. Our
observations revealed that by reducing the coefficient, we obtained the best F1 scores
at different thresholds (see Figure 5.2).

Figure 5.2: F1 scores for the LLMs and DBpedia Spotlight across different Jaccard thresholds.

Table 5.8 reports the performance for DBpedia Spotlight and the LLMs when inte-
grating Jaccard-based keyword similarity with Wikipedia APIs, and selecting for each
model the Jaccard threshold that maximizes F1. Compared with Table 5.7, both the
DBPedia Spotlight and the all LLMs benefit from this more flexible matching strategy,
with consistent gains in precision, recall, and F1.

Table 5.8: Best F1 scores of the LLMs and DBpedia Spotlight - together with their corresponding
precision and recall - computed at the optimal Jaccard threshold (T), sorted by F1.

Model Precision Recall F1 T
Gemma2 9b 0.471429 0.286957 0.356757 0.4

Phi4 14b 0.355626 0.343062 0.349231 0.4
DeepSeek 14b 0.384817 0.300921 0.337737 0.4

Mistral 7b 0.296458 0.321937 0.308673 0.3
DBpedia 0.298851 0.303245 0.301032 0.4

LLaMA3 8b 0.377435 0.238952 0.292637 0.4
Gemma2 2b 0.256352 0.316479 0.283260 0.2

LLaMA3.2 3b 0.254932 0.238863 0.246636 0.2
LLaMA2 13b 0.265377 0.197328 0.226348 0.4

Phi3.5 0.074180 0.052685 0.061611 0.2

Gemma2 9b remains the best-performing model in terms of F1. Its precision, re-
call, and F1 increase from 0.4541, 0.2671, and 0.3364 to 0.4714, 0.2870, and 0.3568,
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respectively, corresponding to gains of about +0.017 in precision, +0.020 in recall, and
+0.020 in F1. Phi4 14b also records an improvement: its precision, recall, and F1 rise
from 0.3284, 0.3067, and 0.3172 to 0.3556, 0.3431, and 0.3492 (+0.027, +0.036, and
+0.032, respectively). DeepSeek 14b slightly improves its scores as well, from 0.3696,
0.2800, 0.3186 to 0.3848, 0.3009, 0.3377 (+0.015 precision, +0.021 recall, +0.019 F1).
All three top models obtain their best F1 with a relatively conservative threshold of 0.4.

Also the baseline DBpedia Spotlight obtains a small boost when introducing the
Jaccard index. It achieves an improvement of +0.0235 in precision, +0.0341 in recall,
and +0.0288 in F1, at threshold of 0.4.

The largest relative gains are observed for mid- and lower-ranked models. Gemma2
2b shows the most pronounced improvement at threshold 0.2: precision increases from
0.1220 to 0.2564 (+0.134), recall from 0.1489 to 0.3165 (+0.168), and F1 from 0.1341
to 0.2833 (+0.149). Mistral 7b also obtains a good improvement, especially in recall,
at threshold of 0.3: from 0.2003, 0.2043, 0.2023 to 0.2965, 0.3219, 0.3087 (+0.096
precision, +0.118 recall, +0.106 F1). This improvement allows Mistral 7B to surpass
the DBpedia Spotlight baseline in ranking.

The remaining models exhibit smaller improvements but consistent gains. LLaMA3
8b increases from 0.3563, 0.2208, 0.2726 to 0.3774, 0.2390, 0.2926 (+0.021, +0.018,
+0.020) with a threshold of 0.4. LLaMA3.2 3b gains +0.041 in precision, +0.069 in
recall, and +0.057 in F1 (from 0.2144, 0.1702, 0.1898 to 0.2549, 0.2389, 0.2466) with
a threshold of 0.2. LLaMA2 13b also improves modestly (from 0.2441, 0.1770, 0.2053
to 0.2654, 0.1973, 0.2263; +0.021, +0.020, +0.021). Finally, Phi3.5 nearly doubles its
F1, going from 0.0306 to 0.0616, with precision and recall increasing by +0.031 and
+0.029, respectively, and an optimal threshold of 0.2.

Overall, relaxing the Jaccard threshold and allowing similar keywords to be merged
systematically boosts recall and, in most cases, precision, resulting in consistent F1
gains for the all LLMs. Higher-capacity models achieve their best trade-off at more con-
servative similarity thresholds (0.4), whereas smaller models benefit most from more
permissive thresholds (0.2–0.3). This suggests that Jaccard-based keyword aggregation
is particularly helpful for weaker models and can be tuned per model to optimize the
balance between coverage and linking accuracy.

5.4 Discussion

Our experiment evaluates two different strategies for extracting entities from narrative
texts and linking them to Wikidata: (1) a traditional pipeline based on NLPHub com-
bined with a custom Wikidata-linking algorithm, and (2) a set of three LLM-based ap-
proaches designed to assess whether open-source small LLMs can support or improve
this task.

For the NLPHub-based strategy, the initial results indicated a lower performance
compared with the DBpedia Spotlight baseline, especially in terms of precision and
recall. NLPHub was often able to identify relevant entities, but the linking step-based
solely on SPARQL queries-frequently produced ambiguous or incorrect matches. How-
ever, once we integrated the Wikipedia API into the linking phase, enabling a more
reliable disambiguation process, the performance improved. The final F1 score slightly
surpassed the DBpedia Spotlight baseline, demonstrating that combining NLPHub with
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enriched linking heuristics can be a viable and competitive strategy, even if the improve-
ments remain modest.

Turning to the LLM-based strategy, our experiment leverages LLMs to extract key-
words from textual descriptions and link them to their corresponding Wikidata entries.
While the LLMs initially underperformed compared with our baseline, i.e., DBpedia
Spotlight, subsequent methodological refinements led to notable improvements. In par-
ticular, integrating the LLMs with the Wikipedia APIs (the third approach) proved to
be a promising strategy for enhancing task performance.

An analysis of precision after introducing the Jaccard index (Table 5.8) shows that
four LLMs (Gemma2 9b, Phi4 14b, DeepSeek 14b, and LLaMA3 8b) outperform the
DBpedia Spotlight baseline. In terms of recall, three LLMs (Phi4 14b, Mistral 7b,
and Gemma2 2b) achieve higher values than the baseline. Considering F1 scores, four
LLMs (Gemma2 9b, Phi4 14b, DeepSeek 14b, and Mistral 7b) outperform DBpedia
Spotlight. However, the overall low F1 scores achieved by both the LLMs and DBpe-
dia Spotlight (with a maximum F1 score of 0.356) underscore the complexity of our
task. One of the most challenging aspects of the task is the keyword recognition step,
both for the LLMs and DBpedia Spotlight. In terms of precision, all models predict
many terms that are not annotated in the gold standard, leading to a high number of
false positives. Many of the predicted terms do not correspond to any entries in the
gold standard. Figure (5.3) shows the proportion of false positives arising from in-
correct keyword prediction versus incorrect Wikidata QID identification. The reported
percentages indicate that the impact of keyword recognition on the total number of false
positives is substantially greater than that of Wikidata QID identification.

Figure 5.3: Percentage of false positives produced by the LLMs and DBpedia Spotlight.

Furthermore, many textual descriptions frequently contain domain-specific acronyms
such as “LAU" (Local Administrative Unit) and “VC" (Value Chain), which are of-
ten not expanded. Despite this, they have been annotated in the gold standard by the
MOVING expert. The LLMs identify these acronyms, however, they often associate
them with incorrect Wikidata QIDs. For example, they link the acronym “VC" to the
Wikipedia page for “Venture Capital" instead of “Value Chain". Finally, the expert
annotated 306 keywords in the gold standard that refer to specific territorial products,
events, companies, consortia, etc., but do not have a corresponding entry in Wikidata,
e.g., the “Cretan Diet Festival", a festival in Crete dedicated to showcasing award-
winning Cretan products. The LLMs often recognise these keywords and attempt to
find a corresponding Wikipedia page title, even when no such page exists. Since Wiki-
data entries are linked to Wikipedia pages, the absence of a Wikipedia page also means
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there is no corresponding Wikidata entry. As a result, the number of false positives
increases.

Regarding the task recall, some keywords annotated in the gold standard are never,
or only rarely, identified by the LLMs. For example, the keyword population density
(Wikidata QID: Q22856), which appears thirty times in the gold standard, is correctly
identified only by LLaMA3.2 (27 times), Phi-4 (16 times), Mistral 7B (8 times), and
LLaMA2 13B (3 times). This discrepancy may be related to the textual context in which
these keywords occur. For instance, in the sentence "The population density (Inhabi-
tants/km²) in the LAU is 82.56", some LLMs identify the numerical value ("82.56") or
the formula ("Inhabitants/km²") as keywords, rather than recognising the broader con-
cept of population density. Additionally, some LLMs identify only the word population
instead of the full concept "population density".

5.5 Conclusion

In this Chapter, we presented an experiment that investigates the ability of two dif-
ferent strategies to extract keywords from textual descriptions and link them to their
corresponding Wikidata entries: (1) a traditional pipeline combining NLPHub with a
custom Wikidata-linking algorithm, and (2) three LLM-based approaches that lever-
age small open-source LLMs. The overarching objective of this study is select the best
strategy to include in the second module of our automatic workflow to extract keywords
and support the population of a KG.

The dataset used for evaluation consists of textual descriptions of European moun-
tain VCs collected within the MOVING project, created in the first module of this
workflow. A manually annotated gold standard was created to assess the correctness of
both entity recognition and Wikidata QID assignment. As a baseline, we used DBpedia
Spotlight, a state-of-the-art tool for keyword extraction and DBpedia linking.

The first strategy explored the use of NLPHub to extract entities, followed by a
custom algorithm that performs EL through the Wikidata SPARQL endpoint. Initial re-
sults showed that this approach underperformed compared with the DBpedia Spotlight
baseline, mainly due to ambiguities in SPARQL-based disambiguation. However, after
integrating the Wikipedia API into the linking pipeline, the system achieved a slight im-
provement in F1 score compared with the baseline, demonstrating that enriched linking
heuristics can enhance traditional extraction-and-linking workflows, even if the gain
remains modest.

The second strategy explored the use of nine small open-source LLMs - Gemma
2 9b, LLaMA 3 8b, Mistral 7b, Gemma 2 2b, LLaMA 3.2 3b, Phi 3.5, DeepSeek
14b, Phi 4, and LLaMA 2 13b - selected to satisfy the requirements of openness and
compatibility with limited hardware resources. Three LLM-based approaches were
tested:

1. Direct extraction and QID retrieval by the LLMs;

2. LLM extraction combined with a Wikidata SPARQL linking phase;

3. LLM extraction combined with Wikipedia title detection and Wikipedia API-
based QID retrieval.
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While the first approach showed that the LLMs underperformed compared with DB-
pedia Spotlight, subsequent refinements produced substantial improvements. Integrat-
ing the LLMs with the Wikipedia API (third approach) proved especially effective, with
Gemma 2 9b achieving the best overall F1 score.

To further address precision loss due to slight mismatches between LLM-identified
keywords and those in the gold standard, we applied the Jaccard similarity index. This
refinement improved the performance of all models—including DBpedia Spotlight—by
reducing errors related to near-equivalent strings. Nevertheless, the best-performing
model still achieved a relatively low F1 score (0.356 for Gemma 2 9b), highlighting the
inherent difficulty of the task and the challenges involved in accurate keyword recogni-
tion.

Based on the results of our evaluation, we selected the third LLM-based approach
- that is, LLM extraction combined with Wikipedia title detection and Wikipedia API-
based QID retrieval - as the method to be integrated into the Story Structure Building
module. Among the tested models, Gemma 2 9b demonstrated the most robust perfor-
mance and was therefore chosen as the LLM for this module. Once the method was
selected, we developed an algorithm8 designed to apply the second module to all 454
narrative CSV files produced in the first module. The algorithm generated 454 enriched
CSV files as output, each containing: the extracted entities; their corresponding Wiki-
data IRIs; the Wikidata labels (titles); geographic coordinates for spatial entities; and
images retrieved from Wikidata. In total, across the 454 value-chain narratives, the
module identified and linked 2.500 entities.

8https://github.com/EmanueleLenzi92/Story-Structure-Building---Algorithm-for-Entity-Linking
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6.1 Introduction

The Knowledge Graph Creation module represents the third component of the proposed
AI-based automatic workflow. It is the stage at which the 454 narratives, enriched with
entities from the previous module, are transformed into a formally modelled, machine-
interpretable KG.

This module requires an algorithm capable of taking as input a narrative - enriched
with entities, their corresponding Wikidata IRIs, titles, descriptions, images, and ge-
ographical coordinates (for geographical entities) - and constructing a coherent KG,
modelled according to a reference ontology.

The reference ontology for the KG is the Narrative Ontology [7, 66], a vocabulary
developed by CNR-ISTI, which has already been employed in several European re-
search projects, as discussed in Chapter 2. This ontology provides a formal structure
for representing narratives, and it is built as an extension of several reference models:
the ISO standard CIDOC CRM [34], and the de facto standard LRMoo [52], CRM-
Geo [20], and GeoSPARQL [8]. Therefore, the algorithm uses the Narrative Ontology
as its schema, populating its classes and properties with the instances of the narra-
tives. Once populated, the resulting KG is stored in a triplestore, making it available
for querying, visualization, and correlation analyses, which are performed in the fourth
module of the workflow.

This chapter has two main objectives: (1) to describe the key components of the
Narrative Ontology, focusing on the classes and properties to be populated, and, at the
same time, to extend the ontology to enable correlation analysis between the different
narratives; (2) to design and implement the algorithm for creating the KG.

The remainder of this chapter is organized as follows. Section 6.2 presents the Nar-
rative Ontology, outlining its theoretical foundations , and the core classes and prop-
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erties relevant to this study. The section also introduces the extensions developed to
support inter-story correlation analysis. Section 6.3 presents the algorithm designed
to populate the Narrative Ontology, detailing the software extensions implemented to
generate the KG from the enriched narratives, as well as the procedures for graph stor-
age and validation. Finally, Section 6.4 illustrates a concrete example of an instantiated
narrative from the MOVING KG, showing how the narratives are represented in prac-
tice.

6.2 The Narrative Ontology

The Narrative Ontology is a conceptual framework developed by CNR-ISTI, designed
to formally represent narratives in a structured, machine-readable way. In this context, a
narrative is intended as a semantic network of temporal and geospatial events, possibly
associated with multimedia material (e.g. audio and video files, 3D models). The
Narrative Ontology is built around three key components of a narrative [98,115] directly
derived from the Narratology literature: Fabula, Plot, and Narration.

• Fabula represents the chronological sequence of events that make up the story,
independently of how or where it is told.

• Plot is the way the story is structured and presented to the audience, including any
reordering or reshaping of the events for thematic or stylistic purposes.

• Narration refers to the medium and form through which the story is communicated
- for example, a novel, a film, or a digital document.

By separating these components from the media in which narratives appear, the
Narrative Ontology enables narratives to be treated as structured data. This is a ma-
jor difference from traditional digital libraries, which typically catalogue documents
or artefacts without modelling the narrative content they contain. With the Narrative
Ontology, narratives become computable, enabling automated analysis and story com-
parisons.

This level of formalisation enables richer functionality in digital systems. Researchers
from different domains can explore and compare narratives to investigate complex phe-
nomena, for example: a historian may reconstruct the sequence of events leading to a
major historical development; an environmental scientist may compare narratives de-
scribing ecological changes to identify causal patterns; and an agricultural economist
may analyse VC narratives - such as those of mountain regions - to understand how
actors, resources, and socio-economic factors interact over time and space.

The Narrative Ontology was built as an extension of other reference models such as
the ISO standard CIDOC CRM, and some de facto standard, i.e., LRMoo, CRMGeo,
and GeoSPARQL. In the following sections, I briefly describe: (i) the reference models,
(ii) the main classes and properties of the Narrative Ontology useful for this workflow,
and (iii) the extension to the Narrative Ontology we made to allow an inter-story corre-
lation analysis.
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6.2.1 Descriptions of the Reference Models

CIDOC CRM

The CIDOC CRM is a formal ontology developed to support the integration, shar-
ing, and reuse of heterogeneous cultural heritage data. It was created by the Inter-
national Committee for Documentation (CIDOC) of the International Council of Mu-
seums (ICOM) with the aim of enabling semantic interoperability among institutions
such as museums, archives, and research centres. Since December 2006, CIDOC CRM
has been recognised as the international standard ISO 21127.

The Centre for Cultural Informatics (CCI), a specialised unit of the Information
Systems Laboratory (ISL) within the Institute of Computer Science at the Foundation
for Research and Technology – Hellas (FORTH), operates as a competence centre for
CIDOC CRM. It supports the standard through the development and exchange of imple-
mentation know-how, consultancy for researchers and practitioners, and contributions
to its dissemination, maintenance, and evolution [107].

In the CIDOC CRM, the classes represent both physical and conceptual entities,
including people, events, places, physical objects, and information objects, while the
properties define the semantic relationships between them, such as identification, par-
ticipation, or spatial and temporal association. Through this modelling approach, dif-
ferent datasets can be aligned under a shared conceptual framework, preserving the
intended meaning of information across disciplinary and institutional boundaries.

A distinctive feature of CIDOC CRM is its event-centric perspective. Rather than
focusing primarily on static objects, the CIDOC CRM places events at the center of the
representation, allowing entities such as people, places, and objects to be understood
through their participation in historical processes. This approach supports a dynamic
representation of cultural heritage, in which changes, actions, and interactions over time
are explicitly modelled.

In addition to tangible cultural heritage, such as artefacts and monuments, CIDOC
CRM also supports the representation of intangible aspects, including knowledge, cul-
tural practices, and historical interpretations. This makes the model particularly suitable
for capturing the complexity of cultural heritage narratives and contextual information.

Several extensions1 of CIDOC CRM [44,104] were developed and they demonstrate
how the model can be specialised to address particular requirements - such as those for
the archeology domain - without compromising interoperability. The Narrative Ontol-
ogy refers to two CRM extensions: the LRMoo and CRMgeo.

LRMoo

LRMoo [52] is a formal, object-oriented ontology and conceptual model that har-
monises the International Federation of Library Associations (IFLA) Library Reference
Model (LRM) with the CIDOC CRM. It represents the evolution of FRBRoo, align-
ing the consolidated IFLA bibliographic conceptual framework with the semantic and
event-oriented structure of CIDOC CRM to support interoperability across libraries,
archives, and museums.

Through this harmonisation, LRMoo provides a unified semantic framework for
describing bibliographic resources within the broader context of cultural heritage doc-

1https://cidoc-crm.org/collaborations
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umentation. It enables the consistent representation of intellectual creations, their ma-
terial embodiments, and the agents and processes involved in their lifecycle, facilitating
integration between bibliographic, archival, and museum information systems.

In continuity with the bibliographic tradition, LRMoo distinguishes different levels
of abstraction: the Work as an abstract intellectual or artistic creation, the Expression
as its specific realisation, the Manifestation as the physical or digital embodiment pro-
duced according to a common production plan, and the Item as an individual exemplar.
This layered structure separates conceptual content from its material carriers, enabling
precise modelling of both abstract and physical entities.

The core classes of LRMoo include intellectual creations (Work, Expression), mate-
rial embodiments (Manifestation, Item), agents responsible for creative and production
processes, and events such as creation and publication. Together, these components
support a semantically precise and interoperable representation of bibliographic knowl-
edge within the wider cultural heritage domain.

For example, a novel can be modelled as a Work representing the abstract intellectual
creation. This work is realised through an Expression, such as the textual content in a
particular language. The expression is embodied in a Manifestation, for instance a
specific published edition produced by a publisher, and each individual physical or
digital copy corresponds to an Item. Finally, the author is represented as an agent
participating in the creation event through which the work is brought into existence,
rather than being linked to the work by a direct static relationship.

GeoSPARQL and CRMgeo

To represent geospatial information within narratives, the Narrative Ontology relies on
standards developed for spatial data on the Semantic Web. The two main standards in
this context are GeoSPARQL and CRMgeo, which together enable the formal descrip-
tion and querying of geographic information in RDF KGs.

GeoSPARQL is a standard defined by the Open Geospatial Consortium (OGC) that
extends the SPARQL query language with geospatial capabilities. It provides a small
ontology for representing geographic features and geometries, allowing spatial proper-
ties such as coordinates, shapes, and topological relationships to be encoded in RDF.
GeoSPARQL supports multiple geometry encodings, such as Well-Known Text (WKT)
and Geography Markup Language (GML), and defines spatial functions and operators
that can be used in SPARQL queries to perform both qualitative and quantitative spatial
reasoning.

Although GeoSPARQL specifies representations and query mechanisms for geospa-
tial data, it does not provide an explicit modelling approach for integrating such data
with conceptual frameworks such as the CIDOC CRM. For this purpose, the CRMgeo
model was developed, as it provides a bridge between CIDOC CRM and GeoSPARQL.
CRMgeo introduces classes and properties that refine the spatial and temporal aspects
of CIDOC CRM entities, aligning them with the geospatial concepts and topological
relations defined by GeoSPARQL. This linkage makes it possible to embed detailed
spatial descriptions - such as places, spatial extents, and relations among geographic
regions - within the CRM conceptual framework.

In the Narrative Ontology, CRMgeo and GeoSPARQL are used together to enrich
narratives with explicit geospatial knowledge [8]. The Narrative ontology leverages
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6.2. The Narrative Ontology

CRMgeo classes to represent spatial entities and their relations, while GeoSPARQL
provides the vocabulary and query constructs necessary to express and retrieve geomet-
ric information from the KG [87]. By adopting these standards, the Narrative Ontology
can model not only where events occur, but also the spatial relationships between places
and territories mentioned in narratives, enabling advanced geospatial queries and anal-
ysis across the linked dataset.

6.2.2 Main Classes and Properties of the Narrative Ontology

Because the Narrative Ontology is designed as an extension of established standards, it
reuses classes and properties from reference ontologies such as CIDOC CRM, LRMoo,
CRMgeo, and GeoSPARQL, while introducing additional constructs to cover narrative-
specific concepts not addressed in those models. A complete description of the classes
and properties of the Narrative Ontology is available in the official documentation2.

At the core of the ontology are narratives and the events that constitute them. A
narrative is represented as a sequence of temporally and spatially defined events, con-
nected by semantic relations. Figure 6.1 illustrates the main classes and properties
involved in this representation, all of which are centred on the notion of the event as
the fundamental building block. In the figure, classes and properties from the reference
ontologies are shown using their original definitions, rather than their equivalents de-
fined in the Narrative Ontology. Namespace prefixes are used to indicate the ontology
from which classes and properties are defined. In particular, the prefix nont: refers to
classes and properties defined in the Narrative Ontology, while prefixes such as crm:,
crmgeo:, geo:, refer to elements defined in the corresponding reference ontologies
(e.g. CIDOC CRM, CRMgeo, and GeoSPARQL).

The ontology introduces the class nont:Narrative, which represents a nar-
rative understood as an information structure describing a story. This class is de-
fined as a subclass of nont:Information_Object that is equivalent to the class
crm:E73_Information_Object, ensuring compatibility with CIDOC CRM’s
modelling of conceptual and digital information entities. A narrative is therefore treated
as a structured information object rather than simply a document or a medium.

The events are represented with the class nont:Event, equivalent to the
class crm:E5_Event, which is chosen for modelling occurrences in the narra-
tive. Each event is linked to the narrative it belongs to through the property
nont:partOfNarrative. This property makes explicit which events compose a
given narrative, enabling the reconstruction of the fabula as a structured sequence of
events.

Each event may be connected to four main kinds of information sources.
First, the events may be associated with digital or multimedia objects - such as

images, videos, or 3D models - through the property nont:refers_to, equivalent
to the property crm:P67_refers_to. This allows narrative events to be linked to
the media in which they are depicted or described.

Secondly, an event can be linked with a textual description. The Narrative ontology
introduces the property nont:hasDescription, which associates an event with
it encoded as an xsd:string. This enables the integration of event-level textual
content directly within the structured narrative representation.

2https://dlnarratives.eu/ontology.html
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Chapter 6. Knowledge Graph Creation

For third, an event can be linked with their geospatial coordinates. For repre-
senting this, the Narrative Ontolgy uses the class nont:Phenomenal_Place
(equivalent to the class crmgeo:Phenomenal_Place), that is linked
to the event through the property nont:took_place_at (equiva-
lent to the property crm:P7_took_place_at), and is linked to the
class nont:Geometric_Place_Expression (equivalent to the class
crmgeo:Geometric_Place_Expression) through the property
nont:hasGeometry (equivalent to the property crmgeo:hasGeometry).
The geospatial coordinates are represented with the class nont:wktLiteral
(equivalent to the class geo:wktLiteral), linked to the class
nont:Geometric_Place_Expression through the property nont:asWKT
(equivalent to the property geo:asWKT).

Finally, an event can be linked with the entities that take part in it. The partici-
pation of entities in an event is modelled through the class nont:Proposition,
introduced by the Narrative Ontology to represent a statement composed of a sub-
ject, predicate, and object. In this structure, the subject is always the event,
while the object is an entity involved in the event. Entities can be represented
through the classes non:Actor (equivalent to crm:E39_Actor), nont:Place
(equivalent to crm:E53_Place), nont:Physical_Object (equivalent to
crm:E19_Physical_Object), and nont:Propositional_Object (equiv-
alent to crm:E89_Propositional_Object).

The predicate is an owl:ObjectProperty that expresses the semantic role
of the entity. The predicate may be a CIDOC CRM property - such as
crm:P11_had_participant when the object is an actor - or any other role-
specific property depending on the type of entity involved. Through the propositions,
the model can express statements such as “an actor participated in the event” or “an
object was used during the event”, while maintaining full compatibility with CIDOC
CRM semantics.

6.2.3 Definition of a New Property for Inter-Story Correlation Analysis

To support the inter-story correlation analysis implemented in the subsequent module of
our workflow, we introduced a small but essential extension to the Narrative Ontology.
While the original model describes the participation of entities in events through the
class nont:Proposition, this mechanism - although semantically rich - requires
navigating subject–predicate–object structures in order to retrieve all entities associ-
ated with an event. This is not optimal for large-scale automated comparisons among
narratives.

For this reason, we introduced the property nont:hasEntity, which links an
instance of crm:E5_Event directly to the entities involved in it. As shown in Fig-
ure 6.2, this property can relate an event to different types of CIDOC CRM entities,
such as crm:E39_Actor, crm:E53_Place, crm:E19_Physical_Object,
and crm:E89_Propositional_Object. The goal of this modelling choice is
not to replace the more expressive proposition-based representation, but to provide a
simplified access layer that facilitates efficient querying.

By using nont:hasEntity, it becomes possible to retrieve - through a single
property - all events in a narrative involving a given entity. This representation is cru-
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Figure 6.1: Main classes and properties of the Narrative Ontology.

cial for identifying narratives that share actors, places, or objects, enabling inter-story
correlations across different narrative sources.

6.3 An algorithm to Populate the Narrative Ontology

All the knowledge generated and enriched in the previous modules of the workflow
must be transformed into a structured KG compliant with the Narrative Ontology. This
includes the 454 mountain VC narratives, their titles, the textual events identified in
the first module, along with their images, their spatial coordinates, and all the entities
extracted in the second module. The objective of this module is therefore to instantiate
the classes and properties of the Narrative Ontology described in the previous sec-
tion, producing a complete OWL KG that represents narratives in a formal, machine-
interpretable way.

To achieve this goal, we adopted the Java-based software tool3 originally devel-
oped to populate the Narrative Ontology. This tool already supports the creation of
RDF/OWL triples using the Narrative Ontology as its reference schema, automatically
instantiating narratives, events, and their basic relationships. However, in its original

3https://github.com/AIMH-DHgroup/dlnarratives_triplifier/tree/refactor-classes-and-properties
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Figure 6.2: The new property nont:hasEntity that links an event with the entities involved in it.

version, the tool did not support the newly introduced property nont:hasEntity.
Moreover, it lacked a mechanism for associating spatial coordinates with events, i.e.,
for determining how the geographic location of an event should be derived from the
places mentioned within it. We therefore extended the original software to support two
key functionalities. First, we added the nont:hasEntity property, allowing each
event to be directly linked to all entities that participate in it. This extension enables a
simplified and efficient representation of event-entity relationships, which is essential
for subsequent inter-story correlation analysis. Second, we implemented a procedure
for assigning geographic coordinates to events. In particular, when multiple place enti-
ties are associated with a single event, the event is assigned the coordinates of the place
that occurs most frequently within the event’s textual description.

After implementing these extensions, the updated Java software was embedded
within the algorithm of this module. The algorithm takes as input the enriched nar-
ratives produced by the second module of the workflow and exploits the extended Java-
based software to generate the KG of the 454 MOVING narratives in OWL format,
fully compliant with the Narrative Ontology.

6.3.1 Graph Storage in Fuseki and Validation

Once created, the KG was stored on a public Apache Jena Fuseki server [1]. Fuseki was
selected as the triplestore solution because it is free, open source, and widely adopted
within the Semantic Web community. Its extensive documentation and active user base
make it a reliable and sustainable choice for managing and publishing RDF and OWL
KGs. Apache Jena Fuseki provides a SPARQL endpoint4 that enables direct access
to the data stored in the KG. This allows users and applications to perform SPARQL
queries, supporting data exploration, analysis, and integration with external tools and
services. The use of a standard triplestore also ensures compliance with Semantic Web
best practices and facilitates interoperability with other RDF-based systems.

The final MOVING KG consists of 519.053 RDF triples. Each narrative is mod-
elled as a distinct subgraph within the global graph, corresponding to one of the 454
mountain VC narratives. This modelling choice preserves the identity of each narrative

4https://tool.dlnarratives.eu/Moving_454_Storymaps/Workflow/sparql.html
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while allowing cross-narrative querying and comparison at the graph level.
To ensure the logical consistency and correctness of the generated KG, we employed

a semantic reasoner—i.e., a tool designed to infer implicit knowledge and detect logical
inconsistencies based on a formal ontology. Specifically, we used Openllet [48], an
open-source OWL reasoner, to perform several validation tasks. These tasks included:

• (i) verifying that the KG is logically consistent and free from contradictions;

• (ii) confirming that the class hierarchy conforms to the structure defined by the
extended Narrative Ontology;

• (iii) evaluating the correctness and feasibility of executing complex SPARQL
queries over the graph.

Openllet successfully validated all these aspects, confirming the correctness of the
ontology population process and the suitability of the KG for subsequent inter-story
correlation analysis in the next module of the workflow.

6.4 A Narrative Instance in the MOVING Knowledge Graph

Figure 6.3 shows a concrete example of how a single narrative and its related elements
are instantiated in the KG according to the Narrative Ontology. The figure depicts one
of the MOVING mountain VC narrative events and illustrates how ontology classes
are populated with individual instances and linked via their corresponding properties.
In the figure, classes and properties from the reference ontologies (i.e., CIDOC CRM,
GeoSPARQL, CRMgeo) are shown using their original definitions rather than their
equivalents defined in the Narrative Ontology, to facilitate reader interpretation.

The narrative itself is instantiated as an individual of the class nont:Narrative,
identified by the IRI https://dlnarratives.eu/narrative/N2851 . This
instance represents the narrative describing the VC “DOP Honey and other
bee products”, which is provided as a human-readable label through the prop-
erty rdfs:label. As an instance of crm:E73_Information_Object,
the narrative acts as the conceptual container for the events and entities that
constitute the story. The narrative is linked to one of its constituent events
through the property nont:partOfNarrative. The event is instantiated
as an individual of crm:E5_Event and is uniquely identified by the IRI
https://dlnarratives.eu/narrative/N2851/event/ev2 . This IRI
identifies a specific event described within the narrative. The event is associated with
a title modelled as an instance of crm:E41_Appellation, linked via the CIDOC
CRM property crm:P1_is_identified_by. In this case, the event title "Moun-
tain Landscape and Reference Chains" refers to the reference mountain landscape.

The textual content describing the event is attached through the property
nont:hasDescription. This description corresponds to the textual explanation
of the reference mountain VC, stating that the Apuan Alps are the reference moun-
tain chain and that the reference municipality is Mulazzo, a municipality in Tuscany
(Italy). This textual description is stored as an xsd:string. The title of this event is
“Mountain landscape and reference chains” and is represented using the CIDOC CRM
class crm:E41_Appellation, with its human-readable form provided through the
property crm:P3_has_note.
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Chapter 6. Knowledge Graph Creation

The event instance is also connected to a multimedia resource through the CIDOC
CRM property crm:P67_refers_to. The referenced resource is instantiated as an
individual of crm:E73_Information_Object and, in this instance, corresponds
to the image of the reference mountain chain associated with the event.

Entities involved in the event are directly linked using the property
nont:hasEntity. In the illustrated example, the event is associated with
multiple entity instances of different CIDOC CRM classes. These include an instance
of crm:E19_Physical_Object representing the Apuan Alps mountain range,
identified through its Wikidata IRI, and an instance of crm:E53_Place representing
the Italian municipality of Mulazzo, also identified by a Wikidata IRI. Each entity
instance is further enriched with labels and comments that provide human-readable
names and contextual descriptions.

Finally, the event is associated with the coordinates of the place Mulazzo e.g.
POINT (44.31 9.89). This choice is derived from the spatial grounding strategy adopted
by the Java-based software, which assigns an event the coordinates of the place entity
that occurs most frequently in its textual description. Since Mulazzo is the most fre-
quently mentioned place in the event description, its coordinates are used to represent
the event’s geographic location in the KG.

Figure 6.3: Instances of the MOVING narrative titled "DOP Honey and other bee products".
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6.5 Conclusion

This Chapter presented the third module of the proposed automatic workflow, dedicated
to the creation of the KG structured as formal narratives.

First, the Narrative Ontology was introduced as the reference model for representing
narratives and events in a formal, machine-interpretable manner. The core classes and
properties relevant to this work were described, together with their alignment with es-
tablished standards such as CIDOC CRM, LRMoo, CRMgeo, and GeoSPARQL. In ad-
dition, a lightweight extension of the ontology was proposed through the introduction of
the property nont:hasEntity, specifically designed to support efficient inter-story
correlation analysis.

Second, the algorithm and software extensions for populating the Narrative On-
tology were presented. These extensions enable the automatic transformation of the
narratives about the 454 MOVING VCs into an OWL-compliant KG.

The storage of the resulting KG in an Apache Jena Fuseki triplestore was described,
along with its validation for logical consistency using an OWL reasoner. The availabil-
ity of a SPARQL endpoint makes the generated KG directly and freely accessible for
querying, exploration, and analysis.

We developed a dedicated script that automates all the processes described in this
third module.5

The next chapter introduces the fourth module of the workflow, which focuses on
visualising the knowledge stored in the graph and enabling inter-story correlation anal-
ysis. In particular, it presents the tools and interfaces developed to explore the narrative-
based KG and to perform correlation analyses across the narratives stored in the triple-
store.

5https://github.com/EmanueleLenzi92/Automatic_KnowledgeGraph_and_Storymap_Creation
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CHAPTER7
Visualisation and Data Analysis

7.1 Introduction

The Visualisation and Data Analysis module constitutes the fourth component of the
proposed AI-based automatic workflow. Once the narratives have been formally rep-
resented and stored in a KG, the knowledge must be made accessible, interpretable
to users, and analytically exploitable. This module addresses this requirement by en-
abling both the visualisation of the stored narratives and the execution of inter-story
correlation analyses across the 454 MOVING VC narratives.

The KG generated in the previous module is stored in a triplestore, specifically
Apache Jena Fuseki, which provides a SPARQL endpoint for querying the data. This
endpoint provides the technical foundation for the fourth module, enabling structured
access to the narratives, their events, and the entities involved. This module, through
SPARQL queries, performs two complementary functions. First, it retrieves and vi-
sualises the knowledge encoded in the graph, supporting the exploration of individual
narratives and their internal structure. Second, it enables the identification of similar-
ities, shared patterns, and correlations across different narratives based on the entities
that participate in the stories.

For the visualisation purpose, I contributed to the development of the Story Map
Building and Visualising Tool (SMBVT)1 [6]. SMBVT is a tool that allows (1) creating
and updating the narrative KGs through a user-friendly and semi-automatic interface,
and (2) visualising the knowledge stored in the KGs in the form of story maps. Story
maps are online, interactive geographic maps enriched with multimedia content such
as text, pictures, videos, and data, whose aim is to tell a story across a territory.

For the analysis purpose, I contributed to defining and implementing some prede-

1https://github.com/AIMH-DHgroup/smbvt
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fined SPARQL queries for inter-story correlation analysis based on the requirements
collected from the MOVING experts.

This chapter is structured as follows: Section 7.2 describes SMBVT and its role
within this module of the workflow, focusing on how the knowledge stored in the graph
is visualised as story maps and how experts can interact with and refine the automati-
cally generated narratives. It also provides an example of a MOVING narrative visu-
alised as a story map. Section 7.3 focuses on the module’s data analysis capabilities,
describing the requirements collected from MOVING experts, the definition of pre-
defined SPARQL queries for inter-story correlation analysis, and the implementation
of a web-based interface to enable these analyses. Finally, Section 7.4 provides the
conclusions.

7.2 Data Visualisation with SMBVT

This section presents the visualisation component of the fourth module, centred on
SMBVT. The goal of this part of the module is to make the knowledge stored in the
graph accessible through an intuitive, narrative-oriented visual representation, while
also enabling expert-driven refinement of the automatically extracted data in the previ-
ous modules of the workflow.

7.2.1 Description of SMBVT

SMBVT is an open-source, web-based software designed to create narratives in a semi-
automatic way and visualise them as story maps, supported by Semantic Web tech-
nologies. Narratives created with SMBVT are modelled according to the Narrative
Ontology, described in the previous chapter, ensuring semantic consistency and inter-
operability with the KG generated in the workflow.

SMBVT was specifically developed to enable users without expertise in Semantic
Web technologies or advanced technical skills to create narratives in an intuitive and
semi-automatic way. To this end, it provides a user-friendly web interface for creating
and managing narratives and their constituent events.

Through this interface, users can define a narrative and progressively add its events.
For each event, users can specify the event title, a textual description, temporal in-
formation (begin and end dates), the Wikidata entities participating in the event (e.g.,
people, organisations, objects, places, concepts, and works), the primary source of the
information, associated digital objects (such as web pages or audio files), multimedia
content (images and videos), and the geographic location of the event, which can be
represented either as a single point or as a polygon.

Once a narrative has been created, SMBVT automatically generates a corresponding
KG, making all collected data available in accordance with the FAIR principles and
the Linked Open Data paradigm. The resulting KG is published in the Apache Jena
Fuseki triplestore described in the previous chapter, where it can be accessed through a
SPARQL endpoint.

After a narrative has been created and published, SMBVT can retrieve it from the
triplestore for two main purposes: (1) to access the narrative components within the
SMBVT interface in order to modify its content, and (2) to visualise the narrative as a
story map in order to explore its contents in an accessible way.
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To retrieve a narrative, SMBVT performs a SPARQL query against the Fuseki end-
point, dynamically extracting the narrative and its elements from the KG. These ele-
ments include the events that compose the narrative, their associated multimedia con-
tent, geographic coordinates, and the entities that participate in the narrative. The re-
sults of the SPARQL query are returned in JSON format.

For narrative editing, the JSON data are used to populate the fields of the SMBVT
web interface. Users can then modify the narrative’s content by editing the correspond-
ing fields and republishing the updated KG to the Fuseki triplestore.

For visualisation purposes, the same JSON data retrieved via SPARQL is also used
as input to a JavaScript-based library specifically developed to render narratives as story
maps. The story map provides an accessible, intuitive visual representation of the con-
tent in the KG, allowing users to explore all elements of a narrative, such as events,
locations, entities, and multimedia resources.

The next section discusses the importance of using story maps to support narrative-
based representations of territorial data, such as those collected by the MOVING project,
focusing on their role as an effective visualisation paradigm for geographically grounded
narratives.

7.2.2 Story Maps

Maps have always geographically supported stories and storytelling, especially in rep-
resenting the geospatial components of narratives, e.g., places mentioned in a story, a
particular territory’s influence on an author, and geographic space descriptions that can
themselves be the focus of a story [17]. Despite the importance of integrating emotional
dimensions in maps being now widely recognised [53], a map in itself is a rationalised
geospatial representation that is very limited in conveying emotions. There is a percep-
tual gap between the territory and its map in narratives, which has long been analysed
within Korzybski’s General Semantics [55]: A perceptive cartographic challenge for a
map is when it tries to represent also life, emotions, reality, fiction, legends, and expec-
tations associated with the described territory. As for digital maps, this challenge could
be addressed by enriching geographic locations with media that convey emotional mes-
sages, e.g., digital audio/video to describe the overall territorial complexity.

Story maps are a technical solution to fill the gap between a territory and its map
in narratives. They are computer science realisations of narratives, presented through
interactive online maps enriched with text, pictures, videos, data, and other multimedia.
In addition, story map visualisations provide an accessible way to explore the content
of a narrative stored in a KG. Story maps function as an interface for navigating and
inspecting the data contained in the graph. They allow stakeholders, project experts,
and members of the general public to access all elements of a story - such as events,
locations, entities, and multimedia resources - in an intuitive and engaging manner. By
lowering the technical barrier to accessing structured semantic data, story maps play a
key role in making the knowledge encoded in the KG understandable and usable by a
broad range of users.

7.2.3 Visualisation of the 454 MOVING Narratives Using SMBVT

In the previous module of the automatic workflow, the KG representing the 454 narra-
tives on the MOVING mountain VCs was created. The KG is modelled according to
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the Narrative Ontology and stored in the Apache Jena Fuseki triplestore.
In the fourth module of the workflow, SMBVT is employed to interact with this KG.

In particular, SMBVT is used for two main purposes. First, it is used by MOVING
domain experts to review, validate, and, when necessary, modify the automatically gen-
erated narratives. Through the user-friendly web interface provided by SMBVT, the
MOVING experts reviewed the knowledge generated by the previous modules of the
workflow and verified the correctness of the extracted events, their textual descriptions,
the entities participating in each event, and the geographic coordinates associated with
them. In addition, experts could enrich the narratives by adding multimedia content,
such as videos, alongside the images already included in each event.

Figure 7.1 shows the SMBVT building interface displaying the event entitled “Moun-
tain landscape and reference chain”, belonging to the narrative “Chestnut flour coming
from the rediscovered chestnut cultivation activities in the area”. At the top of the inter-
face, control buttons allow MOVING experts to manage events, including creating new
events beyond those generated automatically by the workflow, saving changes, and pub-
lishing the updated narrative. On the left-hand side, the interface displays the entities
that MOVING experts can associate with the selected event. The central area contains
the form populated with the event data automatically generated by the workflow for the
event “Mountain landscape and reference chain”. On the right-hand side, the list of all
events automatically created for the narrative is displayed, allowing experts to select,
explore, reorder, and modify each event.

Figure 7.1: SMBVT web interface showing the event “Mountain landscape and reference chain” of a
MOVING narrative.

Second, SMBVT is used to visualise the 454 MOVING narratives as story maps.
This visualisation provides an accessible representation of data that were originally
available only as unstructured textual data in the CSV file and the raw textual reports
created within the MOVING project. By presenting the narratives as interactive story
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maps, SMBVT enables experts, stakeholders, and the general public of the MOVING
community to explore their content intuitively and comprehensively.

Figure 7.2 shows the story map visualisation of the event “Mountain landscape and
reference chain” from the MOVING narrative “Chestnut flour coming from the redis-
covered chestnut cultivation activities in the area”. On the right-hand side, the map
shows the event’s location, corresponding to the geographic coordinates of Stazzema.
On the left-hand side, the map is enriched with all the information automatically ex-
tracted by the workflow and stored in the KG, including the event title, textual descrip-
tion, event image, and entities participating in the event.

All 454 story maps are publicly available and can be accessed via an online interac-
tive map we created 2. Each pin on the map represents one of the 454 VC narratives.
By clicking on a pin, users are redirected to the corresponding story map.

Figure 7.2: Story map visualisation of a MOVING narrative event.

7.2.4 An Example of a MOVING Narrative Visualised as Story Map

To illustrate how SMBVT visualises a complete narrative as a story map, this subsection
presents an example drawn from the MOVING VC related to Canarian gofio 3. Gofio is
a traditional flour made from toasted cereals (such as wheat or maize), widely consumed
in the Canary Islands and deeply embedded in the region’s cultural and agricultural
heritage. This VC is particularly suitable for demonstrating the capabilities of story
map visualisation, as its narrative spans multiple spatial scales, from a national context
to local production areas and, finally, to international distribution.

The narrative associated with the gofio VC is composed of several events. Some
of these events are associated with similar geographic extents and therefore result in

2https://tool.dlnarratives.eu/Moving_454_Storymaps/
3https://dlnarratives.moving.d4science.org/horizontalstorymap/?id=N3066&user=moving.
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comparable map zoom levels. For clarity, this subsection focuses on four representa-
tive events that exhibit distinct spatial scales and, consequently, different levels of ge-
ographic zoom. Figure 7.3 shows the story map visualisations corresponding to these
four events. Each event in the figure is enriched with its own multimedia content and
the entities participating in it, as extracted and stored in the KG.

The first event of the narrative, entitled “Gofio Canario”, provides a general overview
of the VC at the national level. Accordingly, the story map displays Spain as the ge-
ographic reference, situating the narrative within its broader national context. This
event introduces the historical evolution of gofio production, from pre-Hispanic man-
ual processing to modern electric mills, and outlines the main phases of the production
process, as well as its current distribution channels.

The second event, entitled “Mountain landscape and reference chains”, narrows
the spatial focus to the Canary Islands. At this stage, the story map zooms in on the
archipelago, visually emphasising the regional scale of the VC. The event highlights
Gran Canaria as the reference mountain chain and identifies Telde as the reference mu-
nicipality, underlining the economic and socio-cultural importance of gofio production
for the Canary Islands as a whole.

In the third event, “Key local assets”, the visualisation further refines the geographic
scale by focusing on specific local territories. The story map zooms in on the area of
Telde, where significant heritage assets related to gofio production are located, such
as historical mills recognised as Assets of Cultural Interest. This event illustrates how
local initiatives, protected areas, and cultural heritage sustain the VC, while also re-
vealing paradoxes arising from the external origins of much of the raw material used in
production.

Finally, the concluding event widens the spatial perspective once again, showcasing
multiple locations beyond the Canary Islands. The story map visualises the interna-
tional diffusion of gofio by highlighting the countries and regions where the product
has spread over time, including parts of South America, Africa, and North America.

Overall, this example demonstrates how story map visualisation supports the explo-
ration of narratives that unfold across multiple spatial scales. By dynamically adjusting
the geographic zoom to the event being explored, SMBVT enables users to intuitively
follow the narrative’s territorial dimension, from broad contextual settings to specific
local places and, finally, to global connections.

7.3 Data Analysis

In addition to the visualisation functionalities described in the previous section, the
knowledge extracted from the Fuseki endpoint in the fourth module enables the execu-
tion of inter-story correlation analyses based on shared entities.

This section focuses on the data analysis capabilities enabled by the fourth module of
the workflow. The goal is to support the comparison of narratives and the identification
of shared patterns across the 454 MOVING VC stories stored in the KG, based on the
entities involved.
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Figure 7.3: Story map visualisation of the MOVING gofio VC, showing a progressive territorial zoom
across four narrative events.

7.3.1 Requirements for Data Analysis

To define meaningful analytical functionalities, a series of meetings was conducted with
MOVING project experts and relevant stakeholders. The objective of these meetings
was to understand how the KG could be queried to support their analytical needs and
to identify which types of information could be inferred from the graph, but were not
directly present in the original CSV file or in the textual reports.

This requirements elicitation process highlighted the importance of using entities
as the primary drivers for inter-story correlation analysis. In particular, the experts
emphasised the need to identify similarities and shared characteristics across VCs to
support comparative reasoning and policy-oriented insights.

As a result of this process, three main requirements for data analysis were identified:

• R1 – Identification of VCs sharing environmental characteristics or issues.
Experts expressed the need to retrieve VCs located in territories with common
environmental features (e.g., rivers, lakes, or mountain areas) or facing similar en-
vironmental or socio-territorial challenges, such as deforestation, land abandon-
ment, or depopulation. This requirement aims to support cross-territorial analysis
of shared vulnerabilities and contextual conditions.

• R2 – Retrieval of value chains that produce products with quality certifica-
tions. Another key requirement concerns the identification of VCs associated with
products holding quality certifications, such as Protected Designation of Origin
(PDO) or organic (BIO) labels. This type of analysis is relevant for assessing the
distribution of certified products across territories and for supporting evaluations
related to sustainability, market positioning, and policy incentives.

• R3 – Identification of VCs exploiting similar resources. Experts also high-
lighted the need to retrieve VCs that exploit the same natural or material resources
(e.g., water or wood) to produce different goods or services. This requirement
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supports the comparative analysis of resource-use strategies and enables the ex-
ploration of alternative or competing uses of shared resources across different
VCs.

These three requirements guided the definition of the predefined SPARQL queries
presented in the next subsection.

7.3.2 Definition of Predefined Queries

Based on the requirements collected from MOVING experts and stakeholders described
in the previous subsection, a set of predefined SPARQL queries was designed and im-
plemented to support inter-story correlation analysis across the 454 MOVING VC nar-
ratives stored in the KG.

The objective of these queries is to enable the identification of shared patterns among
narratives that are not explicitly present in the original textual data but can be inferred
from the semantic structure of the KG. In particular, the queries are designed to re-
trieve and correlate narratives based on the entities involved in their events, such as
environmental features, resources, products, certifications, or territorial characteristics.

To this end, four predefined SPARQL queries were implemented. The queries ex-
ploit the formal model of the KG, defined by the Narrative Ontology, and rely on its
classes and properties to retrieve entities across different narratives. A key role is played
by the property hasEntity, introduced and discussed in the previous chapter, which
links entities to the events of a narrative. By relying on this property, it is possible to
retrieve all entities participating in each narrative’s events and, consequently, identify
narratives that share common entities.

The following subsubsections present the four predefined queries in detail. For each
query, the corresponding SPARQL formulation is provided and explained.

Query 1: Retrieving Narratives by Entities

The first predefined query is a generic query that retrieves all narratives in which a
given entity appears. By selecting a specific entity, the query identifies all MOVING
narratives whose events involve that entity, thereby enabling a first level of inter-story
correlation based on shared semantic components.

The SPARQL query is reported below:

Listing 7.1: SPARQL Query 1
PREFIX non t : < h t t p s : / / d l n a r r a t i v e s . eu / o n t o l o g y #>
PREFIX ecrm : < h t t p : / / e r l a n g e n −crm . org / c u r r e n t / >
PREFIX r d f s : < h t t p : / / www. w3 . org / 2 0 0 0 / 0 1 / r d f −schema#>

SELECT DISTINCT ? n a r r a t i v e ? n a r r a t i v e L a b e l ? l i n k
WHERE {

? e v e n t non t : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? n a r r a t i v e r d f s : l a b e l ? n a r r a t i v e L a b e l .
? n a r r a t i v e ecrm : P 4 8 _ h a s _ p r e f e r r e d _ i d e n t i f i e r ? l i n k .
? e v e n t non t : h a s E n t i t y <"+ e n t i t y +"> .

}
ORDER BY ? n a r r a t i v e L a b e l

This query returns three elements for each matching narrative: (i) the IRI of the
narrative, (ii) the narrative title, and (iii) a link associated with the narrative, i.e. a link
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to the story map generated by SMBVT, allowing users to directly access and explore
the retrieved narratives.

From a modelling perspective, the query leverages both the Narrative Ontol-
ogy and the CIDOC CRM. The Narrative Ontology is used to navigate the narra-
tive structure, in particular through the properties crm:partOfNarrative, which
links events to their corresponding narratives, and nont:hasEntity, which as-
sociates events with the entities participating in them. The CIDOC CRM property
crm:P48_has_preferred_identifier is instead used to retrieve an identifier
for each narrative, which is employed here as a reference link to its story map.

The core filtering mechanism of the query is based on the property
nont:hasEntity. By constraining this property to a specific entity, the query re-
trieves only those narratives whose events are linked to that entity. This mechanism
enables the identification of narratives that share common actors, locations, resources,
or other relevant concepts, thereby serving as a fundamental building block for inter-
story correlation analysis.

The expression <"+entity+"> denotes a placeholder for the IRI of a specific
entity.

Query 2 – Retrieving Events by Entity

The second predefined query refines the correlation analysis by increasing the level of
granularity. While the first query retrieves narratives that share a given entity, this query
focuses on individual narrative events, allowing the identification of all events in which
a selected entity appears.

By returning events rather than entire narratives, this query allows for a more fine-
grained analysis of how entities participate in specific moments of the stories, support-
ing more detailed inter-story correlation analyses based on shared entities at the event
level.

The SPARQL query is reported below:

Listing 7.2: SPARQL Query 2
PREFIX non t : < h t t p s : / / d l n a r r a t i v e s . eu / o n t o l o g y #>
PREFIX ecrm : < h t t p : / / e r l a n g e n −crm . org / c u r r e n t / >
PREFIX r d f s : < h t t p : / / www. w3 . org / 2 0 0 0 / 0 1 / r d f −schema#>

SELECT ? n a r r a t i v e ? n a r r a t i v e L a b e l ? l i n k ? e v e n t L a b e l s
WHERE {

? e v e n t non t : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? n a r r a t i v e r d f s : l a b e l ? n a r r a t i v e L a b e l .
? n a r r a t i v e ecrm : P 4 8 _ h a s _ p r e f e r r e d _ i d e n t i f i e r ? l i n k .
? e v e n t ecrm : P 1 _ i s _ i d e n t i f i e d _ b y ? i r i t i t l e .
? i r i t i t l e ecrm : P3_has_no te ? e v e n t L a b e l s .
? e v e n t non t : h a s E n t i t y <"+ e n t i t y +"> .

}

This query returns four elements for each matching narrative: (i) the IRI of the
narrative, (ii) the narrative title, (iii) the link of the corresponding story map, and (iv)
the title of the event.

For retrieving the narrative, its title, and the link to the corresponding story map,
this query follows the same approach as Query 1. For what concerns the events,
they are linked to their parent narratives through the nont:partOfNarrative
property. The event title is retrieved by exploiting the CIDOC CRM property
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crm:P1_is_identified_by, which retrieves the IRI of the title. Then, its tex-
tual label is found via the crm:P3_has_note property.

As in the previous query, the nont:hasEntity property is used to filter the re-
sults, selecting only those events in which the specified entity participates. The place-
holder <"+entity+"> represents the IRI of the selected entity and enables the dy-
namic execution of the query for different entities.

Query 3 – Retrieving Related Entities (Co-occurrence within Events) by an Entity

The third predefined query supports a co-occurrence analysis by retrieving, for each
event in which a selected entity appears, the set of other entities that co-occur in that
event. In other words, given an input entity IRI, the query identifies which additional
entities are mentioned alongside it in the narrative events, thus providing a finer-grained
view of inter-entity associations within the stories.

The SPARQL query is reported below:

Listing 7.3: SPARQL Query 3
PREFIX r d f s : < h t t p : / / www. w3 . org / 2 0 0 0 / 0 1 / r d f −schema#>
PREFIX non t : < h t t p s : / / d l n a r r a t i v e s . eu / o n t o l o g y #>
PREFIX ecrm : < h t t p : / / e r l a n g e n −crm . org / c u r r e n t / >
SELECT ? n a r r a t i v e L a b e l (GROUP_CONCAT( ? l a b e l E n t i t y ; s e p a r a t o r = ’ , ’ ) a s ?

g r o u p E n t i t i e s ) ? e v e n t L a b e l s ? l i n k ? e v e n t

WHERE {
? e v e n t non t : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t non t : h a s E n t i t y <"+ e n t i t y +" >.
? e n t i t y r d f s : l a b e l ? l a b e l E n t i t y .
? n a r r a t i v e ecrm : P 4 8 _ h a s _ p r e f e r r e d _ i d e n t i f i e r ? l i n k .
? n a r r a t i v e r d f s : l a b e l ? n a r r a t i v e L a b e l .
? e v e n t ecrm : P 1 _ i s _ i d e n t i f i e d _ b y ? i r i t i t l e .
? i r i t i t l e ecrm : P3_has_no te ? e v e n t L a b e l s .

minus {
? e n t i t y non t : i s E n t i t y O f ? e v e n t . f i l t e r ( ? e n t i t y = <"+ e n t i t y +"> )

}
}

group by ? n a r r a t i v e L a b e l ? e v e n t L a b e l s ? l i n k ? e v e n t o r d e r by ? n a r r a t i v e L a b e l

The query returns five elements: (i) the narrative title, (ii) the link to the narrative
story map, (iii) the event IRI, (iv) the event title, and (v) a concatenated string contain-
ing the labels of the entities that co-occur with the selected entity in that event.

As in Query 2, the narrative and its label are retrieved by linking each ?event
to the corresponding ?narrative through nont:partOfNarrative, and by
extracting the narrative label via rdfs:label. The story map link is obtained
through the CIDOC CRM property crm:P48_has_preferred_identifier.
The event title is also retrieved as in Query 2, by following the identification
pattern crm:P1_is_identified_by and extracting the textual note through
crm:P3_has_note.

The entity-based filtering is performed, as in the previous queries, using the property
nont:hasEntity.

The main addition introduced by this query is the use of GROUP_CONCAT to aggre-
gate, for each event, the labels of all entities associated with that event into a single
field. Specifically, (GROUP_CONCAT(?labelEntity ; separator=’, ’)
as ?groupEntities) collects the labels of the entities retrieved for the event,
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producing a compact representation of the event’s co-occurring entities. This is par-
ticularly useful for correlation analysis, as it enables immediate inspection of which
entities tend to appear together within the same narrative segment (i.e., the event).

Finally, the MINUS block is used to exclude the selected entity from the aggregated
list, preventing it from being redundantly included among its own related entities.

Query 4 – Retrieving the Number of Occurrences of Entities by an Entity

The fourth predefined query supports a quantitative form of inter-story correlation anal-
ysis. Given a selected entity, the query retrieves the number of occurrences of that
entity across the MOVING narratives stored in the KG. In this context, an occurrence
corresponds to the presence of the selected entity in at least one event belonging to a
narrative.

The SPARQL query is reported below:

Listing 7.4: SPARQL Query 4
PREFIX r d f s : < h t t p : / / www. w3 . org / 2 0 0 0 / 0 1 / r d f −schema#>
PREFIX non t : < h t t p s : / / d l n a r r a t i v e s . eu / o n t o l o g y #>
PREFIX ecrm : < h t t p : / / e r l a n g e n −crm . org / c u r r e n t / >
SELECT (COUNT ( ? n a r r a t i v e ) a s ? t o t a l E n t i t i e s ) ? n a r r a t i v e ? n a r r a t i v e L a b e l ? l i n k

WHERE {
? e v e n t non t : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? n a r r a t i v e r d f s : l a b e l ? n a r r a t i v e L a b e l .
? n a r r a t i v e ecrm : P 4 8 _ h a s _ p r e f e r r e d _ i d e n t i f i e r ? l i n k .
? e v e n t non t : h a s E n t i t y <"+ e n t i t y +" >.
}
group by $ n a r r a t i v e ? n a r r a t i v e L a b e l ? l i n k

The query returns four elements: (i) the narrative IRI, (ii) the narrative title, (iii) the
link to the narrative story map, and (iv) the number of occurrences of an entity in the
narrative.

This query works in a similar way to the previous one for the retrieval of narratives,
events, and entities. In addition to the other queries, this query computes a numerical
value, namely the total number of occurrences of the selected entity, by counting how
many times the narrative is retrieved in relation to events that include the entity. This is
achieved using the SPARQL COUNT aggregation function.

7.3.3 Implementation of a Web Interface for Inter-story Correlation Analysis

To enable domain experts to perform inter-story correlation analyses without requiring
knowledge of the SPARQL query language and Semantic Web technologies, a dedi-
cated web-based interface was implemented as part of the fourth module of the work-
flow. The primary objective of this interface is to make the predefined SPARQL queries
described in the previous section accessible and usable through an intuitive interaction
paradigm.

The interface is implemented using standard web technologies. The front-end is
developed using HyperText Markup Language (HTML) and Cascading Style Sheets
(CSS), which are responsible for the visualisation and styling of the user interface. The
back-end is implemented in PHP and is responsible for handling the communication
with the Apache Jena Fuseki SPARQL endpoint, where the KG containing the 454
MOVING VC narratives is stored.
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From a functional perspective, the interface allows users to select one of the four
predefined SPARQL queries, each corresponding to a different type of inter-story cor-
relation analysis. Once a query type is selected, the system automatically runs an initial
SPARQL query against the Fuseki endpoint to retrieve all entities that participate in the
events of the 454 narratives stored in the KG. For each entity, the query retrieves its
Wikidata IRI and its descriptive metadata.

The retrieved entities are then populated into a select input field within the inter-
face. This allows experts to choose an entity of interest without manually specifying
its identifier. After an entity is selected, the system performs a second SPARQL query,
corresponding to the predefined query previously selected by the user. In this query, the
Wikidata IRI of the selected entity is used as a filtering parameter, enabling the retrieval
of narratives that involve the chosen entity.

The query results are presented to the user in a tabular format. To support read-
ability and exploration of the results, the interface integrates the DataTables.js4

library. This allows users to sort, browse, and further filter the retrieved narratives us-
ing textual search fields, for instance, by dynamically filtering narrative titles based on
user-provided keywords.

Through this web interface, the analytical capabilities of the Visualisation and Data
Analysis module are presented in a user-friendly manner, enabling experts, stakehold-
ers, and non-technical users to explore correlations among the MOVING narratives
without direct interaction with the underlying SPARQL queries or the KG.

Figure 7.4 shows an example of the web interface configured to retrieve narratives by
entity. In this case, the selected entity is PDO, a quality policy of the European Union.
The interface displays all the MOVING narratives among the 454 VC stories stored
in the KG that involve the selected entity. The resulting list includes, for instance,
the narrative describing the Trento DOC wine VC, which represents a PDO-certified
product, as well as the narrative related to the Corsican chestnut flour VC in France,
which is also PDO-certified. Each result links directly to the corresponding story map,
enabling immediate access to the narrative visualisation.

Figure 7.4: Web interface for retrieving MOVING narratives by entity.

4https://datatables.net/
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7.4 Conclusion

This chapter presented the fourth module of the proposed automatic workflow, dedi-
cated to the visualisation and data analysis of the KG generated from the 454 MOVING
VC narratives.

First, the chapter described the integration of SMBVT within the workflow. SMBVT
was employed to visualise the knowledge stored in the graph as story maps, providing
an accessible and narrative-oriented representation of the data. In addition, the tool en-
ables MOVING experts to review, validate, and, when necessary, modify the narratives
and their associated events, entities, and multimedia content that were automatically
extracted and stored in the KG by the workflow’s previous modules.

Second, the chapter introduced the data analysis capabilities of the fourth module.
Based on the requirements collected from MOVING experts and stakeholders, a set
of predefined SPARQL queries was designed to support inter-story correlation anal-
ysis across the 454 narratives. These queries exploit the Narrative Ontology and the
entity-based structure of the KG to identify shared patterns, common entities, and rela-
tionships among different VCs.

Finally, to make these analytical capabilities accessible to non-technical users, a
web-based interface was implemented in the fourth module. The interface allows ex-
perts to perform correlation analyses by selecting predefined queries and entities of
interest, without requiring any knowledge of the SPARQL query language. In this way,
the module bridges the gap between the formal knowledge representation in the graph
and its practical use by domain experts.

The next chapter will address the final module of the workflow, focusing on its
evaluation and validation.
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8.1 Introduction

The Workflow Assessment module constitutes the fifth and final component of the pro-
posed AI-based automatic workflow. While the previous modules focus on the trans-
formation of unstructured textual data into narratives, their formal representation in a
KG, and the visualisation and analysis of the resulting knowledge, this module is de-
voted to the systematic evaluation of the overall workflow. Therefore, the primary goal
of this module is to assess whether the KG generated from the MOVING data can ef-
fectively support the discovery of new knowledge beyond what is explicitly available
in the original data sources. In particular, this evaluation focuses on verifying whether
the narrative-based KG enables meaningful retrieval, comparison, and inter-story cor-
relations across the 454 MOVING value chain (VC) narratives. To this end, a set of
representative use cases is defined to reflect the realistic analytical needs of MOVING
experts and stakeholders. These use cases are designed to capture scenarios in which
new insights can be derived from querying the KG, such as identifying VCs that share
specific characteristics, resources, or challenges. For each use case, a SPARQL query
is implemented and executed against the Apache Jena Fuseki SPARQL endpoint host-
ing the KG created through the automatic workflow. The results from these queries
were manually evaluated by the MOVING domain experts, and precision, recall, and
F1-score were computed.

In addition to the SPARQL-based evaluation, this module also explores an alter-
native evaluation strategy based on the direct analysis of the textual narratives using
small, open-source LLMs. Rather than operating on the KG, the LLMs are applied to
the narrative texts themselves in order to identify the VC narratives corresponding to
the defined use cases. The purpose of this analysis is to provide an additional perspec-
tive on evaluating the proposed workflow by comparing the narratives retrieved by the
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LLMs with those retrieved via SPARQL queries over the KG.
This chapter is therefore structured as follows. Section 8.2 introduces the use cases

defined for evaluating the workflow and the criteria adopted to assess the retrieval of
VC narratives. Section 8.3 presents the SPARQL queries implemented for these use
cases. Section 8.4 explores the use of small LLMs to retrieve narratives for the same
use cases, analysing their effectiveness and limitations compared with SPARQL-based
querying.

8.2 Definition of Use Cases

The evaluation of the proposed workflow is grounded in a set of concrete use cases,
defined with the support of MOVING domain experts. The purpose of these use cases
is to assess whether the KG generated by the workflow effectively supports the retrieval
of meaningful information and the discovery of new knowledge that was not explicitly
present in the original input data.

The selection of the use cases was driven by two main criteria. First, the retrieved
information had to be relevant for the analysis of mountain VCs and aligned with the
informational needs of MOVING experts and stakeholders. Second, the use cases relied
on semantic patterns that emerge only after the data are transformed into narratives and
formally represented in a KG, thereby providing a suitable benchmark for evaluating
the added value of the proposed approach.

Based on these criteria, four use cases (UCs) were identified. Each use case focuses
on a specific aspect of agri-food VCs and exploits entities and relationships in the KG
to retrieve groups of narratives that share common characteristics.

The four use cases are defined as follows:

• UC1 – Value chains involving cheese with Protected Designation of Origin (PDO)
certification. This use case aims to retrieve all VCs whose narratives include ref-
erences to PDO-certified cheese products. The objective is to verify whether the
KG allows the identification of quality-certified products across different territo-
ries, even when such information is scattered across textual descriptions in the
original data sources.

• UC2 – Value chains producing cheese made with cow and/or goat milk. This use
case focuses on the type of raw materials used in cheese production. It retrieves
VCs in which cow milk and/or goat milk are identified as key resources, enabling
comparisons of production practices across VCs.

• UC3 – Value chains using sheep to produce cheese. This use case targets VCs that
involve sheep in dairy production. The goal is to assess whether the workflow can
distinguish between different uses of the same animal resource within narratives
and correctly retrieve VCs for sheep-based cheese production.

• UC4 – Value chains using sheep to produce wool. Complementary to the previ-
ous use case, this scenario focuses on non-food products derived from sheep. It
aims to retrieve VCs in which sheep are exploited for wool production, allow-
ing a comparison between food-oriented and non-food-oriented uses of the same
resource.
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8.3 Inter-story Correlation Analysis with SPARQL Queries

8.3.1 Definition of SPARQL Queries

To operationalise the use cases defined in the previous section, a dedicated SPARQL
query was designed for each use case. The purpose of these queries is to retrieve spe-
cific subsets of narratives from the KG, according to the semantic conditions identified
as relevant by the MOVING experts.

The following subsections describe the SPARQL queries associated with each use
case, explaining their structure and the rationale behind their design.

All the queries can be run in the Fuseki endpoint1 where the MOVING KG is stored.

Q1 - Value Chains Involving PDO Cheese

For the first use case, which aims to retrieve VC narratives involving cheese with a
PDO certification, the SPARQL query shown in Listing 8.1 was designed.

Listing 8.1: SPARQL Query 1 for use case 1
PREFIX n a r r a : < h t t p s : / / d l n a r r a t i v e s . eu / o n t o l o g y #>
PREFIX crm : < h t t p : / / e r l a n g e n −crm . org / c u r r e n t / >
PREFIX r d f s : < h t t p : / / www. w3 . org / 2 0 0 0 / 0 1 / r d f −schema#>

SELECT DISTINCT ? t i t l e
WHERE {

? n a r r a t i v e r d f s : l a b e l ? t i t l e .
{

? e v e n t n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q10943> .
? e v e n t n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q13439060 > .

}
UNION
{

? e v e n t 1 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 1 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q10943> .

? e v e n t 2 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 2 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q13439060 > .

FILTER ( ? e v e n t 1 != ? e v e n t 2 )
}

}

This query retrieves the titles of narratives describing VCs that involve both cheese
production and PDO certification. The query is based on the classes and properties of
the Narrative Ontology introduced in Chapter 6, in particular exploiting the relations
that connect narratives, events, and entities.

The two entities relevant to this use case are explicitly referenced through their IRIs:
<https://dlnarratives.eu/resource/Q10943>, corresponding to the
entity cheese, and <https://dlnarratives.eu/resource/Q13439060>,
corresponding to the entity PDO.

The query accounts for two possible modelling situations.
In the first case, both entities occur within the same narrative event. This is

expressed by first retrieving the events belonging to a narrative through the triple
1https://tool.dlnarratives.eu/Moving_454_Storymaps/Workflow/sparql.html
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?event narra:partOfNarrative ?narrative, and then constraining the
same event to be linked to both entities through two triples of the form ?event
narra:hasEntity <entityIRI>. This pattern captures events in which cheese
production and PDO certification are explicitly mentioned together.

In the second case, the two entities occur in different events within the same
narrative. Here, two distinct events are retrieved, each linked to the same nar-
rative via ?event1 narra:partOfNarrative ?narrative and ?event2
narra:partOfNarrative ?narrative. The first event is constrained to in-
volve the entity cheese, expressed with the relation ?event1 narra:hasEntity
<https://dlnarratives.eu/resource/Q10943>. The second involves
the entity PDO, expressed with the relation ?event2 narra:hasEntity
<https://dlnarratives.eu/resource/Q13439060>. The condition
FILTER (?event1 != ?event2) ensures that the two entities occur in differ-
ent events.

Finally, the UNION operator combines the results of the two cases, allowing the
query to retrieve all narratives in which both entities appear, whether within the same
event or across different events of the same narrative.

Q2 - Value Chains Involving Cheese Produced with Cow Milk and/or Goat Milk

The second use case focuses on retrieving VC narratives for cheese production by milk
type. In particular, this query aims to identify narratives describing cheese produced
with cow milk, goat milk, or both.

To address this use case, the following SPARQL query was designed.

Listing 8.2: SPARQL Query 2 for UC 2
PREFIX n a r r a : < h t t p s : / / d l n a r r a t i v e s . eu / o n t o l o g y #>
PREFIX crm : < h t t p : / / e r l a n g e n −crm . org / c u r r e n t / >
PREFIX r d f s : < h t t p : / / www. w3 . org / 2 0 0 0 / 0 1 / r d f −schema#>

SELECT DISTINCT ? t i t l e
WHERE {

? e v e n t 1 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? n a r r a t i v e r d f s : l a b e l ? t i t l e .

{
? e v e n t 1 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q10943> .
? e v e n t 2 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 2 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q2934> .

}
UNION
{

? e v e n t 1 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q830> .
? e v e n t 2 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 2 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q2934> .

}
UNION
{

? e v e n t 1 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q11748378 > .
? e v e n t 2 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 2 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q2934> .

}
UNION
{

? e v e n t 1 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q10943> .
? e v e n t 2 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 2 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q11748378 > .

}
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UNION
{

? e v e n t 1 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q10943> .
? e v e n t 2 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 2 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q830> .

}
UNION
{

? e v e n t 1 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q10943> .
? e v e n t 2 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 2 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q11748378 > .
FILTER ( ? e v e n t 1 != ? e v e n t 2 )

}
UNION
{

? e v e n t 1 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q10943> .
? e v e n t 2 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 2 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q2934> .
FILTER ( ? e v e n t 1 != ? e v e n t 2 )

}
UNION
{

? e v e n t 1 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q10943> .
? e v e n t 2 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 2 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q830> .
FILTER ( ? e v e n t 1 != ? e v e n t 2 )

}
UNION
{

? e v e n t 1 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q10943> .
? e v e n t 2 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 2 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q11748378 > .
? e v e n t 3 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 3 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q2934> .
? e v e n t 4 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 4 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q830> .
FILTER ( ? e v e n t 1 != ? e v e n t 2 && ? e v e n t 1 != ? e v e n t 3 && ? e v e n t 2 != ? e v e n t 3 &&

? e v e n t 1 != ? e v e n t 4 && ? e v e n t 2 != ? e v e n t 4 && ? e v e n t 3 != ? e v e n t 4 )
}

}

This query operates a search for narratives based on four entities: cheese (IRI:
Q10943), cow (IRI: Q11748378), goat (IRI: Q2934), and cattle (IRI: Q830). The
overall structure of the query follows the same principles introduced in Query 1, re-
lying on the Narrative Ontology model and on the narra:hasEntity property to
associate entities with narrative events.

The query is composed of multiple UNION blocks in order to account for different
modelling possibilities within the narratives. In particular, it considers cases in which
the entities involved in the use case appear within the same event, as well as those in
which they are distributed across different events within the same narrative. Additional
FILTER clauses are used to ensure that distinct events are considered when entities are
retrieved from separate events.

By combining these alternative patterns, the query retrieves all narratives that de-
scribe cheese production processes involving cow milk, goat milk, or their combination,
regardless of how this information is distributed across the narrative’s events.

Q3 and Q4 - Value Chains Using Sheep to Produce Cheese and VCs Using Sheep to Produce Wool

Queries Q3 and Q4 are designed to address the third and fourth use cases, which fo-
cus on identifying VCs that exploit the same animal resource for different production
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purposes. In particular, both queries investigate VCs involving sheep, distinguishing
between their use for cheese production (Q3) and for wool production (Q4). To address
these two use cases, the following two SPARQL queries were designed.

Listing 8.3: SPARQL Query for UC 3
PREFIX n a r r a : < h t t p s : / / d l n a r r a t i v e s . eu / o n t o l o g y #>
PREFIX crm : < h t t p : / / e r l a n g e n −crm . org / c u r r e n t / >
PREFIX r d f s : < h t t p : / / www. w3 . org / 2 0 0 0 / 0 1 / r d f −schema#>

SELECT DISTINCT ? t i t l e
WHERE {

? e v e n t 1 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? n a r r a t i v e r d f s : l a b e l ? t i t l e .

{
? e v e n t 1 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q7368> .
? e v e n t 2 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 2 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q10943> .

}
UNION
{

? e v e n t 1 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q7368> .
? e v e n t 2 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 2 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q10943> .
FILTER ( ? e v e n t 1 != ? e v e n t 2 )

}
}

Listing 8.4: SPARQL Query for UC 4
PREFIX n a r r a : < h t t p s : / / d l n a r r a t i v e s . eu / o n t o l o g y #>
PREFIX crm : < h t t p : / / e r l a n g e n −crm . org / c u r r e n t / >
PREFIX r d f s : < h t t p : / / www. w3 . org / 2 0 0 0 / 0 1 / r d f −schema#>

SELECT DISTINCT ? t i t l e
WHERE {

? e v e n t 1 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? n a r r a t i v e r d f s : l a b e l ? t i t l e .

{
? e v e n t 1 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q7368> .
? e v e n t 2 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 2 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q42329> .

}
UNION
{

? e v e n t 1 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q7368> .
? e v e n t 2 n a r r a : p a r t O f N a r r a t i v e ? n a r r a t i v e .
? e v e n t 2 n a r r a : h a s E n t i t y < h t t p s : / / d l n a r r a t i v e s . eu / r e s o u r c e / Q42329> .
FILTER ( ? e v e n t 1 != ? e v e n t 2 )

}
}

Q3 retrieves narratives in which the entity sheep (IRI: Q7368) co-occurs with the
entity cheese (IRI: Q10943). This query has the same structure as Q1. It captures VCs
involving sheep in cheese production, regardless of whether the two entities appear in
the same or different events of the narrative.

Q4 follows the same structure as Q3 but replaces the entity cheese with the entity
wool (IRI: Q42329). Its purpose is to retrieve narratives in which sheep are exploited
for wool production, considering both cases in which the two entities occur within the
same event and those in which they occur in different events of the same narrative.

Overall, Q3 and Q4 enable a comparative analysis of VCs that exploit the same ani-
mal resource for different outputs. This distinction is crucial for evaluating alternative
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production strategies and understanding how similar resources are mobilised differently
across narratives.

8.3.2 Implementation of SPARQL queries for the use cases

The SPARQL queries defined in the previous section were executed against the Apache
Jena Fuseki SPARQL endpoint hosting the MOVING KG, which contains the 454 nar-
ratives describing the mountain VCs.

Each query was run independently, and the retrieved results consisted of narratives
that satisfied the conditions specified by the corresponding use case. To assess the cor-
rectness and reliability of the retrieved results, the outputs of each query were manually
inspected and validated by MOVING domain experts. This manual validation step was
necessary to establish a gold standard against which the queries’ performance could be
evaluated.

Based on this expert validation, standard information retrieval metrics were com-
puted for each query, namely precision, recall, and F1-score. Precision measures the
proportion of retrieved narratives that are relevant according to the experts’ assessment,
recall measures the proportion of relevant narratives that were correctly retrieved by the
query, and the F1-score provides a balanced measure combining both precision and re-
call.

The quantitative results of this evaluation, computed for each use case and corre-
sponding query, are presented and discussed in the following section.

8.3.3 Results

This section reports the results obtained by executing the SPARQL queries defined for
the four use cases over the MOVING KG.

For each use case, the retrieved narratives were manually validated by MOVING
domain experts, and precision, recall, and F1-score were computed to assess the effec-
tiveness of the SPARQL-based approach.

Table 8.1 summarises the evaluation results for each use case.

Use case Query Precision Recall F1-score
UC1 Q1 0.52 0.80 0.63
UC2 Q2 0.51 0.79 0.62
UC3 Q3 1.00 0.56 0.72
UC4 Q4 0.92 0.75 0.82

Table 8.1: Precision, recall, and F1-score of the SPARQL queries for the four use cases.

For UC1, the query achieves a relatively high recall (0.80), indicating that most
relevant narratives involving PDO-certified cheese are retrieved. However, precision is
lower (0.52), suggesting a non-negligible number of false positives.

Regarding recall, missed detections are mainly due to incomplete recognition of
PDO mentions in some event descriptions. Long and complex entities, such as Pro-
tected Designation of Origin, are often misspelt, abbreviated, or given native-language
variants (e.g., DOP in Italian), which can prevent the second module of the workflow
from correctly identifying them. Regarding precision, the lower value reflects the in-
trinsic complexity of this use case, which involves the co-occurrence of multiple entities
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(i.e., cheese and PDO). These entities may appear in narratives with a different main fo-
cus (e.g., VCs centred on PDO honey), leading to false positives. Overall, the F1-score
of 0.63 indicates sufficient reliability for this use case.

UC2 exhibits a similar performance, with a recall of 0.80 and a precision of 0.51.
In terms of recall, the results are still affected by the entity recognition bottleneck

of the second module of the workflow. In this case, the query depends on the correct
identification of four entities (cheese, cow, goat, and cattle), increasing the likelihood
of missing a required entity in a narrative. Regarding precision, the value is affected by
the complexity of the use case, which involves more entities than UC1. These entities
may co-occur in narratives that do not strictly correspond to the intended scenario (e.g.,
mentions of cow and cheese in VCs focused on sheep milk production). The resulting
F1-score of 0.62 reflects a sufficient level of reliability.

UC3 shows perfect precision (1.00) and a moderate recall (0.56).
The false negatives affecting recall are mainly due to undetected mentions of cheese

by the entity extraction process in the second module of the workflow. Conversely,
no false positives were observed, resulting in a precision value of 1.00. Overall, the
F1-score of 0.72 indicates a moderate-to-high reliability of the results for this use case.

UC4 achieves high precision (0.92) and recall (0.75), resulting in the highest F1-
score among all use cases (0.82).

False positives affecting precision are mainly due to mentions of sheep in VCs
that do not involve wool production. Recall errors are instead caused by undetected
mentions of wool during the entity extraction phase of the workflow. Despite these
limitations, the high F1-score indicates high reliability for UC4, suggesting that the
SPARQL-based approach is particularly effective for this type of correlation analysis.

8.4 Inter-story Correlation Analysis with LLMs

In addition to the SPARQL-based evaluation described in the previous section, this
section explores the potential of small, open-source LLMs to support inter-story cor-
relation analysis over the MOVING narratives. The motivation for this experiment is
to assess the analytical capabilities of small, open-source LLMs by comparing their
results with those obtained via SPARQL queries over the KG, thereby providing an
additional, independent evaluation of the proposed automatic workflow. More specifi-
cally, the evaluation aims to assess LLMs’ ability to retrieve relevant narratives for the
four use cases defined in Section 8.2 of this chapter. Each use case is formulated as
a natural language information need that a MOVING expert could plausibly express
when querying the data (e.g., asking an LLM to identify VCs producing cheese with
Protected Designation of Origin certification).

In the following subsections, we first describe the selection of small open-source
LLMs considered for this study. Then, two different approaches are investigated to
enable inter-story correlation analysis with LLMs.

The first approach is based on in-context learning [83]. In this setting, the selected
LLMs are directly prompted with the textual narratives extracted from the MOVING
dataset, together with task-specific instructions describing the use cases. No external
retrieval mechanism or structured knowledge source is provided to the models. The
objective is to evaluate whether LLMs, when relying solely on the narrative text and the
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information in their prompts, can correctly identify the VCs that satisfy the predefined
use-case conditions.

The second approach is based on a Retrieval-Augmented Generation (RAG) paradigm
[42]. In this case, the LLMs are supported by an external retrieval component that pro-
vides relevant contextual information extracted from the MOVING data, aiming to im-
prove the accuracy and completeness of the retrieved narratives. This approach aims to
assess whether augmenting LLMs with retrieved knowledge can enhance their ability
to perform inter-story correlation analysis compared to the in-context learning setting.

For both approaches and for each use case, the narratives retrieved by the LLMs
are manually evaluated by MOVING domain experts. Precision, recall, and F1-score
are then computed to assess both the correctness and the coverage of the results. This
evaluation enables a direct comparison between SPARQL-based querying and LLM-
based natural-language access, highlighting the strengths and limitations of LLMs in
performing inter-story correlation analysis across narrative-based representations.

This entire experiment described in the following sections is stored in a GitHub
repository2.

8.4.1 Selection of LLMs

To investigate whether small open-source LLMs can effectively support inter-story cor-
relation analysis in the MOVING context, a preliminary model selection phase was
carried out.

A total of nine open-source LLMs were selected, with model sizes ranging from 4
to 14 billion parameters. In line with the methodological choices adopted in Chapters
5 and 6, the models were selected from those available through the Ollama frame-
work, which provides a lightweight, reproducible environment for deploying and test-
ing open-source LLMs.

We selected three models for each parameter range to analyse the impact of model
size on performance. Specifically, the larger models (12–14B parameters) include
DeepSeek 14B, Phi-4 14B, and Gemma 3 12B. The medium-sized models (8–9B pa-
rameters) are Gemma 2 9B, LLaMA 3.1 8B, and LLaMA 3 8B. Finally, the smaller
models (2–3B parameters) comprise Gemma 2 2B, LLaMA 3.2 3B, and Gemma 3 4B.

This selection was designed to maintain continuity with the LLM selection adopted
in the previous experimental chapters and with the models considered for the proposed
workflow, while also accounting for the evolution of the open-source LLM landscape
at the time of writing. For this reason, the models largely correspond to the compact
models already analysed in earlier sections of the thesis. Where appropriate, however,
more recent models were included as updated state-of-the-art alternatives within the
same parameter ranges, such as Gemma 3 12B.

Each LLM was evaluated on its ability to analyse the MOVING narratives expressed
as sequences of textual events, as produced by the first module of the workflow. These
narratives consist exclusively of textual descriptions of events and do not include any
structured KG information, thus allowing the assessment of the models’ reasoning ca-
pabilities based solely on natural language input.

Given the scale of the evaluation task (454 narratives, 4 use cases, and 9 LLMs), the
total number of outputs to be manually assessed by domain experts would have been

2https://github.com/EmanueleLenzi92/Data-Analysis-with-SPARQL-and-LLMs
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prohibitively large. To address this issue, a sampling strategy was adopted. Specifi-
cally, the sample size determination formula with finite population correction, already
introduced in Chapter 5 (Section 5.2.2), was applied to estimate a statistically suffi-
cient sample size. According to this formula, a sample of 208 narratives was deemed
sufficient to evaluate the models’ performance. Consequently, 208 narratives were ran-
domly selected from the full set of 454 MOVING narratives3.

Each of the nine LLMs was then prompted to analyse the sampled textual narratives
with respect to the four use cases defined in Section 8.2. For each narrative and use
case, the LLM was asked to determine whether the narrative satisfied the use case’s
conditions. For example, in the first use case, an LLM receives a textual narrative
describing a VC and must decide whether it corresponds to a VC involving cheese with
a PDO quality mark, even if the narrative explicitly mentions other PDO products (e.g.,
honey).

The outputs produced by the LLMs were manually evaluated by the MOVING ex-
perts. For each model and use case, precision, recall, and F1-score were computed to
assess both the correctness and the coverage of the retrieved narratives.

Subsequently, for each LLM, the precision, recall, and F1-score across the four use
cases were averaged, yielding an overall performance score per model. Based on these
aggregated results, the two LLMs achieving the best F1-score were selected. Only these
two best-performing LLMs were then employed in subsequent experiments, which ap-
plied them to the full set of 454 MOVING narratives across all four use cases.

Table 8.2 reports the results of this selection process and summarises the compara-
tive performance of the evaluated models.

Overall, DeepSeek 14b and Phi4 14b are the best-performing models, achieving
the highest average F1-scores across the four use cases. DeepSeek 14b obtains an
average precision of 0.53, recall of 0.71, and F1-score of 0.59, while Phi4 14b achieves
an average precision of 0.46, recall of 0.86, and F1-score of 0.57. Based on these
results, which represent the mean precision, recall, and F1-score over the four use cases,
these two models were selected for subsequent experiments using the full set of 454
narratives.

In the next subsections, these models are first evaluated using an in-context learning
approach and subsequently tested in an RAG setting to assess their effectiveness in
supporting inter-story correlation analysis across the full set of MOVING narratives.
Their results are then compared with those obtained through SPARQL queries.

8.4.2 Results Using In-Context Learning

Using a Python script4, we extracted the 454 narratives from the 454 CSV files created
in the first module of the workflow, based on their textual descriptions. Then, the
narratives were passed to the best LLMs selected in the previous section (i.e., Deepseek
14b and phi4 14b). Then, for each case study identified in Section 8.2, the LLMs were
tasked to determine whether the narrative satisfied the conditions of the use case.

The two LLMs were instructed to provide their answers in JSON format, from which
we subsequently extracted the JSON structures using regular expressions. Each JSON

3https://github.com/EmanueleLenzi92/Data-Analysis-with-SPARQL-and-LLMs/blob/main/
LLMSelection/gold.json

4https://github.com/EmanueleLenzi92/Data-Analysis-with-SPARQL-and-LLMs/blob/main/
incontext-learning.py
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Model Precision Recall F1
deepseek 14b 0.53 0.71 0.59
phi4 14b 0.46 0.86 0.57
gemma2 9b 0.30 0.93 0.44
llama3.1 8b 0.26 0.92 0.40
llama3 8b 0.26 0.93 0.39
gemma3 12b 0.22 0.96 0.35
gemma3 4b 0.13 0.92 0.23
llama3.2 3b 0.10 0.96 0.18
gemma2 2b 0.07 0.99 0.14

Table 8.2: Average Precision, Recall, and F1-score for the four use cases across the evaluated LLMs.

file reports the ID of the narratives that satisfy the conditions of the use case.
Thus, in the end we obtained a JSON file containing the IDs of the narratives that

satify the use cases for each use case and for each LLM (i.e. in total eight JSON files).
The results were manually evaluated with the support of MOVING domain experts,

who verified the correctness of the retrieved narratives. Precision, recall, and F1-score
were then computed for each use case, enabling a quantitative evaluation of the LLMs’
capability to perform inter-story correlation analysis using an in-context learning ap-
proach. For comparison, the results obtained with the corresponding SPARQL query
are also reported. In addition, the execution time required by each LLM to complete
the analysis was recorded and compared with the SPARQL-based approach.

Table 8.3 presents the precision, recall, and F1 scores of the LLMs and the SPARQL
query considering the first use case.

Model Precision Recall F1 Time (s)
Phi-4 14b 0.59 1.00 0.74 3487
Deepseek-14b 0.54 0.95 0.69 843
SPARQL query 0.52 0.80 0.63 0.3

Table 8.3: UC1 – Results using in-context learning.

For UC1, both LLMs achieve very high recall (0.95 for Deepseek-14b and 1.00 for
Phi-4 14b), indicating strong ability to retrieve most relevant narratives. Precision is
moderate (0.54 and 0.59, respectively), indicating that the models tend to include false
positives when interpreting narrative text.

The SPARQL-based approach achieves slightly lower recall (0.80) but comparable
precision (0.52), resulting in an F1-score of 0.63. Although the LLMs obtain higher
F1-scores in this use case, the SPARQL query remains highly reliable and, crucially,
produces results instantaneously, whereas LLM-based analysis requires several min-
utes.

Table 8.4 presents the precision, recall, and F1 scores of the LLMs and the SPARQL
query considering the second use case.

In UC2, both LLMs again show high recall (0.83 for Deepseek-14b and 0.92 for Phi-
4 14b), but precision drops significantly (0.37 and 0.30). This confirms the difficulty of
this use case, which involves multiple entities and subtle semantic distinctions within
the narratives.

The SPARQL-based approach achieves a more balanced performance, with higher
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Chapter 8. Workflow Assessment

Model Precision Recall F1 Time (s)
SPARQL query 0.51 0.79 0.62 0.2
Deepseek-14b 0.37 0.83 0.51 3129
Phi-4 14b 0.30 0.92 0.45 782

Table 8.4: UC2 – Results using in-context learning.

precision (0.51) and a comparable F1-score (0.62). While LLMs demonstrate broader
coverage, SPARQL provides more controlled and interpretable results, with negligible
execution time compared to the several hundred or thousands of seconds required by
LLMs.

Table 8.5 presents the precision, recall, and F1 scores of the LLMs and the SPARQL
query considering the third use case.

Model Precision Recall F1 Time (s)
SPARQL query 1.00 0.56 0.72 0.3
Phi-4 14b 0.64 0.80 0.71 912
Deepseek-14b 0.70 0.57 0.63 3136

Table 8.5: UC3 – Results using in-context learning.

For UC3, Deepseek-14b achieves higher precision (0.70) than recall (0.57), while
Phi-4 14b shows the opposite trend, with strong recall (0.80) but lower precision (0.64).
This reflects different trade-offs in how the models interpret mentions of sheep in rela-
tion to cheese production.

The SPARQL query clearly outperforms both LLMs in terms of precision (1.00),
ensuring that no false positives are retrieved, while maintaining a recall comparable to
Deepseek-14b. The resulting F1-score (0.72) demonstrates high reliability, achieved
with instantaneous execution.

Table 8.6 presents the precision, recall, and F1 scores of the LLMs and the SPARQL
query considering the fourth use case.

Model Precision Recall F1 Time (s)
SPARQL query 0.92 0.75 0.82 0.3
Deepseek-14b 0.50 0.81 0.62 3315
Phi-4 14b 0.24 1.00 0.39 821

Table 8.6: UC4 – Results using in-context learning.

In UC4, Phi-4 14b achieves perfect recall (1.00) but extremely low precision (0.24),
indicating a high number of false positives. Deepseek-14b offers a more balanced per-
formance, with a precision of 0.50 and a recall of 0.81.

The SPARQL-based approach significantly outperforms both LLMs, achieving very
high precision (0.92), strong recall (0.75), and the highest F1-score (0.82). This re-
sult highlights the effectiveness of ontology-driven querying for fine-grained semantic
distinctions while achieving near-zero execution time.
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8.4.3 Results Using RAG

To improve the precision, recall, and F1-score obtained with the in-context learning
approach, and to reduce the overall execution time of the analysis, a second experiment
based on a RAG strategy was conducted. As in the previous experiments, the results
obtained using the RAG-based approach are compared with those achieved through
SPARQL queries executed over the KG.

To implement the RAG pipeline, a vector database was first constructed. We adopted
ChromaDB 5, an open-source vector database that offers efficient similarity search,
seamless integration with Python-based workflows, and native support for embedding-
based retrieval, making it well-suited for experimental and reproducible research set-
tings.

The 454 MOVING narratives, represented by their textual event descriptions ex-
tracted in the first module of the workflow, were embedded and stored in ChromaDB.
Each narrative corresponds to a VC story and constitutes a single retrievable document
in the vector database.

Using a Python script6, for each use case defined in Section 8.2, a natural language
query describing the information need was generated and embedded. This embedded
query was then submitted to ChromaDB, which returned the 200 narratives most similar
to the query according to vector similarity. This retrieval step significantly reduced
the number of narratives analysed by the LLMs compared to the in-context learning
approach, in which all 454 narratives were processed.

For each retrieved narrative, the selected LLMs (DeepSeek 14b and Phi-4 14b) were
subsequently tasked with determining whether it satisfied the conditions of the current
use case. As in the previous experiment, the models were instructed to return their
outputs in JSON format, reporting the identifiers of the narratives considered relevant.

The resulting JSON files were manually evaluated with the support of MOVING do-
main experts, who verified the correctness of the retrieved narratives. Precision, recall,
and F1-score were then computed for each use case, providing a quantitative assess-
ment of the RAG-based approach’s effectiveness in supporting inter-story correlation
analysis. For comparison, the results obtained with the corresponding SPARQL queries
are also reported.

Table 8.7 presents the results for the first use case, comparing DeepSeek 14b and
Phi-4 14b using the RAG approach with the corresponding SPARQL query.

Model Precision Recall F1-score Time (s)
SPARQL 0.52 0.80 0.63 0.3
DeepSeek-14B (RAG) 0.65 0.55 0.59 431
Phi-4-14B (RAG) 0.61 0.55 0.58 1532

Table 8.7: UC1 – Results using RAG.

For UC1, DeepSeek-14B with RAG achieved a precision of 0.65, a recall of 0.55,
and an F1-score of 0.59, while Phi-4-14B obtained a precision of 0.61, a recall of 0.55,
and an F1-score of 0.58. Compared to the in-context learning approach, RAG improves
precision for both models, at the cost of a moderate reduction in recall.

5https://www.trychroma.com/
6https://github.com/EmanueleLenzi92/Data-Analysis-with-SPARQL-and-LLMs/blob/main/

RAG.py
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Chapter 8. Workflow Assessment

The SPARQL query achieves a higher recall (0.80) and a competitive F1-score
(0.63), confirming its robustness in retrieving relevant narratives exhaustively. More-
over, SPARQL queries execute instantaneously, while RAG-based LLM inference re-
quires several minutes, even in the best-performing configuration.

Table 8.8 reports the results for the second use case.

Model Precision Recall F1-score Time (s)
SPARQL 0.51 0.79 0.62 0.2
DeepSeek-14B (RAG) 0.50 0.71 0.59 340
Phi-4-14B (RAG) 0.40 0.71 0.51 1237

Table 8.8: UC2 – Results using RAG.

For UC2, DeepSeek-14B with RAG obtained a precision of 0.50, a recall of 0.71,
and an F1-score of 0.59, while Phi-4-14B achieved a precision of 0.40, a recall of 0.71,
and an F1-score of 0.52. Compared to in-context learning, RAG leads to a noticeable
improvement in recall for both models.

The SPARQL-based approach again achieves the best performance, with an F1-
score of 0.62. Furthermore, it has a negligible execution time.

Table 8.9 shows the comparative results for the third use case.

Model Precision Recall F1-score Time (s)
SPARQL 1 0.56 0.72 0.3
DeepSeek-14B (RAG) 0.73 0.35 0.47 1273
Phi-4-14B (RAG) 0.72 0.39 0.51 327

Table 8.9: UC3 – Results using RAG.

For UC3, DeepSeek-14B achieved a precision of 0.73, a recall of 0.35, and an F1-
score of 0.47, while Phi-4-14B obtained a precision of 0.72, a recall of 0.39, and an
F1-score of 0.51. Although RAG improves precision compared to in-context learning,
recall remains limited, indicating that several relevant narratives are still missed.

In contrast, the SPARQL query achieves perfect precision (1.00) and a substantially
higher F1-score (0.72), demonstrating much higher reliability for this use case than an
LLM RAG approach.

Once again, SPARQL provides immediate results, whereas RAG-based analysis re-
quires a non-negligible amount of execution time.

Finally, Table 8.10 presents the results obtained for the fourth use case.

Model Precision Recall F1-score Time (s)
SPARQL 0.92 0.75 0.82 0.3
DeepSeek-14B (RAG) 0.92 0.69 0.79 1324
Phi-4-14B (RAG) 0.39 0.81 0.53 401

Table 8.10: UC4 – Results using RAG.

For UC4, DeepSeek-14B with RAG achieves a precision of 0.92, a recall of 0.69,
and an F1-score of 0.79, while Phi-4-14B shows a precision of 0.39, a recall of 0.81,
and an F1-score of 0.53. This use case benefits the most from RAG, particularly for
DeepSeek-14B, which reaches performance levels close to those of SPARQL.
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8.5. Discussion and Conclusion

Nevertheless, the SPARQL query still achieves the highest overall F1-score (0.82),
with strong precision and recall and negligible execution time.

8.5 Discussion and Conclusion

Overall, the SPARQL-based approach emerges as the most reliable solution in terms of
effectiveness and robustness. In particular, when considering the F1-score as a balanced
measure of precision and recall, SPARQL queries outperform the in-context learning
approach in three out of four use cases (UC2, UC3, and UC4). Furthermore, SPARQL
achieves higher F1 Scores than the RAG-based approach across all four UCs. These
results indicate that, despite the flexibility of LLM-based methods, structured query-
ing over the KG yields more consistent and reliable results for inter-story correlation
analysis.

A key factor affecting the performance of all approaches—both SPARQL-based and
LLM-based—is the quality of the original data. The MOVING textual data were pro-
duced by different authors, with heterogeneous writing styles, the use of abbreviations
and acronyms (often not expanded), language-dependent terms, and occasional spelling
errors. These issues directly impact the entity extraction process in the second mod-
ule of the workflow, leading to false negatives in SPARQL queries and ambiguous
interpretations in LLM-based analyses. This highlights how data quality and textual
consistency remain a critical bottleneck for downstream analytical tasks, regardless of
the adopted methodology.

Execution time represents another crucial dimension of comparison. SPARQL queries
consistently outperform both LLM-based approaches in terms of computational effi-
ciency, as they are executed almost instantaneously over the triplestore. In contrast,
in-context learning exhibits very high execution times, often requiring several minutes
to process a single use case. The RAG-based approach substantially reduces execution
time - approximately halving it compared to in-context learning - thanks to the prelimi-
nary retrieval step. Nevertheless, even with RAG, execution times remain significantly
higher than those of SPARQL queries, while the overall performance in terms of F1-
score does not show a consistent improvement over in-context learning.

A fundamental conceptual difference underlies these results. SPARQL queries op-
erate over a structured KG, which is the result of the proposed automated workflow
and is modelled using the Narrative Ontology. This ensures that the data are expressed
in a standard, interoperable, and FAIR-compliant format. In contrast, the LLM-based
approaches operate directly on unstructured textual data, namely the textual event de-
scriptions extracted in the first module of the workflow. While LLMs demonstrate
promising capabilities for handling linguistic variability, they do not offer the same
level of formalisation, transparency, and reusability as a KG-based solution.

Overall, the experimental results highlight the strengths and limitations of each ap-
proach, while clearly demonstrating the robustness and efficiency of SPARQL-based
analysis when applied to a well-designed narrative KG.

Finally, MOVING domain experts confirmed that the knowledge extracted through
the defined use cases is meaningful and useful for the project’s objectives, particularly
in supporting analyses of territorial sustainability, resource use, and socio-economic
patterns across mountain VCs. The good performance of the SPARQL queries across
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Chapter 8. Workflow Assessment

the defined use cases, combined with expert validation of the extracted insights, pro-
vides strong evidence of the effectiveness of the proposed workflow. This validation
confirms that the workflow is capable not only of transforming heterogeneous textual
data into a structured narrative KG, but also of enabling reliable, interpretable, and
policy-relevant knowledge discovery.
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CHAPTER9
Conclusion

9.1 Summary of Findings

This research has designed, implemented, and validated an automatic AI-based work-
flow for transforming unstructured raw textual data into a KG structured as formal
narratives. The workflow adopts small, lightweight, open-source, and open-weight
LLMs, ensuring transparency, reproducibility, and alignment with Open Science prin-
ciples. The resulting narrative-based KG enables both inter-story correlation analysis
and human-centred visualisation of the data in the format of story maps.

The workflow was developed and validated using the MOVING project as a real-
world case study. MOVING provided a large and heterogeneous corpus of unstructured
textual data describing 454 mountain VCs across Europe. In addition to supplying the
input data, the project defined concrete analytical needs, in particular the requirement
to compare VCs, identify shared patterns, and analyse relationships across narratives.
These requirements directly informed the design and implementation of the workflow.

To address these needs, the workflow was organised into five modular components,
covering data pre-processing, narrative construction, KG creation, visualisation and
analysis, and overall assessment. Through this pipeline, the textual data collected
within MOVING were transformed into a KG of 454 VCs, each represented as a formal
narrative and modelled using the Narrative Ontology.

The resulting KG supports both machine-readable analysis and human-friendly ac-
cess. Each VC narrative is visualised as a story map, combining structured narrative
events with geographic context and multimedia content. In total, 454 story maps - one
for each VC - were generated, providing an accessible representation of project results
for stakeholders, local administrations, and the general public.

To support interaction with the KG, SMBVT was developed. This tool allows users
to modify automatically generated narrative data and visualise them as story maps. It is
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also used to enrich narratives with multimedia content, such as images and videos from
the MOVING experts. For analytical purposes, the KG produced by the workflow is
stored in a Fuseki triplestore, which exposes an SPARQL endpoint enabling structured
queries over all narratives in the graph. In addition, a user-friendly web interface was
implemented to support predefined SPARQL queries, allowing non-technical users to
perform inter-story correlation analysis.

Finally, the workflow was validated through four real-world use cases proposed by
domain experts involved in the MOVING project. The results of these use cases con-
firmed the workflow’s ability to support inter-story correlation analysis across the 454
VC narratives, demonstrating its effectiveness both as an analytical tool and as a means
for communicating complex project outcomes.

9.2 Contributions to Knowledge

This thesis contributes to the field of knowledge representation and analysis by propos-
ing an automatic, open-source, AI-based workflow for transforming unstructured tex-
tual data into a KG structured as formal narratives.

A first key contribution is methodological. The thesis introduces a modular work-
flow that operationalises the automatic transformation of raw textual data into struc-
tured narrative KGs. By decomposing the process into clearly defined modules - data
pre-processing, story structure building, KG creation, visualisation and analysis, and
the workflow assessment - the workflow provides a reusable and extensible blueprint
for similar text-to-knowledge-graph scenarios.

A second contribution concerns the adoption of narrative structures as a formal or-
ganising principle for KGs. In this work, narratives are not merely used as a pre-
sentation layer, but are formally modelled as sequences of semantically linked events
within the graph. This narrative-based structuring enhances interpretability and acces-
sibility while preserving formal semantics, thereby bridging the gap between technical
knowledge representations and the needs of stakeholders, experts, and non-technical
audiences.

From a technological perspective, the thesis contributes an open science-oriented
implementation of AI-assisted KG construction. The workflow deliberately relies on
small, lightweight, open-source, and open-weight language models, offering an alter-
native to proprietary and opaque solutions that dominate much of the current land-
scape. This design choice promotes transparency, reproducibility, and sustainability,
and demonstrates that meaningful semantic enrichment and analysis can be achieved
without dependence on large closed models. In this sense, the work contributes to
ongoing discussions on responsible and reproducible AI in publicly funded research.

Another significant contribution is the integration of digital narratives and visual an-
alytics into the KG lifecycle. The thesis shows how formal narrative KGs can be trans-
formed into story maps, combining structured narrative events with geographic context
and multimedia content. This approach extends traditional map-based visualisation by
enabling territories and phenomena to be explored through stories rather than solely
through spatial coordinates. The development of SMBVT further provides a practi-
cal software component that supports the editing, visualisation, and dissemination of
narrative-based KG content.
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9.3. Limitations

Finally, the thesis advances the practice of inter-story correlation analysis by demon-
strating how SPARQL queries over a narrative-based KG can be used to identify shared
patterns, recurring entities, and meaningful relationships across multiple narratives.
This contribution highlights the analytical potential of narrative KGs beyond single-
story exploration, positioning them as a powerful tool for comparative analysis and
decision support.

Taken together, these contributions advance the state of the art in text-driven KG
construction by combining automation, narrative modelling, open science principles,
and user-oriented visualisation within a single coherent framework. The results demon-
strate that narrative-based KGs can support both rigorous analysis and accessible com-
munication, making them particularly well-suited to complex research contexts, as rep-
resented by the MOVING project.

9.3 Limitations

Despite the contributions presented in this thesis, several limitations must be acknowl-
edged.

A first limitation concerns the scope of empirical validation. The proposed workflow
has been designed, implemented, and evaluated using a single real-world case study,
namely the MOVING project. While MOVING provides a large, heterogeneous, and
challenging dataset, relying on one project context limits the ability to fully assess the
generalisability of the workflow across different domains, data characteristics, and nar-
rative structures. Other application contexts may involve different types of textual data,
domain-specific vocabularies, or analytical requirements that were not encountered in
this study. Consequently, although the workflow is designed to be domain-agnostic, its
effectiveness beyond the MOVING context remains to be systematically evaluated.

A second limitation relates to the choice of language models employed within the
workflow. In line with Open Science principles, the implementation deliberately re-
lies on small, lightweight, open-source, and open-weight LLMs, avoiding the use of
large proprietary systems. While this choice ensures transparency, reproducibility, and
sustainability, it also entails trade-offs in terms of linguistic coverage, reasoning capa-
bilities, and extraction accuracy. Larger models may achieve higher performance on
certain natural language processing tasks, such as entity recognition or relation extrac-
tion, particularly in complex or highly specialised texts. As a result, some extraction
errors or omissions may be attributable to the limitations of the selected models rather
than to the workflow design itself.

A related limitation is that the workflow does not aim to maximise performance
according to state-of-the-art benchmarks in natural language processing, but rather to
balance performance with openness and controllability. This design choice may limit
the workflow applicability in scenarios where maximum extraction accuracy is the pri-
mary requirement, regardless of model transparency or reproducibility constraints.

Finally, while the workflow supports narrative-based structuring, visualisation, and
inter-story correlation analysis, the evaluation of its impact on end users - such as
stakeholders, policy-makers, or members of the general public - has been limited to
expert-driven use cases. A more extensive user-centred evaluation would be necessary
to fully assess the effectiveness of narrative and visual representations in improving
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understanding and decision-making.
These limitations do not undermine the validity of the proposed approach, but rather

delineate the boundaries within which the results of this thesis should be interpreted.
They also provide clear directions for future research and extensions of the workflow.

9.4 Future Work

Several directions for future work emerge from the results and limitations of this thesis.
A first line of future research concerns the application of the proposed workflow to

additional domains beyond the context explored in this work. Although the workflow
has been validated on a large, heterogeneous dataset, its domain-agnostic design makes
it suitable for reuse across other scientific and cultural contexts that rely on textual data
and narrative communication. In particular, the workflow will be applied within the
Digital Journey across Musical Places in Europe and Extended Realities (PlaceMUS
XR) project. Placemus XR aims at creating digital applications that enable users to ex-
plore significant places of music across European regions and cities. The applications
aim to provide an interwoven narrative, encompassing the musical event itself, its cul-
tural and historical context, the location, and physical museum objects. In this context,
the workflow will be used to construct a narrative-based KG for each of the seven de-
fined case studies, describing musical instruments, historical performances, musicians,
and the places where music has been created, played, and preserved. The resulting KG
will be visualised through story maps, enabling users to explore musical heritage by
following narrative itineraries that combine geographic context with multimedia con-
tent and historical information. Applying the workflow in this domain will provide an
opportunity to further assess its generalisability and adaptability.

A second direction for future work concerns the integration of advanced retrieval
and reasoning mechanisms for narrative analysis. While this thesis demonstrates that
SPARQL queries can support inter-story correlation analysis, future research will in-
vestigate the design and implementation of a graph-based Retrieval-Augmented Gen-
eration (Graph RAG) approach operating on the KG produced by the workflow. In this
setting, the KG will serve as a structured retrieval layer for LLMs, enabling the re-
trieval of relevant subgraphs or narrative fragments as grounded context for generative
reasoning.

In particular, future work will focus on combining Graph RAG with small, lightweight,
open-source language models, in line with the Open Science orientation of this thesis.
The goal is to support correlation analysis and cross-narrative reasoning while improv-
ing the reliability of model outputs through grounding in explicitly retrieved graph
content.
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