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 A B S T R A C T

Background and Objective: This study introduces multiscale feature learning to develop more robust and 
resilient activity recognition algorithms, aimed at accurately tracking and quantifying rehabilitation exercises 
while minimizing performance disparities across subjects with varying motion-related characteristics.
Methods: Advanced architectures designed to process multi-channel time series data using two parallel 
branches that extract features at different scales were developed and tested.
Results: The results indicate that multiscale algorithms consistently outperform traditional approaches, demon-
strating enhanced performance, particularly among patient subjects. Specifically, the multiscale tCNN and 
multiscale CNN-LSTM achieved accuracies of 91% and 90%, respectively, while the multiscale ConvLSTM 
maintained strong performance at 89%. Notably, the multiscale Transformer emerged as the most effective 
model, achieving the best average accuracy of 93%.
Conclusions: This research underscores the need to explore advanced methods for enhancing activity recog-
nition systems in healthcare, where accurate exercise monitoring and evaluation are becoming essential for 
effective and personalized treatment in telemedicine services.
1. Introduction

Mobility impairments resulting from injury, surgery, disease, or 
illness are common in the worldwide population [1,2]. In this con-
text, rehabilitation medicine has the objective of alleviating pain and 
helping patients regain daily functions [3]. To maximize the benefits of 
rehabilitation therapy, patients need to perform exercises regularly and 
correctly [4]. However, daily clinic visits for supervised exercise are im-
practical. Emerging technologies offer a solution by making healthcare 
services more accessible, including evaluation, assessment, monitor-
ing, and prevention [5,6]. In particular, evaluating the correctness of 
exercise execution is critical to avoid further injury, necessitating a 
biofeedback system for ongoing therapy [7]. Most existing literature 
focuses on exercise recognition as well as on motion evaluation and 
assessment useful to provide automatic biofeedback during therapy 
sessions [8,9].

Advancements in computer vision, signal processing, wearable de-
vices, and machine learning have significantly enhanced automated 
rehabilitation systems [10]. By integrating new technologies with ma-
chine learning algorithms, home-based rehabilitation systems can mon-
itor patients’ movements, provide real-time feedback, track progress, 
and customize exercises based on individual needs [10]. Numerous 
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studies have examined the effectiveness of these systems across various 
patient populations, focusing on exercise recognition accuracy, feed-
back quality, patient adherence, and overall rehabilitation outcomes. 
The automated identification of physical activities using sensor data 
represents a crucial research area in human-technology interaction and 
mobile computing. Its applications are extensive, including sports and 
medical sciences.

Typically, activity recognition relies on multi-channel time-series 
data obtained from optical motion capture or wearable sensors. The 
first step in establishing a robust model requires the efficient creation of 
high-quality datasets that represent a diverse range of subjects’ charac-
teristics and attributes influencing motion [11–13]. However, ensuring 
model robustness in activity recognition tasks remains a complex and 
multifaceted challenge [12,14–16]. Addressing these challenges falls 
within the domain of dynamic inductive biases research. More recently, 
research has turned its attention to representation bias in classifier 
models, highlighting the impact of human subjects’ characteristics on 
deep network models. However, the exploration of subject characteris-
tics’ relevance in multi-channel time series activity recognition datasets 
is still in its early stages. Each individual exhibits unique motion 
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behaviors during activities, which can be identified through short-term 
signal patterns [17].

Current systems exhibit varying accuracy when applied to healthy 
subjects versus patients, even when using cross-validation techniques 
such as leave-one-subject-out (LOSO) validation. In this paper, we 
introduce a novel methodology for extracting motion features across 
multiple scales to accurately track and quantify rehabilitation exercises 
while minimizing performance disparities among individuals with vary-
ing motion-related characteristics. Our approach leverages multiscale 
feature learning, a computational technique that systematically inte-
grates information from different temporal resolutions to enhance the 
robustness and resilience of activity recognition algorithms [18–20]. By 
capturing both fine-grained details and broader motion patterns simul-
taneously, this method aims to improve the accuracy and adaptability 
of activity recognition.

The objective of this study is to evaluate the effectiveness of multi-
scale learning in enhancing activity recognition algorithm performance 
by extracting meaningful motion features at different scales to reduce 
intra-subject motion feature influence. To address these complexities, 
we conduct a series of experiments using state-of-the-art deep learning 
models to process temporal data from a pre-published dataset contain-
ing rehabilitation movements. This research represents a step toward 
enhancing the fairness and resiliency of human activity recognition 
systems in healthcare applications.

The article is structured as follows. In Section 2, we provide an 
overview of related works on activity recognition and evaluation sys-
tems in the rehabilitation field. Section 3 outlines the methodology 
employed in this study. Section 4 presents the quantitative results of the 
experiments conducted. Section 5 offers a comprehensive analysis of 
the findings and their future implications. Finally, Section 6 concludes 
the work with an outlook on potential avenues for future research.

2. Research background

To facilitate home-based rehabilitation, various activity recognition 
systems have been implemented using innovative technologies. Previ-
ous literature has described different types of technology used to create 
platforms based on advanced computing techniques [21].

The state-of-the-art in human activity recognition using computer 
vision can be broadly categorized into two major trends [22,23].

The first trend leverages video data as a whole, feeding it into deep 
neural networks designed to capture both spatial and temporal pat-
terns. Convolutional Neural Networks (CNNs) are commonly used for 
extracting spatial features, while Recurrent Neural Networks (RNNs), 
including Long Short-Term Memory (LSTM) networks, are employed to 
model temporal dependencies. This approach enables the network to 
learn rich representations of activities from raw video input.

The second trend focuses on motion feature extraction, often rep-
resenting human movement as time series of 2D or 3D body joint 
coordinates. These motion sequences are encoded into vector repre-
sentations or embeddings and processed using deep neural networks. 
Common architectures include temporal CNNs and LSTMs for sequen-
tial data processing, graph neural networks (GNNs) to model the human 
body as a structured graph, and self-attention mechanisms to dy-
namically learn the most relevant temporal regions. This approach 
emphasizes spatiotemporal patterns that best differentiate between 
various activities, making it particularly effective in scenarios where 
fine-grained motion analysis is crucial [10].

These approaches typically extract temporal features by using a sin-
gle stride length in convolutional operations, which simplifies the anal-
ysis but fails to account for the variations in motion features between 
different subjects. As a result, they overlook individual differences 
in gait, speed, and movement style, which are crucial for accurately 
recognizing activities across diverse populations, especially in health-
care applications. In the domain of activity recognition using multi-
channel time-series data, prior research has predominantly examined 
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biases related to sensor types, positions, segment sizes, preprocessing 
techniques, and subject selection for activity recognition [24]. Re-
cent studies in healthcare activity-based person re-identification have 
highlighted the distinctive nature of each individual’s motion behav-
ior [25]. Various physical characteristics also play a significant role in 
influencing human motion, as discussed in other literature [26–28].

Understanding and addressing differences in motion features be-
tween healthy and ill subjects is crucial for developing accurate and fair 
activity recognition systems in healthcare. Researchers aim to create 
robust models that provide reliable and equitable healthcare solutions 
by focusing on these factors [29]. Recent studies have explored the 
notion of subject similarity to weight training data, prioritizing data 
analogous to the user being tested [30]. These studies assess personal-
ization models based on user similarity in physical attributes and signal 
patterns. Using metrics such as Euclidean distance between feature 
vectors of subjects based demographics researchers have visualized 
multidimensional scaling over physical characteristics [30].

Koskimäki et al. investigated bias avoidance in classification al-
gorithms using a dataset of 10 subjects [31]. Similarly, Alam et al. 
proposed mitigating bias in motion features for activity recognition 
systems targeting older adults [32]. Lai et al. explored bias in hu-
man action recognition using 17 subjects from the UP-Fall Detection 
Dataset [33]. Braganca et al. examined potential bias issues using the 
SHOAIB and WISDM datasets [34]. These studies collectively high-
light the importance of addressing bias and individual differences in 
developing fair and effective activity recognition systems.

While the reviewed literature highlights the impact of subjects’ 
individuality on activity recognition accuracy and presents methods 
for enhancing classification accuracy through model personalization, 
it does not fully address multiscale feature learning algorithms. A 
recent study introduced a multi-speed feature learning algorithm based 
on transformer architecture, which is capable of learning both short- 
and long-term patterns to model the various gaits associated with 
different diseases and their varying severity. The architecture outper-
formed existing models in both binary and multi-class classification, 
demonstrating superior accuracy, sensitivity, precision, and specificity 
on activity recognition task datasets [21].

It is crucial to acknowledge that motion behavior is significantly 
influenced by the health conditions of subjects. Previous research has 
not sufficiently addressed the need for algorithms that can mitigate bias 
stemming from differences in disability and impairment characteristics 
among subjects in healthcare-related activity recognition systems.

Multiscale feature learning is a fundamental challenge in machine 
learning, particularly for developing reliable and trustworthy activity 
recognition algorithms in healthcare. It is a computational approach 
in signal analysis that systematically extracts and integrates features 
across multiple spatial and temporal scales to capture hierarchical 
patterns in data [35]. By addressing the limitations of single-scale 
analysis, this method combines information from different resolution 
levels, enabling a more robust representation of both local and global 
characteristics [36]. Given that signals often exhibit patterns at vary-
ing levels of granularity and over different time spans, a multiscale 
approach is essential for comprehensive analysis. In this work, we 
design multiscale architectures that operate at two distinct temporal 
scales: fast and slow. The fast scale captures short-term dependencies, 
focusing on rapid variations and high-frequency components of the 
signal. The slow scale extracts long-term dependencies, emphasizing 
broader patterns and low-frequency components over extended periods.

To implement this, we employ a dual-branch structure with varying 
convolutional strides: one branch uses a smaller stride to extract fine-
grained, short-term features, while the other applies a larger stride to 
capture long-term dependencies. In this context, multiscale learning 
enables the model to process and analyze signals at multiple lev-
els of detail, which is crucial for understanding complex temporal 
relationships in motion data.
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Table 1
Demographic characteristics of healthy subjects.
 Person ID Age-Group Sex  
 101 30–39 Male  
 102 30–39 Female 
 103 20–29 Male  
 104 30–39 Female 
 105 20–29 Female 
 106 20–29 Male  
 107 20–29 Male  
 301 20–29 Male  
 302 20–29 Male  
 303 20–29 Female 
 304 20–29 Female 
 305 20–29 Male  
 306 20–29 Female 
 307 20–29 Female 

Table 2
Demographic characteristics of patient subjects.
 Patient ID Age-Group Sex  
 204 60+ Male  
 206 30–39 Female 
 211 50–59 Female 
 212 40–49 Male  
 213 50–59 Male  
 214 20–29 Male  
 215 30–39 Female 
 216 30–39 Male  

This research aims to enhance the accuracy and fairness of activity 
recognition systems by capturing subtle variations in motion behavior 
across different subjects through algorithmic refinements and imple-
mentation strategies. We introduce and evaluate novel architectures 
that leverage multiscale feature learning to process multi-channel time 
series data effectively. This study underscores the need for advanced 
computational methods to improve activity recognition in healthcare, 
where precise exercise monitoring and evaluation are increasingly 
critical for personalized and effective treatment.

3. Methods

3.1. Dataset

To achieve the primary objective of this study, we analyzed the 
pre-published IntelliRehab Dataset (IRDS), which focuses on nine reha-
bilitation exercises performed by both control and patient subjects [37]. 
The IRDS dataset is particularly valuable as it includes patients with 
various pathological conditions, such as stroke and spinal cord injury, 
making it a crucial resource for enhancing the monitoring and as-
sistance of upper limb rehabilitation across diverse populations with 
neurological and musculoskeletal disorders.

We analyzed exercises performed by 22 of the 29 subjects, as only 
these participants comprised in the IRDS dataset completed all the 
exercises. The patients’ age range was between 20 and more than 
60 years with an average of 43, and the healthy participants’ age range 
was between 20 and 39 with an average of 26. There were 5 male and 
3 female patients, and 7 male and 7 female healthy participants. The 
patients were selected from a diverse patient population (spinal cord 
injury, post-stroke patients, brain injury). The demographic character-
istics of the subjects are detailed in Table  1 for healthy subjects and in 
Table  2 for patients.

The dataset provides 3D coordinates of 25 body joints and cor-
responding depth maps for each frame, recorded using a Microsoft 
Kinect One sensor at 30 frames per second. Subjects performed nine 
rehabilitation exercises for both upper and lower limbs, resulting in 
2059 recorded repetitions, as detailed in Table  3.
3 
Fig. 1. Visualization of motion length in terms of the number of frames by exercise 
label.

Fig. 2. An example of intra-subject motion variability.

Fig. 3. An example of inter-subject motion variability.

Due to the real-world collection of the data, there is considerable 
variability in the motion data. Fig.  1 shows that motion duration 
vary significantly among the different exercises, influenced by both 
inter-subject and intra-subject variability. This variability arises from 
differences in health conditions and intrinsic motion patterns. We 
observe variability within the same movement repeated by the same 
subject multiple times, referred to as intra-subject variability, and 
variability between different subjects performing the same movement, 
known as inter-subject variability. An example of intra-subject vari-
ability is illustrated in Fig.  2, which plots the 𝑥-axis data of the right 
wrist of a healthy subject performing shoulder abduction right (SAR) 
correctly while standing. This figure demonstrates variations not only 
in the length (number of frames) but also in the positional values 
(coordinates) of the data. Meanwhile, Fig.  3 illustrates an example 
of inter-subject variability, where five subjects performed the exercise 
SAR correctly multiple times, revealing significant differences in how 
each subject executes the exercise.
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Table 3
Description of exercise types and the number of repetitions for each movement category in the dataset.
 Label Exercise name N. Sample Description  
 0 Elbow Flexion Left (EFL) 205 Flexion and extension movement of left elbow.  
 1 Elbow Flexion Right (EFR) 211 Flexion and extension movement of right elbow.  
 2 Shoulder Flexion Left (SFL) 272 Flexion and extension movement of left shoulder 

while keeping the arm straight in front of the body.
 

 3 Shoulder Flexion Right (SFR) 262 Flexion and extension movement of right shoulder 
while keeping the arm straight in front of the body.

 

 4 Shoulder Abduction Left (SAL) 221 The left arm is raised away from the side of the body
while keeping the arm straight.

 

 5 Shoulder Abduction Right (SAR) 220 The right arm is raised away from the side of the
body while keeping the arm straight.

 

 6 Shoulder Forward Elevation (SFE) 217 With hands clap together, the arms are kept straight
and raised above the head, keeping the elbows straight.

 

 7 Side Tap Left (STL) 228 The left leg is moved laterally and then returned to
its original position while maintaining balance.

 

 8 Side Tap Right (STR) 223 The left leg is moved laterally and then returned to
its original position while maintaining balance.

 

3.2. Algorithms

This study employs deep learning techniques to analyze multi-
channel time series data, which serves as the input for each model [38].

Unlike traditional classifier models that rely on manually engi-
neered features, neural network architectures autonomously extract 
relevant features from input data before the classification stage during 
supervised learning. While unsupervised learning methods like those 
explored by Colpas et al. [39] offer potential for motion pattern discov-
ery, our study ultimately focused on supervised learning due to several 
key challenges associated with unsupervised approaches. Specifically, 
the variability of human movement makes consistent grouping difficult, 
clustering methods are sensitive to noise in motion capture data, eval-
uation relies on indirect metrics like silhouette scores, and techniques 
like Dynamic Time Warping (DTW) are computationally demanding 
and require extensive preprocessing [40,41]. We prioritized reliability 
and interpretability in our results, which are better supported by a 
supervised framework.

We employed a set of different neural network architectures tailored 
for activity recognition, including temporal convolutional neural net-
works (tCNN), hybrid Long Short-Term Memory (LSTM) networks such 
as CNN-LSTM and Convolutional LSTM (ConvLSTM), and Transformer 
models. Each of these architectures possesses distinct advantages and 
has been extensively studied in the research literature for human 
activity recognition tasks [42].

To evaluate the multiscale learning algorithms for the activity recog-
nition task in this study, we implemented the algorithm in both tra-
ditional and multiscale forms. Unlike the traditional algorithm, the 
multiscale algorithm has two parallel branches that extract features at 
different scales to identify meaningful patterns in the data. Generally, 
one branch performs convolution operations with a reduced stride 
to extract detailed features from short-term dependencies, while the 
other branch uses a larger stride to capture long-term dependencies. 
The theoretical basis for using parallel branches with varying speeds 
involves two key components: the varying stride in parallel branches 
and the use of dilated convolutions to expand the receptive fields [43].

Formally, a 1D convolution with varying stride is shown in Eq. (1), 
where 𝑥 is the input to the convolutional layer of size 𝑛, the kernel ℎ
has length 𝑘, and 𝑠 represents the stride, or the number of positions 
moved after each convolution operation. A stride 𝑠 > 1 results in the 
loss of information, which can be interpreted as sacrificing fine-grained 
details to capture the overall picture, akin to a moving average filter 
with a non-overlapping window. 

𝑦(𝑛) =

{

∑𝑘
𝑖=0 𝑥(𝑛 + 1)ℎ(𝑖), if 𝑛 = 0

∑𝑘
𝑖=0 𝑥(𝑛 + 𝑖 + (𝑠 − 𝑖))ℎ(𝑖), if 𝑛 ≠ 0

(1)

The formal definition of a dilated convolution is given in Eq. (2), 
where ∗  is the dilated convolution operator, ℎ is the kernel function, 
𝑙
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𝑓 is the width of the convolutional filter, 𝑙 is the dilation rate and 𝑦 is 
an element of the 1D sequence. 

(𝑥 ∗𝑙 ℎ)(𝑦) =
𝑓−1
∑

𝑖=0
𝑥𝑦−𝑙⋅𝑖 ⋅ ℎ(𝑖) (2)

Dilated convolution expands the receptive field without increas-
ing computational cost by selectively skipping input values, thereby 
preserving output resolution often lost through pooling layers. To sum-
marize, the top branch is designed to capture fine details of movement 
leveraging computational cost, while the lower branch is engineered to 
lose some information to gain a global view of the movement.

In the next parts of this section, we provide a detailed description of 
the model architectures, both in the traditional learning form and the 
multiscale learning approach. Additionally, we thoroughly describe the 
deployed model configurations and settings, offering a comprehensive 
understanding of our design choices and implementations.

3.2.1. Temporal CNN model
In sequence modeling tasks, a variation on CNN called a temporal 

convolutional neural network (tCNN) was used in the study [44]. tCNN 
has a memory significantly longer than recurrent architectures with 
the same capacity. Likewise, in different sequence modeling tasks, 
tCNN achieves better results than RNN, LSTM, since tCNN is paral-
lel and adaptable in terms of receptive field size, stability of gradi-
ents, low memory requirements during training, and acceptability of 
inputs of varying lengths. The tCNN, designed to process temporal 
sequences effectively, operates convolutional operations across both 
spatial and temporal dimensions, showcasing promising results in cap-
turing temporal dependencies and extracting discriminative features 
from time-series data [45,46].

The traditional tCNN architecture utilized in this study is schemat-
ically presented in Fig.  4. The tCNN comprises a structured input layer 
that receives data representing 3D joint coordinates over time steps. 
Through six CNN layers with batch normalization, essential features 
are extracted, while dropout layers mitigate overfitting. A flattened 
layer prepares the data for 4 fully connected layers, where features are 
refined using ReLU activation and L2 regularization to bolster model 
robustness. Finally, the softmax activation in the output layer ensures 
precise activity classification predictions.

The multiscale version of the tCNN consists of two parallel branches 
of convolutional operations on sequential data. The top branch has six 
CNN layers with a stride of 1, focusing on short-term dependencies and 
capturing fine-grained features. In contrast, the lower branch uses a 
stride of 3 to capture long-term dependencies and extract higher-level 
features. Both branches culminate in a batch normalization layer and a 
global average pooling layer before being concatenated. The combined 
output is then fed forward to the flattening layer, which processes the 
data for the final output. The entire architecture of the multiscale tCNN 
model is illustrated in Fig.  5.
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Fig. 4. Architecture of traditional tCNN model.
Fig. 5. Architecture of multiscale tCNN model.
3.2.2. Hybrid LSTM models
LSTM is a type of recurrent neural network (RNN) architecture de-

signed to overcome the vanishing gradient problem in traditional RNNs. 
It consists of memory cells with self-connections called ‘gates’ that 
regulate the flow of information, allowing it to remember information 
over long sequences. LSTM is well-suited for sequential data modeling 
tasks where long-range dependencies are important, such as natural 
language processing, speech recognition, and time series prediction.

CNN-LSTM. CNN-LSTM combines convolutional layers with LSTM lay-
ers. The CNN layers are typically used for feature extraction from input 
sequences, capturing spatial patterns if the input data has a spatial 
structure (e.g., images, sensor data). The LSTM layers are then used 
to capture temporal dependencies in the extracted features. CNN-LSTM 
architectures are commonly used for tasks involving spatio-temporal 
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data, such as video classification, action recognition, and weather 
forecasting [47,48].

The CNN-LSTM architecture employed in this study is presented in 
Fig.  6. Two subsequent hidden layers apply a 1D convolution operation 
(Conv1D) with 64 filters and a kernel size of 3, followed by ReLU 
activation. A dropout layer with a rate of 0.5 is inserted after the 
second convolutional layer to mitigate overfitting. Max pooling with a 
pool size of 2 is then used to down sample the features. The output 
of the convolutional layers is flattened to a vector format for input 
into the subsequent LSTM layer. The LSTM layer, comprising 100 units, 
processes the sequential data, capturing temporal dependencies and 
patterns. A dropout layer with a dropout rate of 0.5 follows the LSTM 
layer to further prevent overfitting. Two dense fully connected layers 
follow the LSTM layer. The first dense layer consists of 100 units with 
ReLU activation, aiding in feature extraction and nonlinear mapping. 
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Table 4
Parameters used in the training of each architecture.
 Parameter tCNN CNN-LSTM ConvLSTM Transformer  
 Input shape n × 105 × 75 n × 105 × 75 n × 105 × 75 n × 105 × 75  
 Batch size 32 32 32 32  
 Optimization algorithm Adam Adam Adam Adam  
 Learning rate 1 × 10−4 1 × 10−4 1 × 10−4 1 × 10−4  
 Loss function Categorical cross-entropy Categorical cross-entropy Categorical cross-entropy Categorical cross-entropy 
 Class weight balancing Naive Beyesian Naive Beyesian Naive Beyesian Naive Beyesian  
 Epochs 100 100 100 100  
 Patience (epochs) True (10) True (10) True (10) True (10)  
 N. parameters 3.5M 0.3M 1.2M 0.3M  
 Data/parameters ratio 0.06 0.72 0.18 0.72  
Fig. 6. Architecture of traditional CNN-LSTM model.

The second dense layer utilizes softmax activation, generating final 
output probabilities for each class.

The multiscale version of the CNN-LSTM consists of two parallel 
branches of convolutional operations on sequential data. One branch 
has two hidden layers, applying a 1D convolution operation (Conv1D) 
with 64 filters and a kernel size of 3 with a stride of 1, focusing on short-
term dependencies and capturing fine-grained features. In contrast, the 
second branch uses a stride of 3 to capture long-term dependencies 
and extract higher-level features. Each branch culminates in a flattened 
layer before being concatenated. The combined output is then fed into 
the LSTM layer, which processes the data for the final output. The entire 
architecture of the multiscale CNN-LSTM model is illustrated in Fig.  7.
Convolutional LSTM. ConvLSTM is a variant of LSTM that incorporates 
convolutional operations within the LSTM units. In ConvLSTM, the 
input-to-state and state-to-state transitions are convolutions rather than 
fully connected operations. This allows the model to learn spatial–
temporal patterns directly from sequential data, without the need for 
separate CNN layers. ConvLSTM is particularly useful for tasks where 
both spatial and temporal dependencies are important and can be 
learned jointly, such as video prediction, precipitation nowcasting, and 
spatiotemporal anomaly detection [47]. 

The ConvLSTM architecture utilized in this study comprises an 
initial 2D ConvLSTM layer with ReLU activation. This layer processes 
spatio-temporal data defined by the number of time steps in the se-
quence, the length of each sequence, and the number of features in each 
time step. To mitigate overfitting, a dropout layer with a rate of 0.5 is 
incorporated. The output of the ConvLSTM layer is then flattened into a 
1D array. Following this, two dense (fully connected) layers are added. 
The first dense layer consists of 100 units with ReLU activation, aiding 
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in feature extraction and nonlinear mapping. Finally, the second dense 
layer employs softmax activation to generate final output probabilities 
for each class. The overall architecture of the traditional ConvLSTM 
model is presented in Fig.  8.

The multiscale ConvLSTM model comprises two parallel branches 
of 2D ConvLSTM layers with ReLU activation. The first branch extracts 
features using a 1 × 1 convolution with a stride of 3, focusing on 
long-term dependencies, while the second branch uses a stride of 1 for 
capturing short-term dependencies. After the convolution operations, 
each branch converges into a flattened layer, and the outputs of these 
two branches are concatenated before producing the final output. The 
overall architecture of the ConvLSTM model is presented in Fig.  9.

3.2.3. Transformer model
Originally developed for natural language processing tasks, Trans-

former models have been adapted for sequence modeling across dif-
ferent domains. By leveraging self-attention mechanisms, Transformers 
efficiently capture long-range dependencies in sequential data without 
relying on recurrent connections. Their effectiveness in processing 
sequential data has shown promising results in tasks such as activity 
recognition [49].

The Transformer architecture follows an encoder–decoder
paradigm. The encoder extracts features from input sequences, while 
the decoder utilizes these features to generate output sequences. Each 
encoder block employs self-attention to enhance tokens with contextual 
information. Additionally, positional encoding is injected into each 
embedding, enabling the model to understand the input sequence’s 
positional information without redundancy. The Transformer architec-
ture processes input data without recurrence or convolution, making it 
versatile for handling various types of sequential data.

The utilized Transformer model consists of an encoder layer featur-
ing 4 attention heads, along with a position-wise feed-forward network 
and two residual connections, each complemented by Layer Normaliza-
tion. The feed-forward network incorporates convolutional layers with 
ReLU activation functions, enhancing the model’s ability to capture 
non-linear relationships within the data. Subsequently, an MLP with 
two Dense layers, each with 128 dimensions and ReLU activation, is 
applied, incorporating a dropout rate of 0.4 to improve generaliza-
tion. Finally, a Softmax Dense Layer performs classification across the 
activity classes, addressing the exercise classification task.

The overall Transformer architecture is visually summarized in Fig. 
10.

The multiscale transformer consists of two parallel branches. The 
top branch performs a 1D convolution with a stride of 1, followed by 
a dilated convolution with a dilation rate of 2. In contrast, the second 
branch starts with a 1D convolution with a stride of 3. Aside from these 
differences, the two branches are identical: the top branch continues 
with a positional encoding layer, which adds the output of the dilated 
1D convolution to a positional signal. The overall architecture of the 
multiscale transformer is presented in Fig.  11.
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Fig. 7. Architecture of multiscale CNN-LSTM model.
Fig. 8. Architecture of traditional ConvLSTM model.

3.3. Methodology

Experiments were conducted using the previously described IRDS, 
which contains nine rehabilitation activities performed by 22 subjects. 
Multi-class classifications were carried out using tCNN, CNN-LSTM, 
ConvLSTM, and Transformer models in both traditional and multiscale 
architectures processing multi-channel time series data.

The multi-channel time series data comprises 3D raw coordinates 
(x, y, z) of 25 body joints recorded by the Kinect sensor, resulting 
in a set of 75 features used to train each deep learning model. The 
input tensor for the time-series deep learning models is structured along 
three key dimensions: the number of samples, the sequence length, 
and the number of features. Data preprocessing was carried out to 
format the dataset in alignment with the architecture type. Specifically, 
the preprocessing step transformed the dataset to produce an input 
tensor with the shape (N × 𝑇  × (C × K)). Fig.  12 provides a visual 
representation of the input data, illustrating the characteristics of the 
multi-channel time series and its shape.
7 
Fig. 9. Architecture of multiscale ConvLSTM model.

The training parameter settings are specified in Table  4. Various 
batch sizes were employed during pre-analysis to determine the best 
configuration for training the models.

Given that the exercise classes are unbalanced, a Naive Bayesian 
method was applied to model the weight of each class in the classifica-
tion [50]. This technique helps mitigate the effects of class imbalance, 
ensuring more robust and accurate predictions.

Given the variability in repetition lengths observed in motion pat-
terns between patients and healthy subjects, we conducted multiple 
pre-model evaluations with different sequence lengths to identify the 
optimal configuration. The best results were achieved with a mean 
sequence length of 105 frames, which aligns with the typical duration 
of patient gestures. This decision was made to optimize the model 
for clinical applications, specifically for patient populations, and is 
consistent with the findings from our previously published work [42].
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Fig. 10. Architecture of traditional Transformer model.
Fig. 11. Architecture of multiscale Transformer model.
Additionally, we implemented a time series length normalization 
technique using the zero pre-padding method. Zero padding is a com-
monly employed approach in preprocessing time series data with vary-
ing lengths. Recent research suggests that zero pre-padding offers su-
perior performance compared to alternative methods [51]. The ratio-
nale behind zero pre-padding is that the introduced zeros should be 
disregarded by the model’s weights during training.

For the activity recognition classification task, we utilized the cate-
gorical cross-entropy loss function and evaluated overall model perfor-
mance using the categorical accuracy metric.

To develop and train the deep learning architectures for activity 
recognition tasks, we utilized the Keras Python library. To ensure 
consistency in our experiments, we initialized the neural network with 
a fixed seed.
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Furthermore, we employed a comprehensive set of metrics tailored 
for multi-class problems to assess our classification models, including 
area under the curve (AUC), precision, recall, and F1-score [52].

To ensure robust evaluation and generalize our models’ predictive 
ability, we employed cross-validation. Cross-validation involves parti-
tioning the dataset into smaller subsets. During each validation loop, 
all subsets except one are used for training, and the remaining subset 
is used for validation [53,54]. Performance metrics from each loop are 
averaged to gauge overall model effectiveness.

We applied LOSO cross-validation since each subject exhibits unique 
motion patterns. Validating the models on individual subject patterns 
provides insights into classification performance and generalizability.

Given that each algorithm underwent training with LOSO cross-
validation, involving multiple iterations of training and testing, we 



C. Mennella et al. Computer Methods and Programs in Biomedicine 267 (2025) 108792 
Fig. 12. Overview of the multi-channel time series data used as input for each 
algorithm. Abbreviations: c = number of channels, representing the x, y, and z 
coordinates of keypoints; K = the 25 keypoints tracked by the system; C × K = total 
number of features available; N = number of samples in the dataset, representing the 
number of sequences gestures subject performances; T = sequence length.

Table 5
Mean and standard deviation of LOSO cross-validation results using traditional archi-
tecture.
 Model Accuracy AUC Precision Recall  
 tCNN 0.92 (0.12) 0.98 (0.04) 0.92 (0.11) 0.91 (0.12) 
 CNN-LSTM 0.91 (0.12) 0.98 (0.04) 0.92 (0.12) 0.90 (0.13) 
 ConvLSTM 0.88 (0.16) 0.98 (0.04) 0.90 (0.14) 0.88 (0.16) 
 Transformer 0.81 (0.15) 0.97 (0.05) 0.83 (0.15) 0.80 (0.16) 

Table 6
Mean and standard deviation of LOSO cross-validation results using multiscale archi-
tecture approach.
 Model Accuracy AUC Precision Recall

 Multiscale tCNN 0.91 (0.13) 0.98 (0.03) 0.93 (0.11) 0.91 (0.13) 
 Multiscale CNN-LSTM 0.90 (0.14) 0.98 (0.04) 0.91 (0.13) 0.89 (0.14) 
 Multiscale ConvLSTM 0.89 (0.14) 0.98 (0.04) 0.89 (0.13) 0.88 (0.15) 
 Multiscale Transformer 0.93 (0.11) 0.98 (0.04) 0.93 (0.11) 0.93 (0.12) 

presented the average and standard deviation scores for accuracy, 
precision, recall, and F1-score in our results.

4. Results

Using LOSO-cross validation, an average accuracy of 92% for tCNN, 
91% for CNN-LSTM, 88% for ConvLSTM, and 81% for Transformer was 
achieved using their respective traditional model architectures.

Similarly, an average accuracy of 91% for tCNN, 90% for CNN-
LSMT, 89% for ConvLSTM, and 93% for Transformer was achieved 
using the multiscale approach in their respective model architectures.

The results for other evaluation metrics are reported in Table  5 for 
models using the traditional architecture and in Table  6 for models 
based on the multiscale architecture.

Detailed information about algorithm performance on exercise
recognition is provided in Table  7 for traditional algorithms, and in 
Table  8 for the algorithms using multiscale feature learning. Addition-
ally, the confusion matrices showing the misclassification performance 
over the nine classes of the exercise are presented in Figs.  13 and 14 
for the traditional and multiscale-based algorithms, respectively.

Finally, the performance comparison of the traditional and multi-
scale approaches is illustrated in Fig.  15, which depicts the accuracy 
values of the considered models for healthy and patient subjects.
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5. Discussion

Activity recognition plays a crucial role in rehabilitation contexts, 
where precise identification of exercises can significantly impact treat-
ment efficacy.

This study explores an innovative approach for learning features 
from motion data across various scales, termed multiscale feature learn-
ing, to develop an activity recognition system capable of tracking and 
quantifying rehabilitation exercises of both upper and lower limbs.

We utilized an open dataset that includes subjects ranging from 
healthy individuals to patients with varying degrees of disability to 
design and validate our experiments.

We compared traditional multi-channel time series algorithms with 
a novel approach based on multiscale architecture. The multiscale 
architectures involve two parallel branches that independently extract 
features and dependencies in the data at different scales of resolution. 
We conducted evaluations using LOSO cross-validation, assessing key 
metrics such as accuracy, AUC, precision, and recall across different 
models.

As expected, the average accuracy was higher for healthy partici-
pants compared to the patient population. Healthy participants were 
able to perform the exercises almost perfectly, while patients struggled 
due to limited range of motion and pain, resulting in higher standard 
deviation. Additionally, participants performed exercises in various 
postures (sitting on a chair/wheelchair or standing), which mostly 
affected the recognition of lower limb exercises.

The traditional architectures evaluated included tCNN, CNN-LSTM, 
ConvLSTM, and Transformer models, which are well-established in 
literature for their effectiveness in handling time-series data and have 
served as benchmarks in activity recognition tasks (Table  5).

tCNN and CNN-LSTM demonstrated robust performance with aver-
age accuracies of 92% and 91%, respectively, and high AUC scores 
of around 98%. ConvLSTM showed slightly lower performance with 
an average accuracy of 88% but maintained a high AUC score of 
98%. The Transformer model performed the least among traditional 
architectures, with an average accuracy of 81%, though it exhibited 
good discrimination ability with an AUC of 97% but higher variability 
in precision and recall.

In contrast, we explored Multiscale tCNN, Multiscale CNN-LSTM, 
Multiscale ConvLSTM, and Multiscale Transformer architectures. These 
models leverage parallel branches to extract features at different scales 
of resolution, aiming to capture both local and global dependencies 
within the motion data.

Multiscale tCNN and Multiscale CNN-LSTM maintained competitive 
accuracy with averages of 91% and 90%, respectively, and demon-
strated enhanced precision and recall metrics compared to their tra-
ditional counterparts. Multiscale ConvLSTM performed well with an 
average accuracy of 89%, showing robustness across folds with minor 
variations in performance metrics. Multiscale Transformer emerged as 
the top performer among all models evaluated, achieving the highest 
average accuracy of 93%. It demonstrated superior discrimination abil-
ity with an AUC of 98% and the least variability in precision and recall 
metrics.

The multiscale models generally perform competitively better than 
their traditional counterparts (see Table  6). They tend to exhibit slightly 
higher precision and recall values, suggesting better performance in 
distinguishing between different classes of exercises (see Table  8) and 
capturing true positives effectively (Fig.  14). They achieve higher accu-
racy on average with less variability, suggesting more robustness across 
different folds of the LOSO cross-validation. While traditional architec-
tures demonstrated competitive performance across various exercises, 
multiscale architectures consistently achieved higher accuracy and ro-
bustness, particularly in classifying rehabilitation exercises with high 
variability. These findings emphasize the effectiveness of multiscale 
feature learning approaches in enhancing activity recognition systems 
for rehabilitation applications. Notably, multiscale models significantly 
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Fig. 13. Confusion matrix for the nine exercise classes used in the activity recognition algorithm trained with the traditional architecture approach.
Table 7
Mean and standard deviation of LOSO cross-validation results using traditional architecture for all rehabilitation exercises.
 Exercise tCNN CNN-LSTM ConvLSTM Transformer

 Accuracy F1-score Accuracy F1-score Accuracy F1-score Accuracy F1-score  
 0 0.85 (0.13) 0.85 (0.12) 0.88 (0.12) 0.89 (0.11) 0.84 (0.14) 0.84 (0.13) 0.82 (0.16) 0.80 (0.15) 
 1 0.89 (0.12) 0.90 (0.11) 0.93 (0.10) 0.92 (0.10) 0.87 (0.13) 0.88 (0.12) 0.81 (0.14) 0.80 (0.15) 
 2 0.91 (0.12) 0.91 (0.11) 0.85 (0.14) 0.85 (0.13) 0.86 (0.15) 0.84 (0.14) 0.79 (0.16) 0.73 (0.16) 
 3 0.91 (0.13) 0.87 (0.12) 0.92 (0.12) 0.89 (0.11) 0.89 (0.13) 0.82 (0.13) 0.79 (0.15) 0.74 (0.14) 
 4 0.86 (0.14) 0.88 (0.13) 0.89 (0.13) 0.87 (0.12) 0.87 (0.14) 0.86 (0.13) 0.73 (0.17) 0.73 (0.16) 
 5 0.88 (0.12) 0.90 (0.11) 0.90 (0.11) 0.91 (0.10) 0.91 (0.12) 0.89 (0.11) 0.76 (0.16) 0.72 (0.15) 
 6 0.98 (0.08) 0.98 (0.07) 0.99 (0.07) 0.98 (0.06) 0.98 (0.09) 0.98 (0.08) 0.98 (0.09) 0.98 (0.08) 
 7 0.87 (0.13) 0.87 (0.12) 0.92 (0.10) 0.94 (0.09) 0.88 (0.13) 0.89 (0.12) 0.84 (0.15) 0.82 (0.14) 
 8 0.98 (0.09) 0.93 (0.08) 0.94 (0.10) 0.91 (0.09) 0.86 (0.14) 0.87 (0.13) 0.83 (0.15) 0.80 (0.14) 
improved recognition accuracy for exercises characterized by substan-
tial inter-subject variability and variations in motion duration, such 
as shoulder movements as showed in Fig.  1. In particular, the mul-
tiscale CNN-LSTM and multiscale Transformer models outperformed 
traditional architectures, with superior accuracy and F1-scores. This im-
provement was especially pronounced for shoulder abduction exercises, 
as evidenced in Table  8. These results highlight the advantages of mul-
tiscale architectures in handling complex rehabilitation gestures, such 
as shoulder movements, which exhibit significant variability across 
subjects and clinical conditions [55].
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The multiscale approach significantly improved the performance of 
the models, particularly within the patient group. Further, the multi-
scale approach proved instrumental in reducing the gap in model per-
formance generalizability across different classes of subjects, including 
healthy individuals and patients with varying degrees of disability (see 
Fig.  15). Specifically, multiscale algorithms exhibited enhanced perfor-
mance consistency, promoting their effectiveness among subjects with 
diverse clinical conditions, demographics, and physical characteristics, 
which also affect motion subtly.

To demonstrate the robustness and reliability of our work, we
compared our findings with the latest related research. Our
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Fig. 14. Confusion matrix for the nine exercise classes used in the activity recognition algorithm trained with the multiscale architecture approach.
Table 8
Mean and standard deviation of LOSO cross-validation results using multiscale architecture for all rehabilitation exercises.
 Exercise Multiscale tCNN Multiscale CNN-LSTM Multiscale ConvLSTM Multiscale Transformer
 Accuracy F1-score Accuracy F1-score Accuracy F1-score Accuracy F1-score  
 0 0.88 (0.12) 0.89 (0.10) 0.88 (0.14) 0.88 (0.13) 0.85 (0.16) 0.83 (0.12) 0.89 (0.09) 0.90 (0.10) 
 1 0.87 (0.15) 0.85 (0.12) 0.89 (0.13) 0.90 (0.14) 0.83 (0.13) 0.83 (0.15) 0.94 (0.10) 0.93 (0.11) 
 2 0.93 (0.10) 0.92 (0.09) 0.85 (0.16) 0.84 (0.12) 0.87 (0.14) 0.86 (0.14) 0.88 (0.12) 0.88 (0.13) 
 3 0.88 (0.13) 0.88 (0.14) 0.90 (0.12) 0.88 (0.15) 0.90 (0.15) 0.84 (0.13) 0.93 (0.11) 0.90 (0.12) 
 4 0.90 (0.14) 0.91 (0.12) 0.90 (0.13) 0.87 (0.13) 0.86 (0.12) 0.87 (0.14) 0.90 (0.11) 0.91 (0.10) 
 5 0.91 (0.11) 0.90 (0.12) 0.93 (0.13) 0.92 (0.11) 0.89 (0.14) 0.87 (0.13) 0.88 (0.09) 0.90 (0.12) 
 6 0.98 (0.08) 0.98 (0.07) 0.98 (0.09) 0.98 (0.08) 0.98 (0.10) 0.98 (0.09) 0.98 (0.07) 0.98 (0.08) 
 7 0.95 (0.12) 0.95 (0.13) 0.91 (0.14) 0.92 (0.12) 0.88 (0.15) 0.90 (0.14) 0.94 (0.11) 0.95 (0.12) 
 8 0.94 (0.11) 0.91 (0.10) 0.93 (0.12) 0.88 (0.13) 0.94 (0.13) 0.91 (0.12) 0.96 (0.09) 0.97 (0.08) 
algorithms outperformed state-of-the-art systems developed based on 
the IRDS dataset. For example, systems proposed by Khanghah et al.
[56] achieved average accuracy values of 90% and 83% using 10-Fold 
and LOSO cross-validation, respectively, and average accuracies of 89% 
and 88% for 10-Fold and LOSO, respectively, when using time-series 
data derived from kinematics of 3D joint coordinates [57]. Similarly, 
Sadawi et al. [58] used tCNN, LSTM, and k-nearest neighbors algorithm 
(KNN) on the IRDS dataset to develop a system able to recognize 
nine exercise rehabilitation exercises, showing an average accuracy of 
85% for tCNN, 85% for LSTM, and 94% for KNN using raw path data 
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of joint kinematics and LOSO cross-validation. Table  9 presents the 
average results of our experiments across traditional architectures and 
multiscale architectures, compared to the mean experimental results 
reported in related studies analyzing the same dataset.

While all algorithms demonstrated improved performance with the 
multiscale feature learning approach, the multiscale CNN-LSTM and 
Transformer models exhibited the most significant improvements over 
their traditional counterparts, particularly in the patient group. This 
result is especially promising as it suggests a potential advancement 
over the findings of Khangahah et al. [56], whose study highlighted 
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Fig. 15. Accuracy results from LOSO cross-validation comparing traditional and multiscale models for healthy (highlighted in gray) and patient (highlighted in yellow) groups.
Table 9
Comparison of our results with traditional and multiscale models against related
studies.
 Model Accuracy F1-score

 Khangahah et al. [56] 0.84 0.61  
 Khangahah et al. [57] 0.90 0.73  
 Sadawi et al. [58] 0.89 –  
 Traditional models 0.88 0.88  
 Multiscale models 0.91 0.91  

a significant performance gap in their models. The improvements ob-
served in our study offer encouraging prospects for further enhancing 
model effectiveness in clinical applications.

In our analysis, these architectures based on the multiscale two-
parallel-branch approach result in the most suitable for integration 
into our final system, designed to recognize the rehabilitation exercises 
described in the IRDS dataset. The ability of these architectures to 
learn patterns at different scales significantly increased the accuracy of 
exercise multi-class classification for both healthy and patient subjects. 
This capability underscores its suitability for developing activity recog-
nition systems in the healthcare field, as it maintains high accuracy 
across diverse subject groups, including those with varying degrees of 
disability.

Although our results are promising, they are based specifically on 
the IRDS dataset, which has intrinsic limitations such as highly diverse 
patient positions and settings during recording. Although our multiscale 
approach reduced the performance gap between patient and healthy 
groups and outperformed existing methods, some patient subjects still 
yielded suboptimal results. This is primarily due to the high vari-
ability in physical and health-related attributes across individuals in 
the dataset, which contributes to motion variability, as detailed in 
Section 3.1. For example, although our methods have reduced the 
gap in model accuracy between patients and healthy subjects, patients 
with IDs 204, 206, 211, and 216 exhibit suboptimal results, an issue 
consistent with other systems trained using the IRDS dataset [37,56–
58].
12 
Finally, in our study, we focused on classifying pre-segmented se-
quences of rehabilitation exercises to train HAR models. This approach 
was informed by recent literature, which highlights the limitations of 
using static time windows to segment continuous signals [59]. Recent 
advancements in the field emphasize dynamic sliding window seg-
mentation, which adapts to activity transitions and enhances real-time 
processing by isolating meaningful activity segments before classifica-
tion [60,61]. Based on these considerations, we chose to work directly 
with pre-segmented actions from the analyzed dataset. While our re-
sults are based on offline processing, we acknowledge the importance 
of evaluating the real-time performance of our system, which has yet 
to be assessed. Understanding the practical implications of real-time as-
sessment, we are actively working toward its implementation in future 
studies. To this end, we plan to extend our approach by testing it on 
additional datasets relevant to activity recognition in the rehabilitation 
field. This will help validate the generalizability and robustness of our 
methods across diverse populations and conditions. Additionally, we 
aim to collect more data to further enhance our model’s robustness, 
leveraging transfer learning to refine our models for more accurate 
recognition of rehabilitation activities.

Overall findings highlight the significance of incorporating multi-
scale approaches in activity recognition tasks, demonstrating generally 
better performances compared to traditional architectures. The results 
contribute to advancing the field of activity recognition and offer valu-
able insights into leveraging advanced neural network architectures for 
effectively managing complex time-series data used in human motion 
analysis.

6. Conclusions

The development of digital systems for monitoring and quantifying 
patient rehabilitation activities in home-based programs is a key focus 
in telemedicine applications. Consequently, creating approaches for 
automated recognition and assessment of patient activity is a signifi-
cant challenge for researchers in fields such as computer science and 
medicine.
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Despite extensive research on deep learning for motion modeling, 
there has been limited focus on developing movement recognition 
algorithms that exhibit resilience across a diverse range of physical and 
clinical conditions.

This study proposes advanced deep learning architectures designed 
to improve the performance of activity recognition systems for ac-
curately tracking and quantifying rehabilitation exercises. Our novel 
approach leverages multi-channel time series data of 3D raw coordi-
nates from human joints to recognize specific rehabilitation exercises. 
Unlike conventional systems, our method employs multiscale learning 
to ensure consistent performance across both healthy individuals and 
patients with diverse conditions.

Our study reveals that employing a multiscale approach, particu-
larly through CNN-LSTM and Transformer models with dual parallel 
branches, significantly improves the system’s ability to detect move-
ments across diverse subjects. This research highlights the critical role 
of multiscale methods in exercise classification and the integration 
of advanced activity recognition systems into healthcare applications, 
addressing the needs of varied user populations.

The findings of this study contribute to the growing body of knowl-
edge on automated rehabilitation systems and provide valuable insights 
for health professionals and researchers working in this emerging field. 
The research highlights the importance of exploring advanced tech-
niques to enhance activity recognition systems, marking a crucial step 
forward in this area. It underscores that precise exercise monitor-
ing and evaluation are essential for delivering effective, personalized 
treatments, particularly within the realm of telemedicine.
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