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Abstract. To build more accurate and trustworthy artificial intelligence
algorithms in deep learning, it is essential to understand the mechanisms
driving classification systems to identify their targets. Typically, post
hoc methods are used to provide insights into this process. By contrast,
in this work, we investigate the possibility of using class activation maps
in combination with contrastive loss to enhance the reliability of train-
ing of a deep learning model. MNIST and Fashion MNIST datasets are
considered in our investigation since they have already proven a prac-
tical starting point for assessing an almost tautologic training strategy
for deep learning algorithms, given that classification targets are the pri-
mary significant content of the images in these datasets. Starting from
the raw comparison of accuracy and system complexity of the proposed
approach, a further investigation of the technique’s feasibility in a deep
learning study is conducted over six random seed splits of the training
data and model performance. A modern deep learning network, such as
ConvNeXT, determines whether a more robust architecture trained with
the proposed mechanics provides better insights than a simple convolu-
tional neural network. This investigation also addresses the importance
of skip connections, structured learning layers, and feature map dimen-
sions in the learning process.

Keywords: Artificial Intelligence - Trustworthy Artificial Intelligence
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1 Introduction

Trustworthy Artificial Intelligence (TAI) is one of the scientific community’s
main objectives, needing a multifaceted approach encompassing legal, ethical,
and scientific perspectives to ensure these breakthrough technologies’ safe devel-
opment and deployment. Each domain contributes uniquely. Legal frameworks
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aim to build regulations to adapt Law to the fast growth of AI applications.
Ethics provides guidelines for developers and organisations to create Al sys-
tems that respect human rights and societal values, fostering a human-centred
perspective in technological development [3]. The scientific community of math-
ematics, physics and computer science addresses two main questions: what is
the system learning, and why is it learning that? This paper delves into these
latest topics, introducing a new possible paradigm to train deep learning (DL)
algorithms. In recent years, the field of eXplainable Artificial Intelligence (XAI)
[2] has emerged as a crucial approach to understanding the inner workings of
AT systems. XAI methods aim to identify the ensemble of processes that define
the fully trained algorithm used to solve a specific task. Two primary solutions
employed in XAI are post hoc and transparent approaches: post hoc methods
explain why and how trained systems generate outputs based on given inputs. In
contrast, transparent approaches concentrate on designing algorithms with more
straightforward and precise inner workings. Prominent examples of post hoc
methods in deep learning (DL) literature include LIME, SHAP, and GradCAM
[1,4], commonly used for post-training model evaluation. In contrast, classical
machine learning (ML) algorithms, like decision trees or clustering approaches,
are more interpretable than DL models. Although XAI is now a staple part of
AT research, it is essential to recognise that it is not the only approach to ad-
dressing interpretation problems. The scientific community also uses “Reliable
AT’ [5] to comprehensively identify all the mathematical techniques for solving
DL network problems. The main idea is that explainability is just one aspect
of developing Plausible AI. Other elements include expressivity, learning, and
generalisation. The term “expressivity” refers to the choice of network architec-
ture, while “learning” encompasses the gradient descent and the optimisation
issues beyond the choice of the loss function. “Generalisation” includes all the
statistical robustness problems of the network. These three and the “Explainabil-
ity” problem are the key points towards developing a plausible AI. The research
proposed in this paper begins with testing innovative training approaches to
create more credible and trustworthy AI systems. The foundation of this study
is the MNIST [10] dataset, which consists of 70,000 images of handwritten dig-
its, 60,000 for training and 10,000 for testing. The focal inquiry of this research
is: What features does the network utilise to classify the digits? To investigate
this, the GradCAM algorithm or its adaptations can be employed to identify
the specific regions of the image that the network relies on for its predictions.
In the case of the MNIST dataset, the network should focus on the digit itself,
excluding the background. Given that the images are single-channel grayscale,
the network should primarily utilise the grayscale values, mostly avoiding black
pixels, to classify the digits. The GradCAM output should ideally align closely
with the digit images themselves. Traditionally, network training emphasises
optimising hyperparameters, architecture, and loss functions to achieve high ac-
curacy. However, in the MNIST context, evaluating the network’s performance is
feasible before the training phase. This can be accomplished by implementing a
GradCAM-like function during training, providing the network with a reference
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to ensure its outputs are meaningful and interpretable. The approach outlined
here differs from similar methods, such as those using prototype networks and
attribution maps. Usually, prototype networks [6] use a set of representative ex-
amples (prototypes) to guide classification, which can sometimes obscure the un-
derlying decision-making process of the model. In contrast, the proposed method
leverages GradCAM to visualise the input areas influencing the model’s predic-
tions, offering a more intuitive understanding of its behaviour. Another similar
approach is defined by Concept relevance propagation [9]. This method empha-
sises the extraction of concept relevance, which aims to translate model outputs
into human-understandable explanations by identifying the underlying concepts
that influence decisions. This provides a more abstract interpretation of model
behaviour rather than directly visualising learned and extracted features as in
the proposed approach. One of the primary challenges of this research is ensuring
that the GradCAM outputs are accurate and interpretable. If the visualisations
do not align closely with the actual features used for classification, it may lead to
misconceptions about the model’s decision-making process. However, the ben-
efits of this approach are substantial. Researchers can develop high-accuracy
models by integrating interpretability into the training process and providing
insights into their operational logic. This can enhance user trust and facilitate
the adoption of Al technologies in critical applications where understanding the
reasoning behind decisions is essential. In summary, this research aims to bridge
the gap between model performance and interpretability, fostering the develop-
ment of Al systems that are effective and understandable to users. The proposed
training paradigm is expected to be more effective with a more complex network
architecture. A cunning way to demonstrate this property would be using DL
models that employ critical elements from different successful architectures such
as ConvNeXT [12]. ConvNeXT design draws from ResNet, DenseNet, Efficient-
Net, and Transformer attention mechanisms, creating a robust framework that
enhances performance and efficiency. Indeed, incorporating residual and dense
connections enhances gradient flow during training, which is crucial for optimis-
ing deeper networks. ConvNeXT facilitates dynamic feature extraction across
various spatial regions by integrating attention mechanisms akin to those in
transformers. Using Inverted Bottleneck blocks and layer normalisation instead
of traditional activation functions reduces computational overhead while main-
taining high performance. This efficiency makes ConvNeXT an ideal model for
benchmarking new architectures against simpler convolutional setups.

The following sections of the paper describe the implementation of this new
training paradigm for supervised learning DL architecture, demonstrating it over
MNIST and Fashion MNIST (FMNIST) datasets and presenting the preliminary
findings in the methods section (Section 2), the use of MNIST and FMNIST
datasets, the architecture of employed networks (represented by a simple CNN
and an instance of ConvNeXT), and the overall settings are introduced. The
discussion section (Section 3) presents an extensive report and analysis of the
results following the initial characterisation reported in the twin paper “You
Got the Wrong Number” [7]. Finally, Section 4 outlines some ideas for further
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research to exhaustively investigate and expand the proposed training approach
in more complex image domains.

2 Methods

The proposed method is tested on MNIST and FMNIST [14]. The data are ini-
tially analysed using the one-channel approach, and the only data transforma-
tion is tensorisation and normalisation to the one-channel MNIST and Fashion
MNIST literature values of [0.1307, 0.3081] and [0.2860, 0.3530]. The first em-
ployed model is a simple Convolutional Neural Network (CNN). The CNN con-
sists of three convolutional layers, each followed by batch normalisation, ReLU
activation, and max pooling, progressively increasing the number of filters from
32 to 128. A dropout layer is applied before the fully connected layers to mitigate
overfitting and consists of a hidden layer with 256 neurons followed by an output
layer with 10 neurons corresponding to the digit classes or clothing item classes,
which are ten in both datasets. Additionally, the model incorporates hooks to
capture feature maps and gradients from the last convolutional layer, enabling
the computation of Class Activation Maps (CAM). During the forward pass, the
model processes input images through the convolutional layers, applies dropout,
and computes outputs while generating CAMs for each image to visualise the
regions contributing to the predictions. The model is tested with two different
training functions on a GPU; the functions are the same, with the only differ-
ence that one of them incorporates in the loss evaluation function a component
of contrastive loss used to evaluate the feature maps. The custom contrastive
loss function [8] implemented is designed to optimise the similarity between
two input tensors, i.e. the GradCAM reconstructed image and the actual input,
based on a given label. The forward pass of the losses takes two output ten-
sors and the ground truth label for each image; since the tensor’s shape differs
in size, the GradCAM image is reconstructed using bicubic interpolation. The
Euclidean distance between the two-dimension tensors is then calculated, and
a constant small epsilon value [e-22] is added to prevent division by zero. The
loss is computed based on the label tensor, where a positive label contributes to
the objective based on the squared Euclidean distance. In contrast, a negative
label contributes based on the squared clamped distance (margin-distance). The
final loss is the mean of the computed values since it’s evaluated on a batch
dimension. The algorithm checks NaN values in the input tensors and returns a
zeroed tensor if any are found to avoid invalid operations.

The Contrastive Loss Leontrastive 1S expressed as:

1
Lcontrastive = i(Y : D2 + (]- - Y) : max(m - Da 0)2) (1)

Where: Y is a label (1 for similar pairs, 0 for dissimilar pairs); D is the
Euclidean distance between the two output tensors; m is the margin (a hyper-
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parameter). The Multi-Class Cross-Entropy Loss (LCE) can be expressed as:

N
1
Lcross—entropy = _N E (Y; log(pz) + (1 - le) log(l _pl>) (2>
=1

One model is trained using only the LCE loss, as in classical DL approaches,
while the other, the Total Loss (LTOT), uses LCE and Lcontrastive i combina-
tion, as LTOT = LCE + Lcontrastive- Lhe optimiser employed is the classical
ADAM optimiser with a one-over-one-thousand learning rate. The two obtained
models are then evaluated on the test set, and the image that the network gen-
erates is used as a final reference. The exact process is then repeated with a
different DL model architecture. A ConvNeXT model tests the proposed train-
ing paradigm; key differences arose in this context. This model accepts images
with three channels, red, green, and blue (RGB), as input only, with a min-
imum size of 32 pixels width x 32 height. By employing the tiny variants of
this net in PyTorch, the number of parameters reaches 28.58M. The GradCAM
image reconstruction step is the same. In evaluating the contrastive loss, a differ-
ence arises from the previously introduced loss evaluation: using ConvNeXT, the
three-channel input images are converted back to greyscale to assess the pairwise
distance. Notably, while the first used model always outputs a 7x7 features map,
using the ConvNeXT model, the output features map size depends on the input
image size; different sizes are considered: 32x32, 128x128, 224x224 and 516x516
pixels. Since it was already available, pre-trained weights on Imagenet 1k of
this DL architecture have been chosen as the first transfer learning approach to
freezing the feature extraction layers and training only the fully connected part
of the network. The code is implemented in Python, using the PyTorch module
for DL. The GPU is an NVIDIA Quadro RTX 5000, and no data parallelism is
employed.

3 Discussion

The trained models are labelled based on the dataset, with an added postfix.
Specifically, the postfix ‘R’ denotes models trained with a combination of con-
trastive and cross-entropy loss functions, while the postfix ‘C’ indicates models
trained using only the cross-entropy loss. The models MNISTR and MNISTC
show similar performance: Table 1 shows the training accuracy is around 98%
for the R models and 99% for the C models. The pattern is similar on the testing
set; the R model reaches 98% accuracy while the C model reaches 99% accuracy.

As shown in Table 2, the training time is different: the R models stop a little
bit early, around 16 hours on average, while classical models stop on average
after 20 hours. Both models employ the same number of parameters as exposed
in the following table, Table 2.

In DL literature, a 1% accuracy increase always identifies a better model, but
in the presented scenario, the percentage advantages are not so significant; the
R-models averagely converge faster (5 Hours) and present a more significative
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Table 1. Results of Modified National Institute of Standards and Technology - R and
Modified National Institute of Standards and Technology-C models on the test set over
five different random seeds.

Random SEED|Test Accuracy|Low confidence True Predictions
R Model 1 98.56% 107
C Model 1 99.09% 51
R Model 2 98.0% 168
C Model 2 99.26% 35
R Model 3 98.63% 72
C Model 3 99.20% 39
R Model 4 98.5% 97
C Model 4 98.14% 51
R Model 5 98.49% 117
C Model 5 99.08% 43
R Model 6 98.44% 119
C Model 6 99.17% 30

Table 2. Model information shared between the two models. The fundamental dif-
ference is the quality of the explanations given in which, theoretically, the R model
surpasses the C model.

Number of parameters:{390.86 K
FLOPS: 16.53 M
MAC:s: 7.75 M
Average time R-Model:|15.5 hours
Average time C-Model:{20 hours

Table 3. Average results of the Fashion Modified National Institute of Standards and
Technology - R and Fashion Modified National Institute of Standards and Technology-
C models on the test set over three different random seeds.

SEEDs|Average Train Accuracy|Average Test Accuracy|Average Time
R Models 3 99.00% 91.00% 20 Hours
C Models 3 85.00% 80.5% 5 Hours

representation of classification criteria concerning the C-Models, as shown in the
confront of Figure 1 and 2. The results were enough to investigate the training
strategy further.

The data in Table 3 show that the proposed training strategy over Fashion
MNIST is ineffective. The 10% accuracy gap between the training phase and
test set performance of the two models has become significant, prompting an
investigation into the underlying issues. Analysing and comparing training and
validation steps between the C-Model and R-Model over Fashion MNIST, the
learning phase and the early stop criteria seem to hinder the network working;
R-Models were averagely stopping after five epochs, while the C-Model continued
to learn over fourteen, figure 3.
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RECONSTRUCTED IMAGES VS ORIGINAL IMAGES OF R-MODELS WITH DIFFERENT SEEDS AT THE INITIAL EPOCH

4 I

RECONSTRUCTED IMAGES VS ORIGINAL IMAGES OF R-MODELS WITH DIFFERENT SEEDS AT THE LAST EPOCH

NARANERACE

Fig. 1. The digit NINE processed trough the epoch between five of the six seeds tested,
it can be appreciated that in the last epoch of each R-model, the digit shape appears
clear in the reconstructed form

RECONSTRUCTED IMAGES VS ORIGINAL IMAGES OF MODELS WITH DIFFFRENT SFFDS AT THF INITIAL EPOCH

A3[RAREER

RECONSTRUCTED IMAGES VS ORIGINAL IMAGES OF MODELS WITH DIFFERENT SEEDS AT THE LAST EPOCH

Fig. 2. The digit NINE processed trough the epoch between five of the six seeds tested,
it can be appreciated that in the last epoch of each C-model, the digit shape appears
clear in the reconstructed form
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R-Model VS C-Model over Fashion MNIST
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Fig. 3. Average comparison of M-Model and C-Model over FMNIST. All the R-Models
stop after epoch five.

A practical solution to avoid this problem is to update early stopping cri-
teria. Still, due to the training phase’s behaviour, even with more permissive
early stopping criteria, Figure 4, the search was suboptimal; the latest figure
shows that the early stopping happened near a possible local minimum of the
loss function. Before changing the network, we tried a different training strategy
with a change in the learning rate, the optimisation algorithm, and the introduc-
tion of a scheduler. A more significant learning rate was introduced as a starting
point, while the previous R-model started with a learning rate with an order
of magnitude off one over one thousand; in this case, the starting learning rate
was one over one hundred. A dynamic combination of AdamW and Reducel-
ROnPlateaux is introduced to help escape the loss of bad local minima and
investigate the surroundings.

This method was proven correct, as the accuracy over the test set improved
by 10% as seen in Figure 5, implying that the R-model was learning; it just
necessitated a better investigation of the loss panorama over data. These same
models also have higher accuracy in the test set, around 89% performing as
well as the C-model, albeit with better sign identification, as shown in Figure
6. The figure shows the pattern extraction capability between the R-Model and
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R-Model training phase
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Fig.4. A quick grid search on 65% of FMNIST dataset was conducted over three
different seeds; the learning pattern is still not ideal
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Fig. 5. R-Model accuracy over all FMNIST dataset, the model is trained with a more
effective gradient descent approach, result averaged over two seeds
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C-Model. A couple of pants images from the test set, labelled one in FMNIST,
are compared. The reconstruction capability of the training procedure can be
appreciated in the top portion of the image, not only the shorts in the right part,
which are categorised as pants with a lower percentage of trust by the R-Model.
At the same time, the classical model fails to recognise it as pants and shows
that the key element used in the classification is a bit abstract.

True: 1, Predicted: 1 True: 1, Predicted: 1

i1

True: 1, Predicted: 1

Fig. 6. The top half of the figure displays pants images extracted from the test set,
highlighting the algorithm’s identification capabilities. In contrast, the bottom half
illustrates the abstraction of a robust, classically trained model

Employing a state-of-the-art architecture as ConvNeXT seems to confirm
the exposed findings; in this case, the target sign pattern reconstruction appears
solid even in the first epoch, especially when the reconstructed sign’s dimension
is near the original sign’s dimension, Figure 7 and 8. It can be appreciated that
when the final feature map is 1x1, the reconstruction is useless, so utilising the
lower image dimension possible as input in ConvNeXT is not desirable, and
to have a preliminary confront between the simple R-Model output and the
R-ConvNeXT model, and it has been chosen to perform a complete starting
analysis only on the 224x244 image input; since it’s output is features map 7x7
as the one introduced by the simple model.

The performance of the fine-tuned R-ConvNeXT is similar to the simple CNN
network; the test accuracy is around 90%, but the learning curve of the network
shows a more stable pattern, Figure 9

A particularly intriguing aspect that definitely requires further investiga-
tion is the reconstruction power of the transfer learning strategy; this shows
a mix of coherent reconstructed images, as the R-Model seems to show in the
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o True: 0, Predicted: 6 True: 0, Predicted: 2

True: 0, Predicted: 2

True: 0, Predicted: 0

o 1 2 3 & 5 6

Fig. 7. MNIST-Pattern extracted by the same pre-trained network over a different
combination of input dimension /feature extraction dimension, since all the images come
from the first epoch, it is clear that there is a relationship between the extraction of
model features and the dimensions of the reconstructed features
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Fig. 8. FMNIST-Pattern extracted by the same pre-trained network over a different
combination of input dimension/feature extraction dimension, since all the images come
from the first epoch, it is clear that there is a relationship between the extraction of
model features and the dimensions of the reconstructed features

True: 1, Predicted: 7
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Training and Validation Accuracy of ConvNeXt Model
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Fig. 9. Pattern learning across the epochs of the R-ConvNeXT model using a Transfer
Learning approach

fully trained approaches and abstract construct typical of the classical learn-
ing model approach. The features extracted by the frozen layers of the network
should ideally represent a comprehensive mix of overall features presented in
ImageNet1k. However, these representations appear suboptimal over FMNIST,
especially compared to those from a fully trained R-Model; this could be due to
a combination of different factors. The fully connected layer may not effectively
translate the abstract patterns captured by the frozen layers into meaningful
classifications, significantly impacting performance, or the training methodol-
ogy is not suited to transfer learning tasks. Figure 10 shows how sometimes the
extracted pattern seems plausible, while in other reconstruction instances, the
pattern seems off-topic.

4 Conclusion

This work investigates the connections between the training and explanation
steps in developing plausible AI. Investigations of the performance of the pro-
posed new training approach over MNIST seem acceptable: not only does the
model perform well, but it converges quicker than a straightforward classifica-
tion paradigm and seems able to extrapolate better representation to the classical
method. Most errors still seem related to poor data quality (possible mislabeled
items on MNIST) and the relation between the extracted feature dimension
and the actual object of the model classification. A study on FMNIST shows
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True: 1, Predicted: 8

True: 1, Predicted: 1

True: 1, Predicted: 1

Fig. 10. Example of reconstructed images from FMNIST by the R-Model, the first
example is misclassified but accurately reconstructed, while the second example is cor-
rectly classified but only partially reconstructed, and the last example is both correctly
classified and fully reconstructed
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that, in that case, the proposed training paradigm is still viable at the cost of
more extended training time; in the end, the performances are similar, but ob-
ject identification results are more accurate in the R-Models, i.e. models trained
into account the proposed contrastive loss. In FMNIST, it seems clear that the
silhouette of the sign is inadequate for accurately reconstructing the classifica-
tion objective; therefore, it is crucial to investigate how this problem potentially
affects classification with the proposed and classical strategy. Testing different
and more advanced backbones for feature extraction, particularly those utilising
residual connections [11], is the natural next step to assess the training paradigm
effectiveness, while structures such as ConvNeXT tiny are powerful feature ex-
tractors are initially tinkered for classification and the last layers of the network
output features in low dimensions. A possible redesign of the network’s previous
layer towards the U-Net [13] type of DL model is a potential future approach.
This strategy will enhance the network’s ability to determine whether recon-
struction contrastive loss improves its interpretation of classification problems.
Future research will focus on a more detailed analysis of the Fashion MNIST
dataset and validating the developed approach using more complex representa-
tion as in medical imaging.
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