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Abstract. In smart spaces, multiple connected objects and sensors act in a coor-

dinated manner through automations that are deployed into the environment. A 

common approach to empowering users to configure the desired automated be-

haviours is using trigger-action programming (TAP). However, it can be difficult 

for users to untangle the behaviour of the created rules. In this paper, we propose 

a novel solution, ExplainTAP, whose objective is to support users in detecting 

and understanding possible problems between TAP rules (such as conflicts and 

unexpected direct or indirect rule activations). It also detects inconsistencies be-

tween such automations and users’ goals. After the analysis, the tool proposes 

possible improvements. For this purpose, the tool can also simulate and analyse 

the context in which rules could be activated and provide explanations about pos-

sible issues to make the behaviour of the smart space more transparent. The paper 

also reports on a user test of the tool with 18 participants, which provided overall 

positive feedback and highlighted its usefulness. 

Keywords: End-user development, Internet of things, Trigger-Action rules, Ex-

plainability. 

1 Introduction 

The Internet of Things (IoT) has become a pervasive technology and, according to fore-

casts, will continue to grow in the next years. Together with artificial intelligence, they 

are changing the ways we live, also in our domestic spaces. Automation allows for the 

definition of orchestrated behaviours exploiting the network of connected sensors and 

objects together with associated services. Since the needs of each one can be different, 

end users should be provided with tools that allow them to create and modify automa-

tions to their liking. Several approaches have been proposed to support these operations 

without needing low-level code, hence aimed at people without programming experi-

ence. One relevant approach for this purpose is Trigger-Action Programming (TAP) 

[29]. It has been studied extensively, and evidence suggests that it is understandable by 

people without programming experience and flexible enough to meet the users’ person-

alisation needs [30]. 

In its most basic formulation, a TAP approach activates one action in response to 

some event, which can be a change detected in the environment or an update from an 
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application or a service. This simple formulation is not powerful enough to express 

many relevant behaviours [3] since everyday use cases require limiting the activation 

of an automation to a specific timeframe or as long as certain values are within some 

boundaries. These cases require defining the trigger with a combination of events and 

conditions. The user mental model [32] should consider such a distinction to establish 

a correct vision of the smart space's functioning since the incorrect assimilation of the 

temporal aspects is often a source of errors in TAP rules [3, 19]. For this purpose, it is 

important that TAP applications explicitly represent the distinction between these con-

cepts [1]. Another important source of issues can emerge in real situations where mul-

tiple automations can be active at the same time, thus making it difficult to understand 

the resulting behaviours. A way to improve users’ control of smart spaces is to provide 

them with answers to questions concerning the functioning of the active automations, 

such as “Why does this automation just activate?” or more concretely “Why is the light 

on since I automated it's turning off?”. This additional information provided when 

needed can improve the overall intelligibility of the system [9]. 

There is growing attention to how intelligent systems generate their results. All the 

stakeholders need tools to understand their functioning better and to calibrate their ex-

pectations, trust, and level of control required. An analysis in this sense [23] investi-

gated the gap between the algorithmic aspect of eXplainable AI (XAI) and what is 

needed to address the user needs in real situations, and interpreting explanations as an-

swers to questions, proposed a question bank representing what users may ask about 

the AI data input and results. Another effort in this sense is XAIR [31], a design frame-

work that addresses when, what, and how to provide explanations in AR.  

Intending to make the behaviour of a smart home environment more transparent and 

intelligible, we investigated how to support users in detecting relations and possible prob-

lems in the active rules in their environment and propose a method and an associated tool 

to ease this task. The results described in this paper are: a description of a method indi-

cating how to support users in detecting and understanding problems in their smart envi-

ronments, deriving from conflicts or dependencies between automations or between rules 

and the users’ long-term goal; the design and the implementation of a tool prototype to 

support the intelligibility of a smart environment when multiple automations, represented 

in trigger-action format, are active at the same time; the feedback obtained in a first user 

test of the proposed solution. 

2 Related Work 

2.1 Platform to Analyse Conflicts Between TAP Rules 

In terms of supporting platforms, one of the first approaches considering the monitoring 

of multiple automation is AppsGate [15]. A dependency graph of the state of the entities 

is used to show users whether an entity state is modified by more than one automation 

or if one automation refers to an object that is currently missing. However, no direct 

answers are provided concerning the state of the smart space. An effort to overcome 

this limitation is ITAD [24], which supports the Interrogative Debugging paradigm 
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[21], exposing the “Why” (highlighting which contextual elements in the automation 

are verified in the context) and “Why not” (pointing out why a rule does not verify) 

functionalities. Furthermore, the tool can detect conflicts between rules and simulate 

the execution context by allowing users to insert the desired values to test. Another 

proposed solution is EUDebug [11], which uses a Semantic Colored Petri Net to detect 

the possible problems between user-created automation rules, simulating the automa-

tions activations and their interactions. The prototype shares the same expressiveness 

limits as the original IFTTT version, only allowing single event-action rules. The same 

set of problems is detected by Smart Block [2] employing graph analysis. The analysis 

is static, not allowing the insertion of contextual values to see which automation will 

activate and how these will affect the environment. A different take on the problem is 

AutoTap [33], which uses Linear Temporal Logic to formalise user-defined constraints 

on the automations in the smart space (e.g. raining and windows open should not be 

possible simultaneously). The application can automatically generate TAP rules that 

satisfy these properties, or repair previously generated ones. The MenShen tool [6] uses 

Linear Hybrid Automata to detect problems in one trigger-one action rules. The system 

can check whether an unwanted system state can be reached and eventually generate a 

possible fix. In this case, users have to specify which state of the environment should 

not happen. Coppers and others [9] put forward FORTNIoT, which aims to make the 

behaviour of smart environments easier to grasp by providing a tool to detect which 

automations will trigger in the future and what environmental changes they will cause. 

The system is based on self-sustained predictions and tracks the “why” an action acti-

vates. In a subsequent contribution [10], the authors also discuss remediating unin-

tended situations, allowing users to define one-time exceptions to rules. However, the 

type of visual representation proposed makes it difficult to scale up to address cases 

with several connected objects. 

Overall, it emerges that while some applications can detect some types of issues in 

TAP rules, the few of them that can also simulate the rules' run-time execution are 

limited in terms of possible issues they can detect (e.g. only rule conflicts) or by the 

simplified structure of the automations considered (only one trigger-one action).  Fur-

thermore, a tool capable of reasoning and informing users about long-term goals and 

rules relations is still missing. 

 

2.2 Explainable Smart Homes 

A contribution to XAI for smart homes [16] proposed a framework to explain the results 

of an activity classifier, showing which data led to the classification. Some reflections 

about XAI also apply to IoT systems, regardless of whether they use deep learning. 

Such systems can be seen as "boxes" that take as input a set of automations and the 

state of the context of use and output some actions. The systems' opacity derives from 

the multiple interactions between automations and the context, which can be difficult 

to untangle for users. It is crucial to support users in detecting possible conflicts [7, 17] 

since they can cause an overall decrease in the usefulness of the smart environment [5]. 

In this case, the goal is not to provide details of the system functioning but rather to 

provide easy-to-understand explanations concerning why the system is in a certain 
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state, what leads to the activation of some automations, and what other effects this 

cause. From this perspective, it is useful to consider the relationships between the au-

tomations and the users' long-term goals. The functionalities users want to automate are 

usually linked to some objective they want to improve or optimise in the long term. 

However, the translation of high-level goals into connections between sensors and ac-

tuators can be a hard task. It is also difficult to foresee all the possible effects an auto-

mated action can bring when creating it. For instance, a well-thought-out safety auto-

mation could still negatively impact energy consumption. Although some studies 

started to consider the importance of long-term goals in automation rules [18], their 

relations with the functionalities [14, 26], or how to optimise a single long-term goal 

[4, 25], to our knowledge, previous work has not sufficiently considered the problems 

that can emerge between a set of automations and the various (and variable) long-term 

goals users can prioritise at a time. 

3 Design of the Proposed Solution 

3.1 Requirements 

Based on the literature review, we identified a list of main requirements for the novel 

solution we propose. 

R1: Providing users with easy-to-understand descriptions of the state of the au-

tomation system.  Understanding which automations are active and the conditions re-

quired to execute them is crucial to ensure users' control and understanding of the in-

telligent environment [27]. Users need access to information that helps them understand 

the overall functioning of the system, i.e. what effects are caused by the active automa-

tions, in order to achieve a balance between human and system control [28]. To this 

goal, clear information must be provided on the rules and context values that are cur-

rently active. 

R2: Allowing for the simulation of the execution of automations with user-in-

serted contextual values.  Since many problems only occur during execution [11, 24], 

users should be able to simulate situations by entering the desired contextual values, 

answering the question ‘What if?’ [22]. The rules that would be activated in the speci-

fied context should be clearly indicated. Furthermore, the system should automatically 

deduce subsequent states [10] derived from rule activations, updating the context rep-

resentation accordingly. To facilitate problem detection, there should be the possibility 

to save and load presets of common contexts. 

R3: Answering questions concerning the functioning of the smart space. The plat-

form aims to make the behaviour of automated IoT systems comprehensible by antici-

pating users' questions about the system's explicability [23], both on a global level (gen-

eral understanding of operation) and on a local level (related to a specific system out-

put). Common questions include: ‘How’, ‘Why’ or ‘Why not’ an automation activates 

[12, 21, 24], ‘What if’ I change parameters and ‘How to be that’ (what can be changed 

to obtain a different result), the ‘How to still be this’ (what is the allowable range of 

parameter changes to obtain the same result), and performance information regarding 

whether an activation is certain or possible. The answers can be implicit (e.g. the 
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question ‘What if’ can be answered by changing some contextual parameters and seeing 

in the simulator the effects of these changes) or explicit (triggered by a direct request 

from the user, such as a ‘Why’ or ‘Why not’ an automation is triggered in a context of 

use). 

R4: Detecting rule conflicts.  It is crucial to inform users if two actions with incom-

patible effects on a device (such as ‘turn off the light’ and ‘change the colour of the 

light to blue’) can occur simultaneously [8]. For this purpose, consideration must also 

be given to the containment relationship between the objects involved (e.g. ‘close all 

windows’ and ‘open the kitchen window’) [24]. 

R5: Detecting activation chains between automations. The application should de-

tect when the activation of one automation is caused by another. These rule chains [8] 

can be direct, when a trigger of one rule directly activates another rule, or indirect, when 

an action acts on an environmental variable ‘observed’ by a trigger. Although it is not 

certain that the first rule triggers the second, users must be aware of this. Loops are a 

special case, where the final action reactivates the first trigger. 

R6: Suggesting possible automations optimisations based on a user goal. The ex-

ecution of a rule in a smart home can have a positive or negative impact on long-term 

goals. Since it is difficult for the system to understand the long-term intention of the 

user [18], the application should allow the user to choose the goal to be optimised and 

inform about the effects of the rules on it. Furthermore, the platform should suggest 

alternatives that optimise the environment without compromising the chosen goal 

 

3.2 ExplainTAP: Main Functionalities and User Interactions 

Starting from the above requirements, we designed the ExplainTAP tool, a system ca-

pable of analysing automation rules in an interactively user-defined context of use. Us-

ers select the rules to be examined, enter values related to the context of use (such as 

device, environment and user status) and start the simulation. Sets of values can be 

saved and loaded to simplify future evaluations. The control of direct and indirect acti-

vation between rules depends on the context values, while identifying conflicts is inde-

pendent of these (because it is a check on the possibility of overlapping trigger parts 

and the incompatibility of actions). In goal-based rule optimisation, on the other hand, 

users must first choose the goal and, possibly, enter their preferences regarding contex-

tual aspects such as temperature and humidity. Moreover, in some cases, these optimi-

sations are linked to the state of a given context of use, which is specified interactively. 

To provide a concrete example, a possible user session with the platform is described 

below. Rachel has installed smart devices in her home to make her family's household 

routines more comfortable and efficient. She configured a list of rules, including: 1) 

Turn on the heating if the temperature drops below 18°; 2) Open the windows if the 

humidity level in the living room reaches 70%; 3) Turn on the coffee machine at 08:00; 

4) If no one is in the living room, turn off the TV; 5) Turn on the TV when the coffee 

machine is on; 6) If the TV is on between 08:00 and 13:00, it must be turned off along 

with the smartphone; 7) Unlock the front door when a family member is nearby. Rachel 

uses the “Rule Analysis” service to identify problems, starting up the “Rule Context 

Simulator” by setting eight o'clock in the morning. She discovers that Rule 3 activates 
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Rule 5, which in turn activates Rule 6. With this information, Rachel immediately 

makes a change to Rule 6, moving the execution time by half an hour. Next, she changes 

the humidity value in the simulator to see what happens when it reaches 70%. The 

instrument informs her that this value will activate Rule 2, which in turn can lead to the 

activation of Rule 1, as it can cause the temperature to drop. To avoid wasting energy, 

Rachel adds a condition to Rule 1, preventing it from activating the heating if the win-

dows are open. Finally, she wants to evaluate her rules from a home safety point of 

view. She selects ‘Goal Advisor’ in the toolbar and then the ‘Security’ goal. The system 

detects some problems in Rules 2 and 7, where open windows and the automatic un-

locking of the front door could pose an intrusion risk. It, therefore, decides to delete 

Rule 7 and modify Rule 2, avoiding activations at night or when no one is at home. 

The main user interface (see Fig. 1) is built around two major components: the in-

teractive “Context of Use” on the left, and the “Rules” list on the right. We chose this 

representation because of the importance of providing a context simulation environ-

ment [11, 24]. Displaying the rule list immediately next to it can make evident the link 

between the considered context values and the rules that they will eventually activate 

(R1). 

We opted for the textual format to provide information to users. Although other ap-

proaches employ different visualisations, such as graphs or data streams, to represent 

the relationships between rules [12, 15], we argue that a textual description, also sup-

ported by secondary notations such as colour highlighting, can be compact and easily 

understood by potential users. Given the large number of objects that may be present 

in the environment, by default, the “Context of Use” panel shows only the contextual 

attributes related to the rules selected on the right-hand panel and the environmental 

variables influenced by the actions of the rules (see Figure 2, left). These values can be 

changed to simulate a specific situation (R2) or saved/loaded.   

Another main functionality is the rule context simulator, which checks the activation 

of selected rules against contextual values, changing the background colour to green or 

red, depending on whether or not they activate with those values. The rule panels also 

have the functionality of activating explanations for “Why” or “Why not” questions. 

The contextual values that determine whether or not that rule is activated are high-

lighted in the “Context of Use” panel and a textual explanation of these reasons is 

placed below the rule (R3). 
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Fig. 1.  The ExplainTAP user interface. 

Tied to the rule context simulator is the rule chain analysis functionality (R5). This 

functionality highlights environmental changes caused by activated rules, highlighting 

the affected contextual aspects in green in the “Context of Use” panel (see Figure 1, 

left/top side). In turn, new rule activations are shown in the “Rules” panel, changing 

the background colour to green. This process continues until there are no more new 

activations. Activations that never end (loops) are highlighted in red, while potential 

rule chains are highlighted with a yellow background, signalling to the user that this is 

neither an error nor a definite activation. Explanations of these chained activations and 

their certainty (R3) are located below the rules panel. The conflict analysis (R4) is per-

formed on demand and informs the user of possible situations in which rules predict 

incompatible states on the same devices, providing a textual description of the situation 

in which the conflict may occur. Another main functionality is the goal-based rule op-

timisation (R6). It provides the user with a textual explanation of why (R3) the selected 

rules might conflict with a selected long-term goal (see Fig. 2). It also provides possible 

alternative actions that can be used to solve these problems. This is made possible by 

the semantic module support, described in the following section. 
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Fig. 2.  Goal-Based Rule Optimization with explanations of why rules can be problematic and 

suggestions for improvements. 

3.3 System Architecture 

The system architecture exposes and connects the following main functionalities to the 

front-end: the Rule Context Simulator, the Rule Chain Detection, the Conflict Analysis, 

the Goal-Based Rules Optimization, and the identified question bank explanations 

linked to these functionalities (see Fig. 3). 

The first steps of the analysis tool are to load the users’ automations from the re-

spective repositories, and to build a representation of an interactive context tree that 

represents the environments and the contained objects that the user can interact with. 

Then, the different functionalities can be activated. The Rule Context Simulator checks 

which triggers are satisfied by context data, answering questions such as “How auto-

mation activates", "What if” and “How to still be that”. The simulator is necessarily 

intertwined with the Rule Chain Detection functionality: it retrieves the automations 

selected by the user and if it finds that an automation trigger is verified, it updates the 

context with the effects of the associated actions, and then checks if new rules are trig-

gered, repeating the process for each rule selected At the end, the interface shows which 

rules have been activated (directly or by other rules) and why. During the process, if a 

rule is reactivated due to subsequent updates, the user is notified of a rule loop. Still 

during this process, another functionality monitors and informs the user whether the 

activation of a rule may indirectly cause another one to activate, exploiting the Semantic 

Definitions module. Hence, the Rule Chain functionality also provides performance 

indicators (whether a trigger is certainly satisfied or not). 

The Why/Why Not functionality is also connected to the Simulator. During its exe-

cution, the simulator monitors verified and unverified triggers, together with the con-

text-specific elements that led to the trigger activation. This information is then passed 

to the UI modules that generate a corresponding textual explanation.   

The Conflict Analysis functionality is independent of the Rule Context Simulator. It 

detects rules that act on the same object or on objects in a containment relationship, as 

in the case of a rule that controls all the lights in a room and another that controls a 

specific light in the same room. For these rules, it checks whether their effects are in-

compatible: not only binaries such as On/Off, but also more complex states such as 
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comfort/eco for an air conditioner. Finally, the system analyses the triggers of the con-

flicting rules for periods of simultaneous activation, notifying the user in case of over-

laps. 

 

Fig. 3.   The architecture of ExplainTAP. 

The last main functionality is the Goal-Based Rule Optimisation. It analyses the se-

lected automations and detects whether they can conflict with the user goal. It relies on 

the semantic definitions module, which describes the effects of the possible actions in 

TAP rules. Besides this module, other information is also considered depending on the 

selected goal. This additional information is the user-preferred values and the context 

values. For instance, an optimisation related to the "Health" goal can suggest closing or 

opening windows depending on the inside and outside temperature, humidity, and air 

quality. Other optimisations depend instead on other active actions: for instance, having 

windows open and the heater on simultaneously will always conflict with the "Energy-

saving" goal, regardless of user preferences. This functionality answers the "How to be 

that" question by providing suggestions on how to modify an action to obtain a rule that 

does not conflict with a selected long-term goal. 

Figure 4 shows an example of optimisation. The user selects the "Well-being" goal 

and inserts her preferred temperature and humidity values. Using the Semantic Defini-

tions, the system identifies the rules whose actions can negatively affect variables re-

lated to the desired goal. The Optimisation Engine then analyses the Semantic Defini-

tions to select the environmental variables affected by the action in analysis (in the 

image, "Detect goal - env. variables conflicts") by checking each variable with the 
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indoor and outdoor values and the user preferences if inserted. The variables that pass 

the check are flagged, and the engine identifies alternative actions that positively influ-

ence the selected goal ("Get possible alternative actions"). For instance, if the internal 

air quality value is better than the outside one, the variable "air quality" is flagged, and 

the system selects the "turning on the fan" action as a possible solution to solve the 

"Well-being" problem.  

 

Fig. 4.   Schematic functioning of the Goal-Based Rule Optimization. 

3.4 The Semantic Definition Module 

To support some of the functionalities described so far, the system relies on a structured 

knowledge base of semantic definitions, represented by the Semantic Module. These 

definitions explain how objects commonly found in smart home installations can inter-

act with the environment. This knowledge is described in a JSON file and loaded by a 

module that interfaces with the analysis functionalities. It is organised in objects, also 

indicating the aspects of their state that can affect the environment: for each object it 

indicates: realName: the object identification name; canActivate: a list of triggers that 

can be activated by the object, with a description of the reason (for example, the de-

scription of a window actuator contains the variables temperature, humidity, noiseLevel 

and securityIntrusion, with the associated descriptions); possibleValues: the possible 

object state values (in the case of the window actuator, open/close).  

For each object state value, it also indicates: hasPositiveEffectOnGoals: list of goals 

on which that specific value can have positive effects (e.g., window open => well-be-

ing), including a description of the reason, the environment variables involved (such as 

air quality), and the eventual other environments' or objects' states that should occur at 

the same time to cause the effect (outside air quality should be better that a specific 

value, and better than inside air quality); hasNegativeEffectOnGoals: a similar list but 

concerning goals that are negatively affected; confidentlyIncreaseEnvironmentVaria-

bles: the environment variables the system can confidently indicate that will increase 

when the device is in a specific state; confidentlyDecreaseEnvironmentVariables: 

similar but for decreasing variables instead (for the window, these two lists are empty 

because we do not know for sure the effects on the environment brought by this action); 

canIncreaseEnvironmentVariables: the environment variables that could increase 



 Explaining Problems in Daily Automations with ExplainTAP 11 

when the device is in a specific state; canDecreaseEnvironmentVariables: similar, but 

for decreasing variables  instead (in our case, these list contains the noise, temperature, 

humidity, and air quality values).  

These descriptions were devised by analysing solutions in the literature describing 

the capabilities and effects of IoT objects and devices [13, 20], and introducing the 

concepts needed for our novel solution, namely the certainty of the effect (confidently 

or possibly increase/decrease a variable), the connections with the long-term goals, and 

different functionalities. 

4 User Study 

A user study was set up to gather direct user feedback about the system's usability 

(RQ1: is ExplainTAP usable by people who are not programming experts?) and its use-

fulness in informing users about problems, activations between rules, and possible op-

timisations of their smart home automations (RQ2: is ExplainTAP useful to potential 

users?). In detail, the objectives of the test were to assess whether and to what extent 

the tool can better support users with respect to analysing a list of rules without it in:  

• detecting rule chains deriving from direct and indirect activations;  

• detecting conflicts between automations;  

• detecting issues between their automations and a selected long-term goal;  

• providing them with relevant suggestions to improve their automations based on 

the selected goal. 

4.1 Test Organization 

Eighteen participants (9 women, 9 men) aged between 24 and 54 years (mean 30.1, std. 

dev. = 9.06) were recruited via mailing lists or direct contacts. Six of them were younger 

than 27 years and two between 48 and 54 years. The most frequent age group was 27-

34 years (50%). Regarding their background, the sample included a variety of occupa-

tions: 10 participants were employed in non-academic sectors, 4 were university stu-

dents, 2 were currently without occupation, and 1 was a researcher. Thirteen partici-

pants stated that they had no programming experience, while three reported limited 

knowledge of HTML, CSS, JavaScript or other languages. They reported a moderate 

interest in new technologies (mean of 3.61 on a scale of 1 to 5) and only four of them 

had already personalised a smart home with Alexa routines. 

The study consisted of three phases: familiarisation, task performance and question-

naire. After signing the informed consent, the participants received an introduction to 

the tasks, a document on TAP rules and the functionality of ExplainTAP, which they 

then tested with assistance. Afterwards, they analysed a list of 18 rules (see Appendix 

A1), asking them to imagine that they had IoT devices installed in their homes and that 

they experienced anomalies in their operation. Finally, they completed the study tasks. 

Each task described a scenario with a problem or unexpected situation involving some 

of the automations on the list, providing clues as to the rules involved. Participants had 

to identify which automations were responsible and explain why. Eight tasks were 
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proposed, divided into two groups of comparable difficulty (same number of rules in-

volved and types of problems): interference with a long-term goal, conflict between 

automations, direct activation and indirect activation of a rule. There was no time limit, 

but participants could skip to the next task without completing the current. Participants 

were divided into two groups, the first performing the first set of tasks without the tool 

and the second with, and vice versa. It should be noted that commercial platforms such 

as IFTTT and Home Assistant do not include debugging and simulation capabilities 

with which to compare ExplainTAP, while research ones do not have public source 

code. Therefore, we used manual analysis as a baseline. An example of a task (the com-

plete list is in Appendix A2) involved participants receiving a notification at 8:00 a.m. 

with an invitation to make less noise, without understanding the cause. However, they 

remembered leaving the bedroom dusty. They therefore had to identify the responsible 

automations: Rule 4: WHEN the noise level in the bedroom exceeds 40 dB, THEN send 

a reminder via notification; Rule 9: WHEN the air quality in the bedroom becomes 

poor, THEN switch on the robot hoover. Dust has worsened the air quality, activating 

the hoover, whose noise then triggers the notification.  

The last study phase involved the completion of a post-survey divided into three 

sections: demographic information, System Usability Scale (SUS) questionnaire, and 

specific questions concerning participants’ experience with the platform (four binary 

questions B1-B4, three statements in 5-point Likert scale S1-S3, and three open ques-

tions O1-O3). 

 

4.2 Test Results 

Figure 5 shows the task performance time. Outliers are present in almost all the cases, 

but we decided to keep these data in the analysis since they can represent natural vari-

ation in the population. The first task was the most challenging and took longer using 

the tool (Mean = 268.1 s, std. dev. = 133.5 s without tool, M = 298.1 s, std. dev. = 126.4 

s with ExplainTAP). The Shapiro-Wilk test indicates that the paired difference between 

the distributions of times is not normal (W=0.894, p=0.045). The Wilcoxon signed-

rank test indicates no significant results (W= 27, p=0.366). The second task was overall 

quicker (Mean = 130.6 s, std. dev. = 76.6 s without the tool, M = 150.7 s, std. dev = 

124.3 s with ExplainTAP). Since the Shapiro-Wilk is significant (W=0.76, p<.001), we 

used the Wilcoxon signed-rank test, finding no significance (W=24, p=0.76). The third 

task was quicker using the tool (Mean = 184,56 s, std. dev. = 80.48 s without the tool, 

M = 153.22 s, std. dev. = 85.41 s with ExplainTAP), but the distributions are not normal 

(W=0.83, p=0.004) and the Wilcoxon shows no significance (W=47, p=0.053). In the 

fourth task, not using the tool resulted slightly quicker on average (Mean = 159 s, std. 

dev. = 120.8 s without the tool, M = 163.6 s, std. dev = 94.45 s with ExplainTAP), but 

we observed no normal distributions (W=0.86, p=0.012) and no significance (W=23, 

p=0.683). 
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Fig. 5.   Comparison of the task completion times. 

We computed the success rates (see Fig. 6) by assigning a “success” (1 point) when the 

participant identified all the rules involved in the issues and the reasons; a “partial suc-

cess” (0.5) when some rules are detected, or the participant understood the reason for 

the problem; a “failure” (0) when no correct problematic rule or reason is detected. The 

summary score is obtained by dividing the partial scores by the number of executions 

for each task. The first task obtained a success score of 0.42 without the tool, and 0.86 

with ExplainTAP. Tasks 2, 3, and 4 obtained 0.69, 0.94 and 0.67 without the tool, and 

1 with ExplainTAP. The global success score for all the tasks is 0.68 without the tool 

and 0.97 with ExplainTAP. 

 

 

Fig. 6.   Success rates in the two conditions. 

The average SUS score for ExaplainTAP is 70 (min = 30, max = 92.5, std. dev. = 

15.075), meaning acceptable usability. Below are the specific questions and statements 

concerning the tool. A summary of the responses to B1-B4 and S1-S3 is presented in 

Figure 7. 

• (B1) Did you encounter difficulties in recognizing automation-related issues with 

the analysis tool? 

• (B2) Did you find it difficult to recognise problems related to automations without 

the analysis tool? 

• (B3) Do you think colour changes in the context of use and text alerts are useful 

for understanding the effects of your automations? 

• (B4) Do you think the tool helped you detect problems between automations? 

• (S1) I found the functionality for identifying conflicts between automations use-

ful. 
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• (S2) I found the functionality for identifying the chains of rule activations useful. 

• (S3) I found the suggestion feature for improving the rules useful. 

• (O1) What did you like most about the analytics tool? 

• (O2) What didn't you like? 

• (O3) Do you have suggestions on how we can improve the tool? 

 

 

Fig. 7.   Questionnaire binary and Likert scale answer. 

Participants could elaborate on the responses given to B1-B4 and S1-S3. Concerning 

the difficulties in detecting problems with and without ExplainTAP, they reported that 

the analysis functionalities supported them during the tasks, the application's feedback 

was relatively easy to understand, and the tool can support different people's priorities 

(e.g., well-being or safety). On the contrary, they generally reported analysing the rule 

by hand as cumbersome and too difficult. Some participants reported no difficulties 

completing the tasks without the tool, stating that the hints presented in the scenarios 

were sufficient to detect the problems. However, they often do not realise they have 

made mistakes during the tasks. Participants provided positive feedback on the visual 

signals (e.g., the rules' background colour), stating that they simplify problem detection. 

They also provide positive feedback concerning the support functionalities, stating that 

they allow for a quick understanding of the problems. A participant realised that without 

that tool, she would only be able to detect a conflict when it would happen during the 

use, and thus found the tool useful in preventing issues. The responses to the open ques-

tions are summarised below. 

(O1) What did you like most about the analytics tool? The Goal-Based Rules Op-

timization tool emerged as the most appreciated feature (reported 7 times) because of 

its capability to highlight issues concerning a specific objective and provide alternative 

actions. Another appreciated aspect was the clarity of the provided information con-

cerning the various problems between rules (6). Overall, ExplainTAP was described as 

a useful preventative tool for identifying potential issues. 

(O2) What did not you like? The most frequently reported negative aspect concerns 

the UI of ExpainTAP (8). Some participants found it complex, and the various func-

tionalities and information provided too fragmented. For instance, participants found 

the visualisation of the “Conflict Analysis” outcome (presented in a modal window) 

confusing and that the outcome of other functionalities was instead appended at the end 

of the rule list. They also sometimes forgot to have different functionalities available 
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and focused on only one. 

(O3) Do you have suggestions on how we can improve the tool? Participants shared 

several ideas to improve the application, such as simplifying the “Conflict Analysis” 

panel and changing the position of its outcome (2); decreasing the scattering of the UI 

and streamlining the steps to solve a problem (2); automatically filtering rules and in-

formation related to conflicts, excluding rules not involved in the simulated rule context 

(2). 

5 Discussion 

The goal of the research carried out was to provide users with a support application that 

expands the possibility of current automations debug tools, introducing new function-

alities such as the detection of indirect rule activations, possible issues between long-

term goals and automations, and proposing possible solutions. The conducted user 

study aimed to detect the solution's usability (RQ1) and its usefulness (RQ2). Concern-

ing the first research question, the SUS scores, and the responses to the questionnaire 

indicate overall sufficient usability, but also some areas of improvement. From an effi-

ciency perspective, the tool generally leads to a similar completion time. However, par-

ticipants reported that ExplainTAP helped them to better detect the problems. In the 

test, it emerged that the presentation of the various analysis functionalities and their 

outcomes in the UI could be further improved. It is unclear whether the possibility to 

directly access all the control functionalities was always a good choice for novice users. 

A more usable possibility could be to provide two levels of access: a novice mode, 

where the accesses to the basic functionalities are grouped and activated through a sin-

gle interaction, and a standard mode that offers direct control of each of them. Concern-

ing the second research question, the usefulness of the tool has been assessed by ana-

lysing the success rate in the tasks (if the tool is able to prevent and explain issues, then 

it can be useful) and the responses to the questionnaire. From the task success perspec-

tive, using the tool reduced the errors in all the tasks. Further attention must be paid to 

task 1 (issues with a long-term goal), which was the most challenging with ExplainTAP 

and especially without the tool. Its complexity without tool support is mainly due to 

participants not fully understanding how the automated actions affected the environ-

ment and their lives. This difficulty is reflected by the Goal-Based Rules Optimization 

being reported as the most useful functionality. Also, using the tool led to a few errors 

in this case, which suggests that increasing the prediction functionality [9] of the plat-

form considering external data (for example, user behaviour patterns to predict when 

she will return home automatically) could further improve the ability of the system to 

provide relevant suggestions. Still concerning the usefulness, it emerged that partici-

pants would have also appreciated suggestions to solve conflicts and harmful rule 

chains. It is, hence, important to research how to generate these repairing patches [33, 

34] in a transparent way for users. Concerning the explainability of the solution [23], 

the tool aims to improve the global understanding of the automated ecosystem, hence 

answering the “How” question. It also provides information concerning the “Why” and 

“Why not” an automation is activated, how modifying the environment parameters the 
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outcome changes (“What if” and “How to be still this”), how to change actions to not 

conflict with a selected long-term goal (“How to be that”), and provides performance 

information (whether an activation is certain or possible).  

Finally, it should be noted that our study is not without limitations. First, the system 

assumes using another tool to generate automations, which are then passed as input to 

ExplainTAP. Another limitation concerns the problems identified by ExplainTAP. The 

case of redundant actions present in the literature is not currently covered. However, it 

is possible to extend the described approach also for this case, for example, by using 

the semantic definitions module to identify when two actions have the same effect on 

the environment. Furthermore, users consider this case less urgent [11]. Lastly, further 

evaluations of the platform should be carried out for longer periods, also comparing the 

tool with different approaches to explain automations, or with different interaction par-

adigms such as conversational or augmented reality. 

6 Conclusions and Future Work 

In this paper, we have presented ExplainTAP, a platform to detect conflict between 

automations, direct and indirect activations between them, and to provide explanations 

to help users analyse how the automations can be inconsistent with their long-term 

goals, also providing possible solutions. In the user study carried out, these functional-

ities received clear positive feedback concerning their usefulness, and the platform had 

an overall encouraging usability score. We have focused on smart home scenarios, but 

the approach is applicable to any smart space equipped with IoT technologies and as-

sociated automations. 

We are planning to improve the platform in future work. Since some test participants 

spent some time analysing the multiple functionalities available, possible improve-

ments can be to provide additional direct activation to the entire set of functionalities, 

thus avoiding the need to explicitly request access to each of them separately or to also 

proactively alert users about problems without their intervention.   
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