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Abstract
Social media have become a key tool for rapidly spreading information worldwide, ampli-
fying the risks of misinformation and fake news. This is also intensified by the fact that 
fake news covers a wide range of topics across multiple domains. Machine learning, par-
ticularly language models, offers a promising solution for detecting fake news. However, 
a major limitation of existing methods is their inability to classify instances from new 
or unseen domains. To tackle this issue, we introduce MERMAID, a mixture of experts 
approach that leverages the knowledge from different specialized models to classify exam-
ples from unknown domains. Each expert is initially trained on a specific known domain 
and then fine-tuned using data from other known domains. A model merging procedure 
is then applied to combine related experts, reducing the number of models required for 
predicting instances from unknown domains. In addition, our approach can effectively be 
used in few-shot learning scenarios, where a small amount of data from the target/unknown 
domain is available during training. Experiments on five benchmark datasets demonstrate 
the effectiveness of our method in both zero-shot and few-shot learning settings.
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1  Introduction

Social media has changed how information is shared and disseminated, reaching world-
wide diffusion at an unprecedented speed. However, this phenomenon brings new risks 
in the form of misinformation and fake news, particularly in critical areas such as poli-
tics, public health, and climate change, where the rapid spread of false information can 
influence opinions, behaviors, and policy decisions. As a result, there has been a growing 
effort toward the development of automated tools to help identify and mitigate the spread 
of misinformation. In this direction, recent advancements in Artificial Intelligence (AI) 
and Machine Learning (ML) provide promising solutions (Comito et al., 2023) and have 
received great interest from the research community. Traditionally, this challenge has been 
framed as a text classification problem, where models are trained to differentiate between 
authentic and deceptive content (Liu et al., 2019a).

Designing effective fake news detection systems involves addressing several complex 
issues (Folino et al., 2024). First, these models must process raw, often noisy, short-form 
text, as misinformation frequently spreads through platforms with character limitations, 
such as social media networks. Another key difficulty lies in ensuring that detection meth-
ods remain effective across multiple domains; since misinformation can cover a wide range 
of subjects, predictive features should be adaptable and not confined to a specific domain.

To tackle these challenges, we developed a robust ensemble-based deep learn-
ing approach designed for detecting fake news across multiple domains. Deep Learning 
(DL) represents an effective solution in this scenario, as it enables models to automati-
cally extract meaningful patterns from raw text data without requiring extensive manual 
feature engineering (Cun et al., 2015). Instead of relying on predefined linguistic rules or 
handcrafted features, our method leverages hierarchical neural architectures that process 
information through multiple layers of interconnected artificial neurons to yield reliable 
detectors.

Specifically, in this work, we extend the model introduced in Comito et al. (2024) by 
proposing MERMAID (MERged Mixture of domain AgnostIc Detectors), a hierarchical 
ensemble framework designed to improve fake news detection across multiple domains. 
Differently from Comito et al. (2024), MERMAID integrates a novel model merging pro-
cedure that reduces the number of experts while enhancing the effectiveness of the com-
biner. MERMAID copes with the challenge of short news texts by employing pretrained 
Large Language Models (LLMs), which are designed to capture rich contextual representa-
tions even from limited input. Indeed, these models, trained on extensive corpora, excel at 
understanding semantic nuances and can handle short text by leveraging the encoded dur-
ing pretraining.

Our approach integrates various pretrained language models and refines them using a 
combination of standard training techniques and targeted domain adaptation strategies. Ini-
tially, these models are trained on specific topics, linguistic patterns, or data sources, but 
they are later adapted to perform effectively in entirely new domains, formats, or stylistic 
variations that differ from their original training data. This cross-domain adaptation aims 
to improve the model’s generalization capability, enabling them to detect fake news even 
in unfamiliar contexts where misinformation may manifest differently. To further enhance 
accuracy and adaptability, these diverse models are integrated using a Mixture-of-Experts 
(MoE) mechanism. This approach assigns different models specialized roles based on 
their strengths, dynamically selecting the most relevant experts for each specific piece of 
news. By leveraging this ensemble-based strategy, our system refines predictions based on 
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multiple perspectives, reducing biases that might arise from a single model’s limitations. 
This fusion of specialized models results in more precise and reliable fake news detection 
across diverse domains.

Contribution
The key contributions of the proposed approach and the differences with Comito et al. 

(2024) are summarized as follows:

•	 Unlike most existing methods, which rely on domain adaptation requiring prior knowl-
edge of the target domain, MERMAID adopts a strategy to handle the domain gener-
alization problem. The ensemble strategy combined with the usage of LLMs ensures 
that fake news detection remains effective even in unseen domains, distinguishing it as 
one of the few methods capable of performing cross-domain detection without needing 
retraining on new datasets.

•	 As introduced above, our framework integrates multiple specialized language model-
based fake news detectors through a Mixture-of-Experts mechanism, dynamically 
selecting the most relevant models for each input. Unlike Comito et al. (2024), MER-
MAID incorporates a model merging mechanism that reduces the number of different 
experts in a preliminary stage before feeding the MoE ensemble. This additional step 
enhances the efficiency and coherence of expert selection, ensuring more effective pro-
cessing of diverse inputs.

•	 We evaluate our framework through three complementary analyses across five real-
world datasets. First, we conduct a comparative study against four state-of-the-art 
methods. Next, we perform an ablation study to isolate the impact of individual compo-
nents and quantify their contributions. Finally, we introduce a few-shot learning analy-
sis to assess adaptability: when minimal labeled data from unseen domains becomes 
available (e.g., 0.02% ), MERMAID achieves up to a ∼ 30% improvement over domain-
adaptation approaches.

•	 We conduct a qualitative analysis of expert selection dynamics within the MoE frame-
work by examining how the gating mechanism distributes importance across different 
expert models on various datasets, revealing dataset-dependent patterns in expert acti-
vation. Our findings highlight a key limitation of the MoE approach: while it effectively 
adapts to different datasets by leveraging multiple experts, its performance degrades on 
CoAID dataset due to the gating mechanism overly favoring a single expert.

Organization of the paper
The remainder of the paper is structured as follows. In Section  2, we survey recent 

works concerning the cross-domain fake news detection problem. Section  3 defines the 
addressed problem and introduces our approach detailing the devised deep ensemble strat-
egy. Section 4 showcases numerical results and qualitative analysis. Finally, Section 5 con-
cludes the paper and outlines possible future research directions.

2 � Related work

In recent years, several studies have been conducted on the problem of fake news detec-
tion. However, these detection techniques struggle when applied to news from domains 
other than the ones they were trained on. For instance, models trained on political news 
may perform well within that specific context but exhibit poor performance when tasked 
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with identifying fake news in other areas, such as healthcare or entertainment, particu-
larly in domains that are rarely encountered during training.

The most closely related approaches to our work fall into two main categories: multi-
domain approaches and cross-domain approaches. In the following, the most relevant 
works belonging to both categories are surveyed.

Multi-domain Approaches
Multi-domain models aim to construct a single, unified model trained on data from 

multiple domains simultaneously. Several multi-domain fake news detection models 
have incorporated the MoE paradigm to enhance domain adaptation capabilities. The 
multi-expert approach allows different expert models to specialize in capturing distinct 
characteristics of the data, improving robustness against domain shifts. For instance, 
MDFND (Nan et al., 2021) applies a set of expert networks with a weighted linear gat-
ing function, enabling domain-aware feature selection. Similarly, M3FEND (Zhu et al., 
2023) utilizes three expert networks to extract semantic, emotional, and stylistic per-
spectives from news articles and comments. A domain memory component helps match 
each article with the most relevant expert network based on previously seen domain 
characteristics. However, M3FEND relies heavily on user comments, which may not 
always be available, limiting its performance in domains with sparse user engagement.

Another relevant approach is Multi-source Domain Adaptation with Weak Supervi-
sion (MDA-WS) (Li et al., 2021), which employs adversarial training to transfer knowl-
edge across multiple source domains. This method trains fake news classifiers on source 
domains while incorporating weak supervision based on heuristic rules defined by 
researchers in the target domain. However, MDA-WS assumes domain similarity, which 
can hinder adaptation when domain differences are significant. Additionally, its reliance 
on heuristic labeling introduces potential biases.

In Bazmi et  al. (2024) is proposed the Entity-centric Multi-domain Transformer 
(EMT) model, whose aim is to enhance fake news detection by leveraging entities men-
tioned in news articles to learn both domain-invariant and domain-specific represen-
tations. To refine its understanding of different news domains, EMT also incorporates 
external knowledge sources that provide background information on entities. How-
ever, the validity of EMT’s claims regarding generalization to unseen domains remains 
unconvincing since only one experiment was conducted in a zero-shot setting with a 
single unseen domain, making it difficult to determine whether the approach is gen-
uinely robust across unseen domains. The lack of broader validation raises concerns 
about the generalizability and practical applicability of EMT in real-world cross-domain 
fake news detection.

Cross-domain Approaches
Such approaches focus on transferring knowledge from a well-labeled source domain to 

a less-labeled target domain by learning shared representations from the source.
In Wang et  al. (2018), the authors introduced the Event Adversarial Neural Network 

(EANN) to detect fake news by minimizing the influence of domain-specific features. This 
framework includes an event discriminator that discards features unique to specific events, 
retaining only the shared characteristics by engaging in a minimax game with a multimodal 
feature extractor.

Shu et  al. (2022) introduce CrossFND, a deep learning framework for cross-domain 
multimodal fake news detection. The approach focuses on learning unsupervised feature 
representations for domain adaptation by exploiting a domain classifier. By adding a small 
portion of the target dataset to the source domain dataset, the domain classifier is trained to 
distinguish domains.
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In Mosallanezhad et  al. (2022) is introduced REAL-FND. Building upon Cross-
FND (Shu et al., 2022), REAL-FND enhances the domain classifier by replacing the Mul-
tilayer Perceptron with an architecture based on reinforcement learning. This adaptation 
ensures that the model effectively transforms learned representations from the source to 
the target domain, obscuring domain-specific features while preserving domain-invariant 
components.

Discussion
The key distinction between our proposal and multi-domain models lies in their 

approach to handling domain variability and generalization. Traditional multi-domain 
models attempt to create a single, unified model trained on data from multiple domains 
simultaneously. This approach assumes that a shared feature space can be learned across 
different domains, which can lead to limited adaptability when encountering unseen 
domains. In contrast, our approach does not rely on a single model. Instead, it learns sepa-
rate models for each domain and refines them through domain-specific adaptation. This 
ensures that each model is highly specialized for its respective domain while still contribut-
ing to a broader ensemble. Furthermore, our approach eliminates the need for retraining or 
fine-tuning when encountering a new domain.

With respect to the Cross-domain models, our solution differs significantly as it han-
dles domain transfer and adaptation. Cross-domain models focus on transferring generaliz-
able knowledge from a source domain, assuming that the patterns learned from the source 
domain can be adapted to improve performance on the target domain. Our approach does 
not rely on knowledge transfer from a predefined source domain. Instead, it learns spe-
cialized models for different domains and combines them through a MoE framework to 
dynamically determine the best-performing models for predicting new data. Moreover, 
Cross-domain models typically require further training or fine-tuning on the target domain 
before achieving optimal performance. This necessitates additional labeled samples from 
the target domain, which might not always be available. Our approach does not require 
additional training or fine-tuning when encountering a new domain. Instead, it selects the 
most reliable domain-specific models from the ensemble, making it fully cross-domain 
without explicit adaptation.

3 � The MERMAID framework

In this section, we first formally define the problem we are addressing and then describe 
the proposed DL-based framework for fake news detection across multiple domains.

3.1 � Problem statement

In this paper, we address the challenge of detecting fake news in emerging, unknown 
domains exploiting knowledge from well-known domains. We design this task as a zero-
shot domain generalization problem, where a model trained on a known source domain 
is used to classify news belonging to an unknown target domain. More specifically, the 
problem is formulated as both a multi-domain and cross-domain generalization task, where 
the model is trained on a set of known domains with the objective of generalizing to an 
unseen target domain. A closely related topic is the few-shot/domain adaptation problem, 
where, in addition to data from known domains, a limited amount of the target domain is 
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also available during the learning phase. This makes the few-shot learning problem easier 
than the zero-shot one.

The problem can be formally described as follows:
Given news from an unknown domain, DT , we aim to learn a domain-independent news 

representation from a set of known different application domains (labeled source data) 
{D1,D2, ...,DN} that are available for training the classification model, then we test the 
model on the DT.

Let be {D1,D2, ...,DN} a set of news data collections from N different domains such that 
each dataset Dk consists of pairs of news content and its real label, i.e., Dk = {(xk

i
, yk

i
)}

|k|
i=1

 , 
where xk

i
 is the textual news content of the i-th example belonging to k-th domain and the 

label yk
i
∈ {0, 1} (i.e., real or fake news).

Our goal is to learn a fake news classifier from the source data {D1,D2, ...,DN} . For-
mally, let Dtrain = {D1,D2, ...,DN} , we want to discover a function f ∶ Dtrain → {0, 1} that 
can accurately predict the real label of any unseen news in the target domain DT.

In the rest of the paper, we use x, y, ỹ to represent news content, the true label, and the 
predicted one, respectively.

3.2 � Framework overview

To detect fake news across various domains, MERMAID integrates language models with 
an ensemble learning strategy. The language model serves solely as a backbone embed-
der to extract the latent representation of the text data. The overall architecture is shown 
in Fig.  1. MERMAID involves four key steps: (i) training base specialized fake news 
detectors, (ii) adapting these detectors, (iii) merging related models, and (iv) applying an 

Fig. 1   MERMAID solution approach
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ensemble strategy combining the predictions from the base models. The learning process 
is presented in the Pseudo Algorithm 1. Specifically, here we highlight how the algorithm 
steps align with the framework architecture.

•	 Inizialization: In this stage, storage structures M and Mmerge are initialized to keep 
track of models associated with each domain (Lines 1–2).

•	 Data Processing Layer: Given N datasets extracted from different domains, denoted as 
{D1,D2,… ,DN} , each of them is divided into two subsets: ⟨Dtr

i
,Dad

i
⟩ using the Split-

Data function (Line 4).
•	 Base Model Layer (Training): For each domain, the subset Dtr

i
 is used to train a base 

specialized fake news detector Mi , using a pre-trained language model LM as embedder 
(Line 5). The trained base model is stored in the corresponding entry of the dictionary 
M[i] (Line 6).

•	 Cross-Domain Adaptation Layer: Once the base models are trained, they are adapted 
to all other domains. Specifically, each base model Mi is fine-tuned on the adaptation 
data Dad

j
 of every other domain j ≠ i using the AdaptModel function (Line 11). The 

adapted models Mj

i
 are then added to the corresponding domain’s model list M[j] (Line 

12).
•	 Adapted Models: At this point in the pipeline, each domain i has accumulated a set of 

models in M[i] : the original base model trained on its own data, as well as N − 1 mod-
els adapted from other source domains using its adaptation data Dad

i
.

•	 Merging Layer: For every domain i , all models collected in M[i] are merged into a 
single domain-specific model M̂i using the MergeModels function (Line 17). These 
merged models are then collected into the list Mmerge (Line 18).

•	 Ensemble Layer: To construct the ensemble, the adaptation datasets {Dad
1
,Dad

2
,… ,Dad

N
} 

are merged into a single combined dataset DEns (Line 20). The LearnMoECombiner 
function is then used to train a Mixture-of-Experts model on DEns , learning the optimal 
combination weights for the merged models Mmerge (Line 21).

As regards the MoE Learning phase, reusing data samples leveraged in earlier stages intro-
duces the risk of overfitting. To mitigate this, we have adopted several strategies: (i) the 
ensemble is trained over merged models obtained by combining the weights of the base 
models into a single one, (ii) these merged models are frozen during the MoE training 
phase, and (iii) dropout layers are integrated into the base models to further reduce overfit-
ting risks.
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Algorithm 1   MERMAID learning procedure

3.3 � Base model fake news detectors

The fake news detectors in MERMAID are based on a pre-trained language model from 
the BERT family (Devlin et al., 2019), which acts as the backbone of the base model. In 
this architecture, the language model is responsible for encoding input text into contex-
tualized representations, which are subsequently passed to the subsequent classification 
(feed-forward) layers that perform the final fake news detection. Specifically, we use a 
pre-trained instance of DeBERTa (Decoding-enhanced BERT with disentangled atten-
tion) (He et al., 2021), an advanced variant of BERT and RoBERTa (Liu et al., 2019b). 
DeBERTa introduces a disentangled attention mechanism and an enhanced mask decoder, 
enabling the model to better capture complex semantic and syntactic relationships and 
produce fine-grained textual embeddings. These architectural improvements have been 
shown to enhance model efficiency and accuracy across various natural language process-
ing tasks (He et al., 2021). The DeBERTa instance we employ is pre-trained on large-scale 
corpora, including Wikipedia and BookCorpus (Zhu et al., 2015).

In our base detectors, the weights of the language model remain fixed and are not 
updated during training. Instead, we add three trainable layers on top of the network, which 
are specifically designed to learn the fake news classification functions. This architecture is 
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illustrated in Fig. 2. Specifically, the language model acts as an embedding module, map-
ping textual data x into a latent space ex . Such latent space is then fed into a Multi-Layer 
Perceptron (MLP) on top of the base learner, which provides the prediction ỹ.

Each base fake news detector is trained using the following loss function:

where w1 and w2 represent the class weights, � is a parameter that controls the influence 
of the regularization term, and ΘM are the parameters of the model. Basically, it could be 
considered a weighted version of the standard binary cross-entropy (BCE) integrating a 
regularization component.

3.4 � Combining base detectors: the MoE approach

The combination mechanism plays a crucial role in improving detection performance by 
leveraging the diverse expertise of individual local models. Using a Mixture of Experts 
scheme  (Masoudnia & Ebrahimpour, 2014), the combination mechanism merges predic-
tions from the different base classifiers. The goal is to ensure that the final classification of 
an input x is primarily shaped by a subset of base classifiers – ideally, those with the high-
est expertise in the regions of the instance space relevant to x.

As shown in Fig. 3, this architecture features a trainable Gate sub-net, which is essen-
tially an MLP with L = N × N outputs. This sub-network computes a set of weights 
⟨z1,… , zL⟩ for the base classifiers. These weights are then used to calculate the final fake 

(1)Lbase = −(w1 ⋅ y ⋅ log(ỹ) + w2 ⋅ (1 − y) ⋅ log(1 − ỹ)) + 𝜆

∑

v∈ΘM

|v|

Fig. 2   Architecture of the base model fake news detector

Fig. 3   Ensemble mechanism: 
mixture of experts
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news probability ỹ as an optimal convex combination of predictions ⟨ỹ1,… , ỹL⟩ provided 
by the base classifiers for a given input x. Unlike a standard MoE, the gate is fed with the 
embedding ex , which is derived from the shared backbone of the base detectors.

Formally, the overall prediction for a given input x is computed as ỹ =
∑L

i=1
ỹi ⋅ zi where, 

⟨z1,… , zL⟩ = MLPL(ex).
In Fig.  3, the experts are shown in different colors to highlight that they remain 

unchanged, meaning their model weights are frozen and not further fine-tuned; therefore, 
the only trainable component is the Gate.

A potential risk in the MoE learning process is the over-reliance on a small subset of 
experts, which can undermine the model’s ability to capture expert specialization across 
different domains. To address this issue, we introduce an auxiliary domain identification 
task during training. This task helps the gating mechanism preserve information about the 
specific characteristics of each domain, thereby guiding it to select the expert best suited to 
handle inputs with domain-specific features.

We pinpoint that this auxiliary task is only active during the training phase and repre-
sents a customization of the standard MoE architecture. Specifically, the Gate in MER-
MAID is designed not only to route inputs to the appropriate experts but also to identify 
the domain of a given input x exploiting a multi-task optimization. Furthermore, we per-
form a pre-training step to initialize the gate’s weights, which contributes to a more stable 
overall optimization process.

In this phase, the Gate component, which is responsible for domain detection, is trained 
using the following loss function:

where N is the number of source domains, yd
i
 is the domain class label for the i-th domain, 

ỹd
i
 represents the prediction score assigned by the Gate to the detected source domains, and 

�1 is a parameter that controls the influence of the second term. Basically, the first term can 
be figured as a standard cross-entropy loss that encourages the Gate to correctly identify 
the domain of each input, while the second term acts as a regularization term that penalizes 
overly confident predictions, encouraging more balanced outputs.

(2)Ldomain = −

N∑

i=1

yd
i
⋅ log(ỹd

i
) − 𝛼1 ⋅

N∑

i=1

(0.5 − |0.5 − ỹd
i
|)
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Algorithm 2   MergeModels procedure

After this phase, a multi-task training is performed optimizing the following terms:

Each component plays an essential role in learning a reliable MoE. The overall objective 
optimized during training is defined as follows:

where �2, �3, and �4 are hyperparameters that balance the relative contributions of each 
term, and zi denotes the Gate weight for the i-th expert. The loss Lbce corresponds to the 
binary cross-entropy and measures the main classification error. The term Lnorm applies 
L1 regularization to the Gate parameters ΘG , encouraging sparsity and helping to pre-
vent overfitting. The loss Lexpert penalizes incorrect expert selections by the Gate and is 
weighted by the confidence score zi , promoting the correct assignment of inputs to the most 
appropriate experts. Finally, Lce is a cross-entropy loss used for the auxiliary domain clas-
sification task, supporting the Gate in learning domain-specific behaviors.

(3)Lbce = − (y ⋅ log(ỹ) + (1 − y) ⋅ log(1 − ỹ))

(4)Lnorm =
∑

v∈ΘG

|v|

(5)Lexpert =
1

L

L∑

i=1

|yi − ỹi| ⋅ zi + (1 − |yi − ỹi|) ⋅ (1 − zi)

(6)Lce = −

N∑

i=1

yd
i
log(ỹd

i
)

(7)L = Lbce + �2 ⋅ Lnorm + �3 ⋅ Lexpert + �4 ⋅ Lce
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Differently from Comito et  al. (2024), in which a selection function is used to select 
the top-K most reliable expert, in this work, we used a merging function inspired by the 
approach presented in Yadav et al. (2023). Specifically, given a base specialized fake news 
detector Mi and a set of domain-specific adapted models {Mi

j
|j ∈ {1, ...,N}, j ≠ i} , the goal 

is to create a unified model M̂i that acts as the expert for the domain i. This expert com-
bines knowledge from the detector directly trained on domain i and from other detectors 
that were initially trained on specific domains j and then adapted to domain i. In this way, 
M̂i benefits from both the specialized expertise of the base model and the domain-specific 
adaptations, enabling it to leverage a broader range of relevant information for improved 
performance. The Algorithm 2 presents the procedure used to merge the models. By doing 
so, we have a number of experts that is equal to the number of source domains.

4 � Experimental evaluation

In this section, we evaluate the effectiveness of our solution. First, we define the experi-
mental setting (including datasets, parameters, metrics, and competitors), and then we 
detail the experiments designed to investigate the following research questions:

•	 RQ1: How well does our model generalize from the source domain to detect fake news 
in an unseen target domain?

•	 RQ2: Compared to state-of-the-art models, how well does the proposed approach gen-
eralize to new domains for fake news detection?

•	 RQ3: What is the contribution of different components within our ensemble framework 
to overall model effectiveness?

•	 RQ4: How does our approach perform in few-shot learning scenarios where only a 
small amount of labeled data is available from a new domain, particularly for early fake 
news detection?

•	 RQ5: How does the Mixture of Experts framework select and utilize specialized mod-
els (experts) to improve task performance?

To address these questions, we evaluate our model across three different experimental set-
tings: zero-shot learning on unseen domains (to examine generalization ability for RQ1 and 
RQ2), and few-shot learning in a new domain (RQ4). The impact of various components in 
our MoE framework is further analyzed to answer RQ3. Moreover, we performed a qualita-
tive analysis to study the role of the expert across the different datasets (RQ5).

4.1 � Datasets, competitors, and experimental setup

To assess the quality of the proposed framework, we used five benchmark datasets for 
fake news detection: GossipCop and PolitiFact (Shu et al., 2018, 2017), MD,1 CoAID (Cui 
& Lee, 2020), and Liar (Wang, 2017). A more detailed description of these datasets is 
reported in Appendix A.

To evaluate the effectiveness of MERMAID, we performed a comparative evaluation 
against four state-of-the-art methods namely, MDA-WS (Li et  al., 2021),EANN (Wang 

1  https://​github.​com/​cuili​meng/​CoAID

https://github.com/cuilimeng/CoAID
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et al., 2018), CrossFND (Shu et al., 2022), and MoDA − FND (Comito et al., 2024). In our 
experimentation, each competitor has been learned by using the default parameters defined 
in the corresponding work. A description of these state-of-the-art methods is provided in 
Appendix B.

We implemented MERMAID2 using the PyTorch framework. As explained in Sect. 3, 
the classifier consists of a pre-trained DeBERTa acting as the feature extractor and three 
fully connected dense layers that learn the fake news detection function. These three lay-
ers are instantiated with 256, 128, and 1 neurons. The first two layers have a ReLU as 
activation function, while the last layer the Sigmoid. A dropout layer with a rate of 0.2 
is applied between the first and second layers. Adam, with a learning rate of 0.001, is used 
as optimizer. Hyperparameter tuning is conducted across all source datasets to identify the 
optimal values for the batch size and the parameters defined in Eq. 7. The value �1 in the 
domain loss is set to 0.1 for all experiments. For the MoE training, a batch size of 64 is 
used across all datasets.

Each source domain Di is split into Dtr
i
 and Dad

i
 . The size of Dad

i
 is set to 300 for all data-

sets and is balanced with respect to the class labels. First, we pre-trained each classifier Mi 
against its source dataset Dtr

i
 for 20 epochs. It is then adapted on the other source domains 

Dad
j

 with j ≠ i for an additional 20 epochs. Next, the ensemble model is trained using Dad
i

 
from all the source datasets. The domain classifier is pre-trained for 20 epochs, while the 
MoE is trained for a fixed number of iterations.

Differently from Comito et al. (2024), where the trained model is evaluated on the entire 
target dataset, this work tests the trained model only on a portion of the target dataset. 
Specifically, this study also addresses the few-shot learning. To evaluate this scenario, the 
target domain is split into two subsets, Dtr

T
 and Dad

T
 . Also in this case, the size of Dad

T
 is set 

to 300 and is balanced with respect to the class labels. For a fair comparison, the trained 
model is evaluated on target dataset Dtr

T
 in both experiment settings. In the few-shot sce-

nario, after training the MoE model on the source domain, it is specialized to processing 
few examples of the target domain sampled from Dad

T
 . All the experiments were conducted 

on an NVidia DGX Station featuring 4 GPU V100 32GB. Finally, to evaluate the effective-
ness of the detectors, we adopt the F1-Score, Precision (Prec), Recall (Rec), and GMean 
(Sokolova & Lapalme, 2009). However, we chose as our main metric the F1-Score, as it 
provides a single, concise measure of overall system performance, allowing for compar-
ing easily the results and the different model performances. In particular, for computing 
the F1-Score, Precision, and Recall, we used a macro-avg approach (Sokolova & Lapalme, 
2009) to handle the unbalance of some datasets.

4.2 � Domain generalization: zero‑shot learning scenario

This set of experiments evaluates the ability of the model to handle domain shift by testing 
its performance on completely unseen data, addressing the research questions RQ1 and 
RQ2. To assess generalization, we used the following evaluation protocol: we considered 
N datasets and analyzed different configurations by taking N − 1 datasets as the source 
domain and the remaining one as the target domain. This zero-shot setup reveals how well 
the model adapts to novel domains without prior exposure.

2  Source code is available at: https://​github.​com/​fsp22/​merma​id.

https://github.com/fsp22/mermaid
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We compared our approach, MERMAID, with other state-of-the-art methods for fake 
news detection across various datasets introduced above. As shown in Table 1, results dem-
onstrate that our solution significantly enhances the predictive performance of the fake 
news detection system across all configurations and metrics. The results show that MER-
MAID successfully learns inter-domain relationships, directly enhancing the generalization 
capabilities of the model. The ability of the system to maintain accuracy across unseen 
domains provides a practical solution to domain shift, a major barrier to deploying fake 
news detectors in real-world scenarios.

4.3 � Ablation analysis

This analysis examines the impact of different components within the optimization proce-
dure of the MoE model and answers to RQ3. Specifically, we analyze the contribution of 
the auxiliary loss terms, i.e., Lnorm,Lexpert , and Lce in the zero-shot scenario: we remove 
each component from Eq. 7 one at time. Moreover, we investigate whether the pre-training 
phase influences the overall performance. We refer to the model with all the components as 
FM (Full Model). We define the following variants:

Table 1   Performance results varying different models and datasets

Best results are reported in bold, while second-best are underlined

Datasets Models Macro-F1 Macro-Prec Macro-Rec GMean

GossipCop CrossFND 0.4833 0.5165 0.5143 0.4772
EANN 0.5111 0.5120 0.5117 0.5034
MDA-WS 0.3576 0.2783 0.5000 0.0000
MoDA − FND 0.5038 0.5419 0.5358 0.4980
MERMAID 0.5166 0.5420 0.5386 0.5156

PolitiFact CrossFND 0.3893 0.4063 0.4038 0.3992
EANN 0.3468 0.3595 0.3673 0.3475
MDA-WS 0.3652 0.2876 0.5000 0.0000
MoDA − FND 0.4658 0.4679 0.4672 0.4667
MERMAID 0.5816 0.5818 0.5832 0.5827

MD CrossFND 0.5458 0.5492 0.5483 0.5439
EANN 0.5049 0.5451 0.5341 0.4737
MDA-WS 0.3313 0.2977 0.4987 0.0182
MoDA − FND 0.4856 0.4864 0.4864 0.4851
MERMAID 0.6528 0.6733 0.6592 0.6438

CoAID CrossFND 0.2289 0.4960 0.4886 0.4031
EANN 0.4055 0.5169 0.5704 0.5675
MDA-WS 0.0604 0.0321 0.5000 0.0000
MoDA − FND 0.4196 0.4860 0.4475 0.4006
MERMAID 0.5816 0.5715 0.6823 0.6651

Liar CrossFND 0.4778 0.5138 0.5054 0.2919
EANN 0.4924 0.4975 0.4971 0.4776
MDA-WS 0.2130 0.1353 0.5000 0.0000
MoDA − FND 0.4804 0.4928 0.4915 0.4774
MERMAID 0.5233 0.5240 0.5267 0.5015
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•	 FM ⧵{Ldomain ∪ Lce} : where we remove the term Lce from Eq.  7 and no pre-training 
phase is performed.

•	 FM ⧵{Lnorm} : the L1 regularization on the Gate parameters is removed;
•	 FM ⧵{Lexpert} : in which the penalty term discouraging the selection of the incorrect 

experts is removed.
•	 FM ⧵{Ldomain} : in which the pre-training stage is not performed.

Table 2 presents the results of the various model configurations across five datasets. The 
full model configuration consistently outperforms the other settings over all the metrics, 
except for the CoAID dataset, where the expert loss ( Lexpert ) component adversely affects 
the outcome. This instability arises because the base experts perform similarly, enabling 
the Gate to make nearly identical predictions without favoring any particular expert; i.e., 
all experts produce consistently low scores, with little variation among them. This loss 
component may induce undesirable behavior in this scenario, increasing the difficulty of 
the training process. The removal of domain loss ( Lce ) along with the removal of the pre-
training stage ( Ldomain ) results in a significant decline in performance in all cases, most 
notably in PolitiFact and MD, underscoring its role in generalization and piloting the Gate 
in identifying the most suitable experts. The elimination of the L1 normalization ( Lnorm ) 

Table 2   Model performance excluding individual loss terms

Best results are reported in bold, while second-best are underlined

Datasets Models Macro-F1 Macro-Prec Macro-Rec GMean

GossipCop FM ⧵{Ldomain ∪ Lce} 0.4956 0.5035 0.5035 0.4988
FM ⧵{Lnorm} 0.4979 0.5054 0.5054 0.5011
FM ⧵{Lexpert} 0.5185 0.5459 0.5419 0.5168
FM ⧵{Ldomain} 0.4985 0.5109 0.5106 0.5008
FM 0.5166 0.5420 0.5386 0.5156

PolitiFact FM ⧵{Ldomain ∪ Lce} 0.3420 0.3374 0.3520 0.2973
FM ⧵{Lnorm} 0.3844 0.3823 0.3931 0.3474
FM ⧵{Lexpert} 0.3627 0.3584 0.3771 0.3109
FM ⧵{Ldomain} 0.3393 0.3341 0.3508 0.2907
FM 0.5816 0.5818 0.5832 0.5827

MD FM ⧵{Ldomain ∪ Lce} 0.4080 0.4841 0.4934 0.3117
FM ⧵{Lnorm} 0.4125 0.4893 0.4954 0.3197
FM ⧵{Lexpert} 0.4180 0.5160 0.5062 0.3204
FM ⧵{Ldomain} 0.3726 0.4197 0.4703 0.2521
FM 0.6528 0.6733 0.6592 0.6438

CoAID FM ⧵{Ldomain ∪ Lce} 0.5694 0.5593 0.6263 0.5789
FM ⧵{Lnorm} 0.5405 0.5488 0.6458 0.6308
FM ⧵{Lexpert} 0.5971 0.5811 0.6903 0.6706
FM ⧵{Ldomain} 0.5737 0.5622 0.6266 0.5759
FM 0.5816 0.5715 0.6823 0.6651

Liar FM ⧵{Ldomain ∪ Lce} 0.5229 0.5227 0.5238 0.4857
FM ⧵{Lnorm} 0.2406 0.5385 0.5049 0.1665
FM ⧵{Lexpert} 0.4879 0.4971 0.4965 0.4854
FM ⧵{Ldomain} 0.4973 0.4982 0.4984 0.4196
FM 0.5233 0.5240 0.5267 0.5015
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causes a marked performance drop in the Liar dataset, emphasizing its importance in 
ensuring stability: this component imposes constraints on weight magnitudes, contribut-
ing to more stable training. The absence of expert loss ( Lexpert ) negatively impacts perfor-
mance in PolitiFact, MD, and Liar experiments, while eliminating pre-training on domain 
data ( Ldomain ) leads to suboptimal results, particularly for PolitiFact and MD datasets. The 
pre-training phase facilitates the optimization of the training process by identifying key 
features that simplify expert weighting.

4.4 � Domain adaptation: few‑shot learning scenario

The few-shot learning scenario focuses on domain adaptation rather than pure domain gen-
eralization. This distinction is critical because, as formally defined in Sect.  3.1, domain 
adaptation permits limited access to target domain samples during the training phase. Our 
experimental setup specifically leverages this characteristic by incorporating small batches 
of labeled target-domain data (parameterized by bT).

Actually, this investigation tests our model’s performance in environments with lim-
ited labeled data, mirroring real-world conditions where obtaining extensive labeled data 
is often expensive. By restricting the amount of available target labeled data, we evalu-
ate: (i) the adaptability to limited samples by assessing how effectively the model learns 
from a few examples; (ii) whether the approach remains robust when trained on sparse 
annotations. The experimental setup constrains the training data quantity to simulate com-
mon deployment challenges, providing crucial insights into the model’s few-shot learning 
potential.

We conducted a study of the adaptability of our framework to varying quantities of 
target domain information addressing research question RQ4. Through a series of experi-
ments, we assessed performance across different data configurations by progressively 
increasing the number of target domain samples incorporated during the training phase, 
denoted as bT , expressed as a percentage of the target dataset. Specifically, we considered 
the percentages 0.005, 0.01, 0.015, and 0.02. To ensure balanced class distributions, we 
allocated bT∕2 samples per category throughout all tests. Notably, the test set remained 
consistent across all experiments presented in this Chapter. As illustrated in Fig.  4, the 

Fig. 4   Domain adaptation results with varying budget values for the target domain
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framework demonstrates robustness, maintaining stable performance even under condi-
tions of limited data availability. These findings underscore the proficiency of the model 
in few-shot learning, highlighting its potential for real-world applications where acquir-
ing large-scale labeled datasets is often infeasible. For bT∕2 = 0 , the model works without 
prior knowledge of the target domain. Increasing the number of labeled examples enhances 
performance, albeit with slight fluctuations due to the inherent noise in labeled data. The 
only exception arises in the CoAID dataset, where increased labeled data in the target 
domain results in unstable performance. In all performed experiments, this domain persis-
tently exhibits anomalous behavior, primarily due to its evident class imbalance, where real 
news articles overwhelm fake ones, and the intrinsic nature of its content, which could be 
easily misclassified also by a human expert.

4.5 � The role of the experts

In this section, we analyze how the experts within the MoE framework contribute to the 
final decision-making process to answer the RQ5. Specifically, we aim to understand the 
role played by each expert model in different contexts, as determined by the gating mecha-
nism. By studying the behavior of the gate, we investigate how the importance assigned 
to each expert varies depending on the input. This analysis provides insights into the 
dynamics of expert selection and highlights both the strengths and limitations of the MoE 
approach.

The experimental results reveal expected behavior for PolitiFact and Liar datasets (see 
Fig.  5a and b), where two experts predominantly contribute to decision-making, with 
occasional involvement of the remaining two models in a few cases. This is evident from 
the clear vertical separations and the dominant activation of specific experts for differ-
ent examples. Also, the MoE model successfully differentiates between most confident 
experts, dynamically selecting the most appropriate ones for each example. This pattern 
aligns with the modular design of MoE, which adapts dynamically to diverse inputs by 
leveraging specialized expertise. A different trend is observed with CoAID (Fig. 5c): here, 

Fig. 5   Weights assigned to each expert by the Gate module for each dataset
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the gate consistently selects only one expert, significantly limiting the ability of the model 
to exploit its modular structure. This behavior suggests that the gate struggles to clearly 
distinguish which expert is the most relevant in each case, and exposes a key limitation 
of MoE, as its effectiveness relies on diverse expert activation tailored to input variabil-
ity. This observation is consistent with our earlier experimental results, where the MoE 
approach demonstrated significantly weaker performance on CoAID compared to the other 
datasets.

Addressing this limitation requires further exploration of strategies such as enhanced 
training techniques for experts or context-aware gating mechanisms. Differently, in the last 
two scenarios (Fig. 5d and e), the Gate shows high confidence in selecting a single expert, 
which leads to good performance.

5 � Conclusion and future work

In this work, we introduced MERMAID, a deep learning-based approach that combines 
language models and a Mixture-of-Experts (MoE) framework to detect fake news across 
manifold domains. MERMAID capitalizes on the expertise of specialized language model-
based fake news detectors to classify news from previously unseen domains. Each base 
model encapsulates the knowledge of advanced detectors trained or adapted to a specific 
source domain. The final experts are built using a merging technique, enabling them to 
leverage a broader range of relevant information for improved performance. Experiments 
conducted on five benchmark datasets validate the proposed solution’s effectiveness. Spe-
cifically, MERMAID outperforms recent competitors in both zero- and few-shot learning 
settings. However, we have observed certain limitations in particularly challenging set-
tings, where underrepresented domains exhibit performance below the average. Address-
ing these shortcomings may require exploring more sophisticated strategies or integrating 
novel language techniques into the feature extraction phase.

In future work, we intend to incorporate additional data sources and extend our method 
into a multimodal framework, enabling the MoE to leverage insights derived from multiple 
modalities. Moreover, we aim to investigate advanced training strategies for expert models 
and develop context-aware gating methods.

Appendix A: Dataset description

To assess the quality of the proposed framework, we used five benchmark datasets 
described below:

•	 GossipCop3 and PolitiFact4 comprising of news related to the entertainment industry 
and the US political system, respectively, sourced from the FakeNewsNet data reposi-
tory (Shu et al., 2018, 2017).

•	 MD5 including news concerning the 2016 US election.

3  https://​www.​gossi​pcop.​com/
4  https://​www.​polit​ifact.​com/
5  https://​github.​com/​miafr​anc/​faken​ews20​20

https://www.gossipcop.com/
https://www.politifact.com/
https://github.com/miafranc/fakenews2020
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•	 CoAID6 (Cui & Lee, 2020) consisting of news about the COVID-19 virus.
•	 Liar7 (Wang, 2017) comprising short statements that have been collected from the fact-

checking website PolitiFact and labeled by human.

In Table 3, we report dataset statistics, including the total number of articles, the class dis-
tribution, the vocabulary size, and the word count distribution.

Appendix B: Competitors

To evaluate the effectiveness of MERMAID, we performed a comparative evaluation 
against four state-of-the-art methods. Below, we detail each model:

•	 MDA-WS (Li et al., 2021): Multi-source Domain Adaptation with Weak Supervision 
(MDA-WS) employs adversarial training for learning domain invariant feature repre-
sentation and a set of fake news classifiers for multi-source domains. For embedding, 
MDA-WS uses TextCNN and RoBERTa-base, with news content truncated to 300 
tokens.

•	 EANN (Wang et al., 2018): It is a state-of-the-art model for domain-agnostic fake news 
detection, designed to improve generalization by capturing common features across 
various events of news. In our experiments, we excluded the component that handles 
the image while keeping the rest of the architecture unchanged. The parameter settings 
are identical to those specified in the original work (Wang et al., 2018).

•	 CrossFND (Shu et al., 2022): CrossFND is a deep learning-based model for detecting 
fake news across different domains using a multimodal approach. It consists of several 
components: (i) an encoder for news content, user comments, and user-news interac-
tions to learn representations; (ii) a fusion component that integrate these representa-
tions for fake new detection; and (iii) a domain adaptive representation learning com-
ponent. In our experiments, we excluded the parts dealing with news comments and 
user-news interactions, keeping the rest unchanged. This version of the framework is 

Table 3   Dataset statistics

Dataset #Articles #Real #Fake Vocabulary size #Words per article

Avg. Median Q1 Q3

GossipCop 4,736 2,117 2,619 167,759 581 348 180 551
PolitiFact 818 370 448 69,796 1,470 336 108 882
MD 6,296 3,171 3,125 216,169 781 601 294 1,026
CoAID 4,439 4,023 416 15,738 56 74 14 80
Liar 12,685 9,183 3,502 24,549 18 17 12 22

6  https://​github.​com/​cuili​meng/​CoAID
7  https://​huggi​ngface.​co/​datas​ets/​ucsbn​lp/​liar

https://github.com/cuilimeng/CoAID
https://huggingface.co/datasets/ucsbnlp/liar
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referred to as CrossFND⧵A in the original work (Shu et al., 2022). The parameter set-
tings remain the same as those in Shu et al. (2022).

•	 MoDA − FND (Comito et  al., 2024) is a Mixture of Expert based approach that 
addresses the domain generalization problem. The approach learns different base spe-
cialized fake news detectors, each trained on a specific source domain. Then, each base 
detector is adapted to the other source domains. A MoE method then selects the top-K 
most reliable expert to classify new, unseen examples.
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