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Abstract

We present an adaptive scheme for isogeometric phase-field modeling, to perform suitably graded hierarchical refinement and
coarsening on both single- and multi-patch geometries by considering truncated hierarchical spline constructions which ensure
c! continuity between patches. We apply the proposed algorithms to the Cahn—Hilliard equation, describing the time-evolving
phase separation processes of immiscible fluids. We first verify the accuracy of the hierarchical spline scheme by comparing two
classical indicators usually considered in phase-field modeling, for then demonstrating the effectiveness of the grading strategy
in terms of accuracy per degree of freedom. A selection of numerical examples confirms the performance of the proposed
scheme to simulate standard modes of phase separation using adaptive isogeometric analysis with smooth hierarchical spline
constructions.
© 2023 The Author(s). Published by Elsevier B.V. This is an open access article under the CC BY-NC-ND license
(http://creativecommons.org/licenses/by-nc-nd/4.0/).

Keywords: Adaptive isogeometric analysis; Phase-field modeling; Suitably graded refinement and coarsening; Truncated hierarchical B-splines;
C! multi-patch geometries

1. Introduction

Over the last fifty years, Tom Hughes has been the main actor of numerous groundbreaking advancements in
almost every aspect of Computational Mechanics. This is the reason why it is not even clear whether primarily
classifying him as a world expert of Solid Mechanics, Structural and Fluid Dynamics, Fluid—Structure Interaction (or,
more in general, Multi-Physics) problems, Mechanics of Materials, Scientific Computing, or Applied Mathematics.
His impact has been so significant and deep to make his peers consider him among the great scientific leaders of
the Computational Mechanics community. Additionally, he has constantly been an example for several generations
of researchers, always mentoring, motivating, and supporting young scholars.
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Isogeometric Analysis (IGA) [1,2] is only the latest of Tom Hughes’ many seminal contributions. It constituted
indeed a huge scientific success, going beyond the classical finite element method and actively engaging many
researchers from different branches of Engineering, Numerical Analysis, and Computer-Aided Geometric Design
(CAGD), while also attracting significant interest from the industrial world.

The original idea of IGA is to bridge the gap between CAGD and numerical simulation by adopting the spline
functions used to describe geometry in CAGD as shape functions to build Galerkin-based simulation methods within
the isoparametric framework. Besides the potential advantages in geometry representation, the inherent smoothness
of spline functions has been shown to offer various benefits including, among others, an improved accuracy-to-
computational-cost ratio [3], enhanced spectral properties [4,5], high robustness [6], while also opening the door to
the solution of higher order partial differential equations (PDEs) in primal form [7,8].

In this context, our aim is to follow the path initiated by Tom Hughes (whose lifetime achievements inspire this
special issue) and exploit different key ingredients offered by IGA, starting from its regularity properties, to solve
higher order PDEs, possibly within an adaptive framework and considering also multi-patch geometries. Hence, the
present paper deals with the simulation, via phase-field modeling, of the time-evolving phase separation processes
of immiscible fluids described by the Cahn—-Hillard equations [9,10]. The problem is governed by a time-dependent
PDE that is of fourth order in space, thus requiring at least C'-continuity to be solved in primal form by means
of a Galerkin method. In general, this is not easy to achieve with classical finite elements, while IGA has been
proven to be an ideal framework for this kind of problems [7]. One of the issues arising with phase-field modeling
is that, given its nature, it typically requires very fine meshes to properly resolve the high gradients present at the
interfaces between the two different phases and, therefore, the possibility of using adaptive schemes able to locally
refine and coarsen the adopted meshes would be highly desirable.

We herein propose to achieve this by taking advantage of the local refinement properties of Truncated Hierarchical
B-splines (THB-splines) [11] within the adaptive approach described in [12]. To this end, we consider and compare
the performance of two classical indicator choices for phase-field modeling problems [13—15], and carefully study
the effectiveness of our grading strategy in terms of accuracy per degree of freedom, showing the clear advantages
that can be provided by the combination of THB-splines and suitably-graded adaptivity.

Moreover, since the dawn of IGA, it has been clear that dealing with complex geometries might involve the
necessity of considering assemblies of multiple patches [16], which in the context of high order PDEs might not
be simple, in general, due to the need of enforcing C'-continuity across patch boundaries. In this direction, many
solutions have been proposed in the literature with different levels of complexity and accuracy (see, e.g., [17-22]
and references therein). We follow here the recent extension to the (truncated) hierarchical spline framework [23]
of the multi-patch strategy presented in [18], and we successfully test its potential to be a reliable tool for the
adaptive phase-field modeling simulation of phase separation problems over non-trivial geometries comprising
multiple patches.

The outline of the paper is as follows. Section 2 introduces the phase-field model of the Cahn—Hilliard equation,
while Section 3 presents adaptive isogeometric methods with smooth (truncated) hierarchical splines on multi-patch
geometries, after briefly recalling the definition of C' splines on analysis suitable geometries. Suitably graded
refinement and coarsening are also discussed. The adaptive isogeometric method for phase-field modeling of the
Cahn—Hilliard equation is then presented in Section 4, and a selection of numerical examples is reported in Section 5.
Conclusions are finally drawn in Section 6.

2. Phase-field modeling of the Cahn—Hilliard equation

The Cahn-Hilliard equation [9,10] is a model for the phase separation of immiscible fluids, assuming a simplified
isotropic and isothermal framework. The thermodynamic state of the mixture is described by a function u(x; 1)
of space x and time ¢, representing an order parameter of the mass fraction, typically referred to as the “phase
field”. Under the isothermal hypothesis, the thermodynamic potential for the two-phase immiscible mixture is the
Ginzburg-Landau free energy, defined as the following functional G : H'( )+ R (with  being an open subset

of R4, where d is the spatial dimension):
Z

Glu] = F(u) + E|Vu|2 dx:
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The gradient term in the equation above accounts for the interface free energy, while F : R — R is the free energy
of the homogeneous system, assumed to be
2 2 1
Fu) = — -—
)= u (1

which is a non-convex function with a double-well structure characterized by two local minima (the so-called binodal
points) for u = £/ = .

The Cahn—Hllhlard equation is then obtained imposing mass conservation, i.e., @ 4+ V.j =0, assuming a mass

G G
flux j = —V — which implies a free energy decreasing in time, with — being the variational derivative of the
u u
free energy with respect to the variations of the phase field, u. This yields:
Qu
— = Fw- u;
T (u)

with
Fuw= u'— u

The minimization of the free energy then drives the dynamics of the solution of the Cahn—Hilliard equation
above, with the phase field # approaching the binodal points while creating regions of each pure phase which
progressively expand over time. Such regions are separated by thin layers with a thickness that can be shown to
have a characteristic length in the order of v/ .

The Cahn-Hilliard equation needs to be complemented by proper initial and boundary conditions. Assuming
a smooth boundary of the domain decomposed into two complementary parts | and , ( ;U , = @ and

1 N, = 1), the initial/boundary-value problem over the spatial domain  and the time interval [0; T'] can be
stated as follows: Given ug: +— R and g: 1~ R, findu . x [0;T] — R such that

Ou .
i F ul— u in x [0; T]; 2)
u=g on | x[0;T]; 3)
V Faul— u  -n=0 on ,x|[0;T]; )
Vu-n=0 on @ xI[0;T]; %)
u(x; 0) = up(x) in (6)

In this setting, Eqs. (3) and (5) are essential boundary conditions requiring a proper definition of the functional
spaces for trial and test functions if strongly imposed, while (4) is a natural boundary condition.

The set of Egs. (2)—(6) is discretized numerically in space and time as described in the following by means of
a Galerkin isogeometric approach and a generalized- method, respectively.

2.1. Spatial discretization

In this work, without loss of generality, we focus on problems where condition (4) is enforced on the whole

boundary @ of the domain,i.e., , =@ and ; =, and, consequently, condition (3) is not imposed. Introducing
the essential boundary condition (5), a weak f(%rmulation of the inzitialfboundary-value problem reads as
u%—?dx:— V u-VF(u)dx — u udx+ Vu-n udx Vu; 7
0

where the integral defined on the boundary is the consistency term arising from the divergence theorem. The essential
boundary condition (5) is weakly imposed by means of Nitsche’s method [24], adding two vanishing terms to the
left—handZ side of (7):

— u Vu-ndx (8)
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and 7

V u-nh"yVu-ndx; 9
0
and the functional space where u and u are defined is:

U= ulue H> ;[0;T]

Herein, H? represents the space of functions with first and second derivatives which are square integrable in the
domain, while, in (9), "y represents a positive constant and / is a characteristic length, assumed to be equal to the
element size in the physical space at the local level.

To discretize the weak form, u is then approximated as

u.x;t/ =N.x/u.t/;

being N .x/ the row vector of the adopted basis functions and 1 .¢/ the column vector of the (time-dependent)
control variables. Differently from classical second-order PDEs, the fourth-order Cahn—Hilliard equation requires
C'-continuous basis functions for approximation in a primal Galerkin fashion, which can be easily achieved using,
e.g., B-splines on a single patch [7,25]. However, in a multi-patch geometry, the continuity of standard basis at
the patch interface is usually C°. To overcome this, in the present work we select the functional spaces — and
consequently the basis functions — to be C I at the interfaces, as described in the dedicated Section 3, and extend
the discretization of the primal weak form to multi-patch domains.

Considering a Bubnov—Galerkin approach and thus exploiting the same functional space to approximate the field
u and its variation u, the semi-discrete version of (7), augmented by (8) and (9), results in the following residual
equation:

R &0 =Mi+F@)+ K —K; —K] +My i=0; (10)
where Kg aznd My are the terms introduced by the Nitsche’s method. Moreover, the mass matrix M is defined as:
M= N'Ndx

and

is the velocity of the control variables. The gradient of F’(x) is computed by means of the chain rule as
VF'(u) = F"(u) VN{;

leading to thez(nonlinear) vector:

F@@)= F’(u)VN'.VNadx;
with

F'uy=3 Nia°— : (11)
Eventually, tlie matrices K and Ky are computed as

K = N"  Ndx;
and 7

K= .VN-n/" Ndx;

while the ren%aining Nitsche’s term reads as:

My=  .VN-n/" h"y .VN-n/ dx:
0
The equation is advanced in time by means of the generalized- method, as presented in what follows.

4
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2.2. Time marching scheme

The generalized- method was successfully employed in previous studies [7,25] to time integrate the Cahn-
Hilliard equation and is therefore adopted also herein. Given the control variables and their velocities at the previous
time step ,, denoted as @, and u,, the solution at the current time step f,4,1 = £, + ¢ is computed by solving

R G, il , =0 (12)

The vectors U, f and ﬁH ., represent the solution and its velocity at intermediate -levels between ¢, and #,,
and are respectively computed as
ﬁn+ r= lAln + 5 ﬁn-H - ﬁn
and
ﬁn+ m — ﬁn + m ﬁn-H _ﬁn ;
being the solution at 7,4 related to the current velocity and to the solution at the previous time step by the following
condition:
lAlnle = lAln + tﬁn + t lAanrl - lAln
The choice of the values of the parameters governs the accuracy, the numerical damping, and the stability of the
method. We follow the standard strategy [7,25,26] by selecting
1 1 3— 1
==+ n— f = — =
) m f m ) 1 T - f 1 + -

and assuming that the spectral radius of the amplification matrix is o = 0:5.
In applying the iterative algorithm to advance in time the nonlinear Eq. (12), we solve for the increment of the
velocity starting from the predictions

A0 A
un—H =u,

and
. 1.
~0 _ AL
U, = W,

which are successively corrected till the norm of the residual is within a predefined tolerance by means of the
Newton—Raphson method. The generic i-th update reads as:

Al Af i.
w'y =u,, +b’;

ﬁ;:&-ll = ﬁf’1+1 + tbi;
being b’ the solution of the linear system
Ai bi — _Ri .

where R/ is the residual computed using the results of the i-th iteration and the tangent matrix A is the linearization
of the residual with respect to W,,, given by

Al= ,M+ ; tK —Ky—K]+My+Kj :

In the equati(Z)n above, K’; is the linearizatzion of F(t) with respect to 1,41, which reads as
Ky = VN'F'(u,y )VNdx+ VN'. F"(u, ,)VNi,, , Ndx;

where F”(u,+ ;) 1s computed by substituting 4 , — calculated using the solution of the i-th iteration — in (11)
and ' '

Fw(un+ f) =6 NﬁnJr f:
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Fig. 1. Example of open three-patch domain, composed by quadrilateral patches @, i € Z , inner edges @, i € Z°, and inner
vertices x®, i € Z°.

3. Adaptive isogeometric methods on multi-patch geometries

In this section, we consider the construction of C! splines on analysis suitable multi-patch geometries proposed
in [18,27] and its extension to the hierarchical spline model, recently introduced in [23,28]. We also present algo-
rithms to perform refinement and coarsening which ensure the properties of linear independence and admissibility
on analysis suitable multi-patch configurations. The refinement algorithm for (truncated) hierarchical splines here
considered was presented in [23] together with complexity estimates, while the coarsening module on multi-patch
geometries is newly introduced by extending the algorithm for the single-patch case proposed in [12].

3.1. C! splines on analysis suitable geometries

Let C R? be an open multi-patch domain defined by the set of disjoint quadrilateral patches @, i e I ,
inner edges ¥, i € 1°, and inner vertices x”), i € 1° (see Fig. 1). The boundary of the multi-patch domain is
the union of boundary edges and boundary vertices. For any i € I , the open patch @ is the image of a bijective
and regular map F® : [0;1]> — ), which defines the spline parameterization F®) ¢ S, ® S;,)Z, where S, is the
space of univariate splines of degree p > 3 and regularity 1 < r < p — 2 in [0; 1], where we assume a uniform
distance between the knots. The geometry of the multi-patch domain  is described in terms of the single spline
parameterizations F, j e 1

By following [27,29], we assume the multi-patch geometry to be analysis suitable (AS) G' and define C'!
isogeometric spaces with optimal polynomial reproduction properties [29,30]. For each inner edge @, i € 1°, of
an analysis suitable G' geometry there exist linear functions

(i;()); (i:l); (i;O); (i;l); (13)
with @9 and @D relatively prime, such that

O EPy>0; v el0;1);
and for all € [0; 1]

FOO0; ) =F( ;0);

COOBRFTC0+ CPORFOO; )+ COBFO0; ) =0;
with @)= GOy GOy GOy @Oy and i and i are the indices of the two patches adjacent to the
edge. The computation of the gluing data (13) is necessary for the construction of the C' basis functions, and it
is detailed in [23, Appendix A.2], see also [29]. The simplest cases of analysis-suitable G! multi-patch geometries
are piecewise bilinear parameterizations [29,31,32], but geometries of higher degree can be defined, and it is also
possible to re-parameterize non-AS G' multi-patch geometry into analysis-suitable G' configurations [18,33].

We consider the discrete space A = span , with
L L

; and = @; = @; = <3 (14)

iel iel iel

= U U
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(a) Patch interior basis function in ®gq. (b) Edge basis function in ®x.

0.6
0.4

0.2

(c) Edge basis function in ®s. (d) Vertex basis function in ®,.

Fig. 2. Examples of elements of the C! basis  defined on the geometry of Fig. 1.

where the , and identify patch interior, edge, and vertex basis functions, respectively. The basis functions
in any of these sets are globally C'-smooth on the multi-patch domain . In addition, the basis functions are C? at
the vertices, with the vertex functions in ) being the only ones with non-vanishing C? data at the corresponding
vertex x). The patch interior basis functions in are ordinary B-splines with zero values and zero derivatives
on every edge and vertex. The edge basis functions in are nonzero on mesh elements of two adjacent patches
of a certain edge, or of a single patch for boundary edges. Finally, vertex basis functions in are nonzero on
mesh elements of the patches surrounding a certain vertex. Examples for the three kinds of functions are given in
Fig. 2. Note that, in view of the C? interpolation condition considered in the construction for any vertex, there is
always a fixed number of six vertex functions associated to a vertex, independently of the vertex valence. We refer
to [27] for the details on the basis functions construction by only highlighting that the three different kinds of basis
functions restricted to the patch @ can be expressed as linear combinations of the (mapped) B-splines S”, ® S;,
see also [23,28] where the representation of the edge and vertex functions in terms of standard B-splines is further
detailed. Following the notation of Section 2, this gives the existence of a matrix C

N'=CB';

where N is the row vector of C' basis functions, and B is the row vector of standard B-splines for the whole
domain, and discontinuous between patches. This expression allows to assemble the matrices from single patch
contributions. Obviously, it is possible to add a further step to obtain the Bézier extraction [34], that is, to express
the C' basis functions in terms of Bernstein polynomials on each element.

7
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3.2. C! hierarchical splines on analysis suitable geometries

We consider a nested sequence of C! spline spaces A’ C Al C ::: c AV~! defined on the multi-patch domain

described with an analysis-suitable G' parameterization, where A° is defined on the same mesh as the geometry
parameterization, while for level * > 0 the C' space is obtained by uniform refinement of the elements of the
previous level. Therefore, for * = 0;1;:::; N — 1, each space A" is spanned by the basis ~ composed by patch
interior, edge, and vertex functions, as in (14) with respect to the tensor-product grid G* of level “, being G°
the initial mesh determined by the geometry. Note that, when the domain is composed of one single patch, the
construction considers as underlying basis functions at each hierarchical level only patch interior B-splines [35].

The set of hierarchical splines H is defined by iteratively activating basis functions at refined levels, while
simultaneously de-activating coarse basis functions whose support is fully covered by the newly introduced
hierarchical splines. The definition is the following:

H= € “:supp® € “Asupp’ ¢ *he=0;::;N—1 ;

where supp? =supp N %and °D !'D:::D> N7l 0 c s a sequence of closed nested domains

which identifies the refinement regions at different resolution levels, see Fig. 3.

In order to reduce the interaction between hierarchical functions introduced at different refinement levels and
recover the partition of unity property of standard B-splines, the truncated basis for hierarchical B-splines was
introduced in [11], see also [36,37]. We here apply the same idea to define the set of truncated hierarchical splines

T:= Trunc*'( ): € "NH;*“=0;:::;N—1 ;
with

N-1 +1

Trunc ™'( ) := trunc ©trune UL/ o

and TruncV( ) = , where, for any spline s € °, we exploit the refinement mask with respect to the refined basis
+ presen;cg in [23] to express s as

s = )

e ‘+l1
and define the truncation of g(with respect to level “ + 1 as

trunc T (s) == c )
e “Hlisuppd ¢ H

In the single-patch case and in the multi-patch case with C° continuity, THB-splines are linearly independent
due to the local linear independence of B-splines of one level, see [36]. Unfortunately, the property of local linear
independence is not valid for the C'! splines of [18] that we described in the previous setting, and the standard
hypothesis of local linear independence for the basis ~ of each level, usually assumed in the hierarchical spline
model, is substituted in [23] by a weaker condition, which still ensures the linear independence of (truncated)
hierarchical splines. For C! hierarchical multi-patch splines, the condition of linear independence imposes a
constraint on the mesh in the vicinity of the vertices, that was introduced in [23] and we reproduce here for the
sake of completeness.

Theorem 3.1. If for every active vertex function of level “, associated to the vertex XV, there exists an active element
of level * adjacent to the vertex XV, both H and T are linearly independent.

In other words, for every active vertex function of level “ there must be an active element of level “ adjacent
to the same vertex. In the next section we present a refinement algorithm that respects this condition by suitably
refining adjacent elements near any vertex, and a coarsening algorithm that also respects it by checking when an
element close to a vertex can be coarsened. For this, we need to introduce for every level “ the following set of
elements:

A = {0eGr:0¢ '); (15)

which consists of elements up to level “ that have never been refined, that is, they either belong to the mesh or
never belonged to it in any refinement step.
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(a) Tensor-product grid G°. (b) Tensor-product grid G*. (c) Tensor-product grid G2.
e T
A e
[ :
ol o ‘\ o |
) )
(d) Domain Q. (e) Domain QL. (f) Domain Q2.

(g) Tensor-product grid GO on Q0. (i) Tensor-product grid G2 on Q2.

(j) Resulting hierarchical mesh.

Fig. 3. Construction of a hierarchical mesh with three refinement levels.

3.3. Suitably graded hierarchical spline refinement and coarsening

Refinement algorithms that guarantee admissible hierarchical mesh configurations for THB-spline constructions
were introduced in [38,39] to derive an a posteriori error analysis and the optimal convergence of the resulting
adaptive isogeometric method. The admissible refinement scheme requires that on any active element only functions
of different levels can be active, with > 1 an integer parameter, and it naturally enables the construction of
locally graded meshes. In practice, whenever an element of level “ is marked for refinement, some elements of level
‘ + 1 on its neighborhood are also marked. In [40] the algorithm was proven to have linear complexity. The

9



C. Bracco, C. Giannelli, A. Reali et al. Computer Methods in Applied Mechanics and Engineering 417 (2023) 116355

same grading condition for THB-splines was then extended to a coarsening algorithm in [12], and applied to the
analysis of the transient heat equation.

In the case of C! hierarchical splines on multi-patch geometries, refinement and coarsening algorithms must not
only maintain the grading of the mesh, but also respect the condition of linear independence of the basis functions.
A refinement algorithm that fulfills both properties has been recently introduced in [23], where it is also proven
to have linear complexity. To ensure linear independence, whenever an element adjacent to a vertex is marked for
refinement, some other elements of the same level on its neighborhood are also marked. More precisely, for an
element Q of level “ which is adjacent to a vertex x”), we define the vertex-patch neighborhood N (Q) as the set
of active elements of level “ belonging to the same patch as Q, and contained in the support of vertex functions
associated to x. Then, if Q is marked for refinement, the elements in N (Q) are also marked. The suitable grading
of the mesh is obtained as for THB-splines by marking some other elements of a coarser level * — 41, in a
neighborhood that we denote by N,(Q; ), see [23, Section 5.4] for details. For completeness, we describe in
Algorithm 1 the way we implemented this, which differs from previous references in that the recursive algorithm
is replaced by a loop starting from the finest level. It is important to note that the two neighborhoods N (Q) and
N, (Q; ) must be added in that precise order, to guarantee that the admissibility check is done for all elements.
It is also worth to note that the maximum number of elements in N (Q) is five, counting Q itself, in the case of
regularity r = p — 2. This number is reduced for low regularity, and becomes equal to one for regularity r < p —3,
in which case no further refinement is necessary. An example of how the vertex-patch neighborhood affects the
refinement is given in Fig. 4: when an element adjacent to a vertex is refined, some other elements of its level are
also refined; instead, if the element is not adjacent to a vertex, no further elements are refined, even if the marked
element is contained in the support of a vertex basis function.

Algorithm 1 Refine

Input: Hierarchical mesh Q, marked elements M = U{V:_Ol M-, admissibility class
Output: Refined hierarchical mesh Q

2 for Q € M- and Q adjacent to a vertex do

3 M: <~ M-UN (Q)

4 end for

5: for Q € M- do

6: M-_ 1 < M LUN(Q; )

7: end for

8 Update Q by replacing M- with their children
9: end for

Finally, we present in Algorithm 2 a new coarsening strategy that extends the one introduced in [12] to the case
of C! multi-patch hierarchical splines, in the sense that it not only maintains the grading of the mesh, but also
ensures the linear independence of the multi-patch basis functions. The first part of the algorithm, from lines 3 to 9,
is essentially the same as the one presented in [12]. We are given a hierarchical mesh Q, and a list of active elements
M that have been marked to be coarsened, from which we compute a list of coarser elements M. to be reactivated.
As in the mentioned reference, we choose a conservative strategy in which coarse elements are reactivated only if
all their children are marked, and this is ensured by the first condition in line 6. The second condition of the same
line checks whether the element can be reactivated without violating the admissibility condition. An element Q of
level “ —1 can be reactivated only if all the elements of level “+ —1 in a certain neighborhood, that we denote by
N.(Q; ), are not active. The definition of this neighborhood is based on the support of the multi-patch C! splines
of different levels, and is completely analogous to the standard case of THB-splines in a single patch.

The last steps of the algorithm, from lines 10 to 14, check that the condition for linear independence is
not violated. In the refinement step, whenever an element adjacent to a vertex was marked, the vertex-patch
neighborhood N (Q) was also marked. In the coarsening step we have to do an inverse check: before reactivating
an element in the vertex-patch neighborhood, we have to make sure that the element adjacent to the vertex has

10
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Fig. 4. Example of refinement: When an element adjacent to a vertex is marked for refinement (light gray on left figure), some other
elements have also to be refined (light gray on right figure); when the marked element is away from the vertex (dark gray), no further
elements have to be refined to ensure linear independence. (For interpretation of the references to color in this figure legend, the reader is
referred to the web version of this article.)

not been refined yet or it will be reactivated. To do so we define, for an element Q of level “, the neighborhood
N ..(Q) as the inverse of the vertex-patch neighborhood that we used for refinement. The set is defined as

N ..(Q)={0": 0 eN (0"

and it collects elements Q' of level “, and adjacent to a vertex, such that Q belongs to their vertex-patch
neighborhood. Then, the condition in line 11 of Algorithm 2 checks that the elements marked at that point are
either not refined yet or will be reactivated, otherwise the element Q must remain refined. Examples of the effect
of this check can be seen in Fig. 5: an element Q, whose children are all marked, can be reactivated if the elements
in N ..(Q) are coarser (light gray) or are also marked (gray). If neither of these conditions is satisfied, the element
is not reactivated (dark gray). As before, the order of the two steps is important, and the admissibility check must
be done before the check for linear independence close to the vertices. In fact, in Algorithm 2 the admissibility
check does not interfere with the linear independence close to vertices, since the latter involves elements of the
current level “, while the first check deals with coarser levels.

Algorithm 2 Coarsen

Input: Hierarchical mesh Q, marked active elements M = vaz_ll M-, admissibility class
Output: Coarsened hierarchical mesh Q

1:

2 M, =0

3 R. < get_parents(M-)

4: for O € R. do

5: Q. < get_children(Q)

6 if 0. C M- and N.(Q; )= 0 then
7 M, <~ M.UQ

8 end if

9: end for

10 for O € M. do

11: if N ..(Q)Z (M,UA-_)) then
12: M, <~ M.\ Q

13: end if

14: end for

15: Update Q by activating M. and removing their children
16: end for
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(a) Marking for coarsening (light grey, grey and dark grey (b) Resulting mesh after coarsening.
elements).

Fig. 5. Example of marked elements in vertex patches (a) and of the corresponding mesh obtained after coarsening (b). An element (whose
children are all marked) is reactivated if the elements adjacent to the vertices in the same patch are coarser (light gray) or are also marked for
reactivation (gray). If neither of these conditions is satisfied, the element is not reactivated (dark gray). (For interpretation of the references
to color in this figure legend, the reader is referred to the web version of this article.)

Remark 1. In the refinement algorithm we have implicitly assumed that the coarsest mesh is at least 4 x 4 on each
patch. For coarser meshes, the check in line 2 of Algorithm 1 has to be repeated once, because the neighborhood
of an element adjacent to a vertex can contain elements adjacent to other vertices. Similarly, for coarse meshes
an element can be close to two vertices, and the neighborhood N ..(Q) may contain two elements, for which the
check in line 11 of Algorithm 2 has to be done for each of them. Due to this condition, if the mesh of one patch
is formed by 4 x 4 elements, coarsening will only occur if all the elements of the patch are marked.

Remark 2. We note that the coarsening algorithm does not allow to obtain a coarser mesh than G°, the mesh
on which the geometry is originally defined. If the constraint is removed, there might be situations for which the
original geometry cannot be exactly described on the space obtained after coarsening.

4. Adaptive isogeometric algorithm for phase-field modeling of the Cahn-Hilliard equation

The adaptive isogeometric methods introduced in Section 3 are here specialized to solve the Cahn—Hilliard
equation, presented in Section 2. Analyses of phase separation are sensitive to the discretization of the initial
condition, requiring a fine mesh at the initial steps, that can then be coarsened and adapted to track the phase
interface during the simulations. We implement this rationale according to the algorithms herein described.

Algorithm 3 Solve_Cahn_Hilliard_equation

Input: Coarsest level mesh Qq, admissibility class , maximum number of hierarchical levels N, and initial
condition ug .x/

Output: Control variables U := {iiy; : : : ; 7}, and hierarchical meshes Q := {Qp;:::; Qr} at every time step
1.t <0
2 Q, <« GV > Initialize as a uniform mesh of level N
3w ﬁ, < L*-projection .Q,; ug .x// > Compute initial control variables
4. while r < T do
5: Q,*;ﬁ,*;ﬁ,*; Eqo <« advance_C_H adaptive Q;u,; ﬁ,; N > Algorithm 4
6 r<—t+ t
7: Q;0,;0, < coarsening_algorithm Q@ u;; ;Eq > Algorithm 5
8: end while
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In a simulation, as shown in Algorithm 3, we initialize the mesh with a predefined maximum hierarchical level
N, such that the element size & is compatible with the characteristic length scale of the problem, presented in [7].
Differently from other schemes for adaptivity, the maximum hierarchical depth used in the refinement area is fixed
a priori and does not depend on error estimates performed during the analysis [12,41].

The initial conditions are then projected onto the finest mesh by means of a classical L>-projection while the
velocity can be recovered, for instance, by solving (10) providing the initial solution for time integration. For each
time step, the solution is initially advanced in time refining the mesh near the new position of the phase interface,
as shown in Algorithm 4; afterward, the elements that are not anymore in the transition region are coarsened and
the control variables are projected on the corresponding space, as presented in Algorithm 5.

Algorithm 4 Advance_C_H_adaptive

Input: Q,, u,, i, W N
Output: Q«;i+;u;; Eg

1: Qn;ﬁn;ﬁn <~ Qt;ﬁt;ﬁt

2: ﬁn+1;ﬁn+1 < nonlinear generalized- step Q,;,; ﬁn > See Section 2
3: Eq < compute indicator Qp; G4 > See (18) and (19)
4: M < mark elements for refinement .Eq; Q,/ > Check maximum refinement level N
5: while M # (J do

6: Q.+« < refine .Q,;M; / > Algorithm 1
7: ﬁn*;ﬁn* < represent on a refined space Q,+; Q,; Uy,; ﬁn > Described in [41]
8: Qnaﬁnyﬁn < Qn*aﬁn*yﬁn*

9: U, 1; ﬁ,,H < nonlinear generalized- step Q,;u,; ﬁ,, > See Section 2
10: Eo < compute indicator Q,; G4 > See (18) and (19)
11: M <« mark elements for refinement .Eq; Q,/ > Check maximum refinement level N

12: end while
130 Qpey U U < QiU Uy

The Cahn—Hilliard equation is solved adapting the mesh to the solution till the phase interface is discretized with
elements of the finest hierarchical level, as shown in Algorithm 4. It is an iterative process in which the nonlinear
Cahn—Hilliard equation is initially solved advancing the solution in time by means of generalized- method, iterating
up to convergence of the residual (see Section 2). Such a solution is successively used to compute a posteriori an
indicator of the mesh quality Eq for which alternative definitions of the indicator are provided and compared in
Section 5.1. Afterwards, the elements of the mesh are marked for refinement verifying that the maximum hierarchical
depth is not exceeded. If elements are marked, then the mesh is updated refining such elements (see Algorithm 1),
and the initial conditions of the analyzed time step are represented in the finer space to restart the process with the
new mesh.

Algorithm 5 Coarsening_algorithm

Input: Q«; ﬁ,*;ﬁ,*; ;Eo
Output: Q,;u,; 1w,
1: M < mark elements for coarsening .Q;+; Eq/
2. Q; < coarsen .Qu;M; / > Algorithm 2

3. i,;0, < penalized L2-projection Q,; Q«; ] Ui+

Once the control variables are advanced in time on a refined mesh, elements away from the transition region
are coarsened, as presented in Algorithm 5. Using the mesh indicator Eg, several elements may be marked for
coarsening and the mesh updated as presented in Algorithm 2. In this process, the solution is approximated on a

13
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coarser space by means of the L?-projection. However, to guarantee that the flux through the boundary is null even
after projection, we add a penalty term on the boundary. For instance, the projection of the control variables (i)
from the refined space (basis functions N ) onto the coarse set of basis functions (N.) results in
z z z
 N/N.dx+  .VN.-n/""ph .VN.-n/dx &, = N/ N;b.dx;
0

where "p is a penalty constant and @, is the coarser set of control variables.

As a final remark, we highlight that if the mesh is preserved between time steps, all the discrete terms that
depend linearly on the solution or its time derivative (e.g., the mass matrix M) are preserved too, reducing the
overall computational effort.

5. Numerical examples

In this section, we study in 2D the proposed adaptive refinement and coarsening strategy for the Cahn—Hilliard
equation by means of some numerical tests implemented in GeoPDEs [41-43]. Firstly, in Section 5.1, we compare
two classical indicators adopted in the phase-field modeling literature, whereas in Section 5.2 we demonstrate the
effectiveness of the grading strategy in terms of accuracy per degree of freedom. Exploiting these results, we
then perform several simulations of standard phase separation modes using adaptive meshes in single-patch and
multi-patch geometries in Sections 5.3 and 5.4, respectively.

The phase separation mode primarily depends on the average value of the field at the beginning of the analysis [7];
for instance, if the two phases are equally mixed, a spinodal decomposition is expected, while an unbalanced phase
concentration leads to nucleation. In our tests, we model these phenomena assuming = =1 in the double-well
function (1) and imposing two different values of the initial average field &, namely, # = 0 and u = 0:4, for
spinodal decomposition and nucleation, respectively. Moreover, the initial field is perturbed by a small variation

.x/ randomly distributed in space, with € [—0:005; 0:005], that results in the following initial condition:

uo.x/ =i+ .x/; (16)

interpolated on the basis functions by means of a standard L>-projection, while the initial velocity is assumed to
be null.

For both separation modes, we adopt the same set of boundary conditions presented in [44] and discretized as
shown in Section 2. Essential boundary conditions are enforced by means of Nitsche’s method [24], correlating
the penalty constant "y to the phase-field parameter as "y = 10* , while natural boundary conditions are
homogeneous. Moreover, during the projection of the results on a coarse mesh (see Algorithm 5), the no-flux on
the boundary is enforced by means of a penalty method with parameter "p = 103

In the following numerical examples, we use THB-splines as the base technology for single-patch adaptive
analysis and their extension defined in Section 3 in the multi-patch case, with  equal to the degree of the basis
functions p to enforce mesh admissibility. Further, to assess the effect of the proposed adaptive scheme, comparisons
are made according to the following definition of error at a given instant 7:

AV 4
URr B >
.‘é S U XiE —Uep Xt T dX
err = R ; (17

_ 2
Urer X;t ~ dX

where the reference solution u,.r is computed using standard tensor product B-splines. Results of the adaptive
algorithm are compared to (i) overkill solutions and (ii) simulations that employ uniform elements of size & equal
to the size of the finest element in the hierarchical mesh, disentangling the error due to the coarsening from the
representation of the solution close to the phase interfaces. Considerations on the number of degrees of freedom
(dofs) employed in the analysis are derived as well.

In performing our simulations, we set the absolute and the relative (with respect to the norm of the prediction
step) tolerances on the norm of the residual for the convergence criterion of the Newton—Raphson method equal to
107!, with one of these conditions always achieved in a maximum of five iterations in the tests herein presented.
Eventually, we note that also the mesh is adapted within a maximum of four iterations at every time step.

14
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Fig. 6. Solution computed using tensor product meshes at the final simulation time. (a) Overkill solution computed with square elements of
size h = 1=256 (66,564 degrees of freedom (dofs)). (b) Solution computed with a uniform mesh composed of elements of size h = 1=64
(4356 dofs).

5.1. Comparison between classical indicators for phase-field modeling

In adaptive phase-field modeling, classical indicators to select the areas where the mesh is refined or coarsened
are based either on the value of the phase field [14,45] or of the phase-field gradient norm [13]. Herein, we compare
them specifically in the context of phase separations. The field-based adaptive strategy refines an element , of the
mesh, of area , , if it is in the transition zone between the two phases. For a formulation characterized by binodal
points at u = =*£1, this can be implemented according to the following element-wise definition for the estimation
and marking strategy&:

Eé 1 ’e_V dx N if E(V2 . > , marked for reﬁnemf:nt, (18)
¢ B otherwise marked for coarsening,
where the parameter , is a constant value in the range , € .0; 1/. The indicator of the whole mesh EY is obtained
as the collection of the indicators of every element. Similarly, the gradient-based strategy refines the zones where
the phase field varies in space by checking if the value of the gradient norm exceeds a predefined parameter ,:

ES = -, ||_VV|| dx N if Eg . > , marked for reﬁnemf:nt, (19)
e otherwise marked for coarsening,
resulting in a similar definition of the whole mesh indicator Eg. In this second approach, the parameter  is
a positive constant, whose selection depends on the sharpness of the field variation, related to the parameter
Herein, we adopt alternatively one of these two definitions of the indicator to adapt the mesh, i.e., either Eq = Eé
or Eq = E§ in Algorithm 4.

To compare the indicators, we model a spinodal decomposition on a unit square in the time interval ¢ € [0; 1]
discretized with uniform time steps of size ¢ = 1073. By assuming = 6:15 x 107*, the element size & to
correctly simulate the field evolution can be determined as presented in [7] through the relation & &~ / =2:5, that
results in i = 1=64. We use such a value to define a reference tensor-product mesh and the size of the finest
element of the hierarchical mesh: the coarsest representation of the geometry, composed of a single square element,
entails seven hierarchical levels (N = 7) during the analysis. Furthermore, to assess the accuracy, we perform an
overkill simulation using a mesh size four times smaller (h = 1=256), as shown in Fig. 6, and exactly the same
initial condition obtained through the knot insertion algorithm, as done in [44]. For this single-patch geometry, we
use quadratic (p = 2) C'-continuous B-splines and THB-splines to define tensor product and hierarchical spaces,
respectively.

In Fig. 7, the results of the analysis performed using the field-based ( , = 0:02 and , = 0:1) and the
gradient-based ( 4, = 0:1 and , = 5) adaptivity, as well as uniform meshes, are presented.

15



C. Bracco, C. Giannelli, A. Reali et al.

Computer Methods in Applied Mechanics and Engineering 417 (2023) 116355

0.1
1
0.08 i
I
1
0.06 J err #dofs
e ,’ —o—field a, =0.02 —o—field ay =0.02
—
o / ) )
] -o-fielda =01 —-o-fielda =0.1
0.04 = a e a
—a—grad ,Hq =0.1 —=—grad ﬁq =0.1
0.02 — = —-grad ﬂq=5 — = —grad ﬂq=5
—>—uniform —>—uniform
-3
15 x10 .
\ 4
7
\ R 2
\ // \\ // los —~
10 \\ , \\ 2 ’ wE
\ 7 “—
\ @ =~ 3
= CN 4 *
[ \e%g 0.6 =
(2]
5 /,O' G- 6\ \@ B
®/ \\ ©
/ O 6.go o {04 E
/ ==
/
0
0.2
1
4
08
06
104
{02
0
1-0.2
4-04
406
0.8

Fig. 7. Comparison between gradient-based and field-based indicators for various time steps of the analysis. (a) Error (err, see (17)), in
black, with respect to the overkill solution, the adaptivity algorithm is activated at time ¢ = 0:1. (b) Error, in black, and relative number
of degrees of freedom (#dofs=#dofs,.f), in red, presented using the uniform mesh in Fig. 6(b) as the reference. (c) Field-based adaptivity
activated at the initial time step compared to the uniform mesh. (d)—(e) Solution and corresponding hierarchical mesh at the final simulation
time: (d) gradient-based adaptivity ( , = 0:1, adaptivity activated at time ¢ = 0:1), and (e) field-based adaptivity ( , = 0:02, adaptivity
activated at time ¢ = 0:1). (For interpretation of the references to color in this figure legend, the reader is referred to the web version of
this article.)

The gradient-based strategy fails if the coarsening algorithm is activated at the beginning of the analysis, at
least for the analyzed values of . When the phases are still mixed, the indicator marks most of the elements for
coarsening, leading to unreliable results. This observation is in agreement with the findings presented in [13]. For
more restrictive values of , the analysis may be performed successfully, however, a limited number of elements
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is coarsened during the simulation. To circumvent such a problem, in all the presented results for the gradient
indicator, the coarsening algorithm (see Algorithm 3) is activated after a predefined time ¢ = 0:1, calibrated using
the results of the tensor-product simulation to assess when the phases are separated. The automatic detection of
such an instant is out of the scope of this paper. Moreover, we note that the existence of such an instant is not even
guaranteed: in fact, if boundary conditions (3) (g = u + ) are applied for the whole duration of the analysis, in
part of the domain the two phases do not separate.

In Fig. 7(a), the results of uniform and adaptive analyses, with the coarsening algorithm enabled after r = 0:1,
are compared to the overkill solution. All the simulation results are comparable and the error in time is in the
order of 2% for most of the time. At the final simulation time, the error increases because a coarse resolution of
the transition area modifies the temporal evolution of the field (see Figs. 6(a) and (b)). Fig. 7(b) presents the error
compared to the number of degrees of freedom employed in the simulation, using the uniform mesh with 7 = 1=64
as the reference to better highlight the differences with respect to the mesh refinement in the interface area.

The adaptive strategies are comparable (see Figs. 7(d) and (e)) but the gradient-based method seems to be slightly
more effective in terms of accuracy per degree of freedom, for this problem. This is visible comparing the curves

¢ = 5and , = 0:1 in Fig. 7(b), the number of degrees of freedom used is equivalent, but the error of the
field-based strategy is a little higher. However, the field-based indicator can successfully complete the analysis even
if the coarsening algorithm is activated from the very beginning of the analysis, as shown in Fig. 7(c) where the
coarsening algorithm is enabled at + = 0, without any a-priori knowledge of the field evolution. Consequently, we
select this approach for all the remaining simulations.

5.2. Impact of mesh grading on simulation accuracy

In this second test, we re-simulate the same problem introduced before to assess the effect of a suitable mesh
grading on the accuracy per degree of freedom. Starting from the same initial condition, spatial discretization,
and time discretization ( ¢ = 1073), we analyze the results obtained by non-admissible meshes ( , = 0:02 and

¢ =0:1) and a graded mesh ( , = 0:1).

The results in Fig. 8(a) show that the admissible hierarchical and the uniform tensor product discretizations are
in good agreement while the non-admissible ones are less accurate. These results are better highlighted in Fig. 8(b),
where the reference solution is the tensor product mesh 4 = 1=64: fixing the parameter , = 0:1, the admissible
mesh produces a result more accurate than the corresponding non-admissible one using a mildly finer mesh; a
comparison between Figs. 8(c) and (d) visually quantifies such an effect. Similar spurious results for non-admissible
meshes were observed in previous studies [12]. To achieve the same level of accuracy of the graded mesh with a
non-admissible discretization, the parameter , has to be reduced to enlarge the refined area. By setting , = 0:02
for the non-admissible mesh, a qualitatively correct result is obtained, as shown in Fig. 8(e). However, the number
of degrees of freedom employed is larger than the one used in the admissible discretization while the solution is
still less accurate. Indeed, in Fig. 8(b), the curve representing the number of degrees of freedom employed by the
admissible discretization lies in between the non-admissible results, while the error curve is significantly below
those corresponding to the non-admissible discretizations. Consequently, the admissible strategy results in a more
accurate solution per degree of freedom showing the benefits of mesh admissibility on the accuracy of the solution,
especially when the marking strategy does not provide a graded transition of the element size.

5.3. Adaptive simulations for nucleation and spinodal decompositions

In this section, we study the accuracy of the adaptive scheme with respect to the value of the refinement parameter
¢- Initially, we impose , = 0:02;0:1; and 0:2 for the previous spinodal test. Afterward, we adopt the same data
used before to model a nucleation process, varying only the initial conditions.

The results in Fig. 9(a) confirm that, in a spinodal decomposition, increasing the value of , the number of
degrees of freedom employed in the simulation is reduced at the cost of an increased error, as expected, and
an equivalent behavior is obtained in a nucleation process, as shown in Fig. 9(b). In both plots, the mesh that
corresponds to the highest number of degrees of freedom is the most accurate, and vice-versa the coarsest is the
least precise. However, even using a coarse mesh, the results are qualitatively correct since the transition area is
discretized using sufficiently fine elements (7 = 1=64), as demonstrated by the comparison between the simulation
results in Fig. 10 and the reference solutions in Figs. 6(b) and 9(c).
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Fig. 8. Comparison between suitably graded and non-admissible meshes for various time steps of the analysis. (a) Error (err see (17)), in
black, with respect to the overkill solution Fig. 6(a). (b) Error, in black, and relative number of degrees of freedom (#dofs=#dof s er), in red,
presented using the uniform mesh in Fig. 6(b) as the reference. (c)—(e) Solution and corresponding hierarchical mesh at the final simulation
time computed with adaptive meshes: (c) admissible mesh ( ;, = 0:1), (d) non-admissible mesh ( , = 0:1), and (e) non-admissible mesh
(¢ = 0:02). (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)

5.4. Phase separations on multi-patch geometries

In these last tests, we simulate phase separations on a geometry with several kinks defined by three patches,
see Fig. 1, following the strategy introduced in Section 3. Differently from previous tests on single-patch domains,
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Fig. 9. Simulations of phase separations using different values of the parameter . (a) Error (err see (17)), in black, and relative number
of degrees of freedom (#dofs=#dofs,.r), in red, for the spinodal decomposition. (b) The same quantities are presented for the nucleation
process. (c) Reference solution for nucleation at the final simulation time (the corresponding reference for spinodal decomposition is shown
in Fig. 6(b)). (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)

splines with reduced continuity (C?~2) are required to construct the hierarchical space with C!-continuity across
the patch interfaces, and therefore we select cubic (p = 3) C'-continuous splines.

Spinodal decomposition and nucleation tests are conducted using the same interface parameter = 0:05, the
same initial mesh composed by four hierarchical levels (N = 4) shown in Fig. 11, and the same time discretization
(t €[0;50], ¢ =0:1) but varying the initial average concentration u.

The results of the spinodal decomposition, reported in Fig. 12, and nucleation process, reported in Fig. 13,
obtained setting , = 0:1 show a substantial reduction of the number of degrees of freedom with respect to the
initial uniform mesh. Moreover, the simulations confirm the applicability of the adaptive strategy with non-matching
discretizations on the patch interfaces, where the C'-continuity of the basis function is achieved through proper
constructions of the hierarchical spaces.

6. Conclusions

The focus of the present work is the adaptive isogeometric analysis of phase-field models, herein exemplified by
the fourth-order (nonlinear) Cahn—Hilliard equation describing the phase separation of immiscible fluids. In fact, the
nature of phase-field modeling inherently calls for local refinement and coarsening, with the phase-field variable
naturally providing an indicator to drive adaptivity. The combination of isogeometric analysis and THB-splines
indeed constitutes an ideal context for this, at least in the single-patch case, and, therefore, we have proposed
and successfully tested a suitably graded hierarchical adaptive framework, that can be easily generalized to other
phase-field modeling problems. In particular, besides showing the advantages that adaptivity can provide in terms
of reduced number of degrees freedom, we have also discussed the effects of two different choices of indicator
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Fig. 10. Contour plots at different instants representing spinodal decomposition ((a), (c), and (e)) and nucleation ((b), (d), and (f)) in a
single-patch geometry initially discretized using 4356 degrees of freedom (dofs) and setting , = 0:2. (a) 2265 dofs at time ¢t = 0:1, (b)
2576 dofs at time ¢t = 0:1, (c) 1707 dofs at time ¢ = 0:5, (d) 1687 dofs at time ¢t = 0:5, (¢) 1249 dofs at time # = 1, and (f) 1347 dofs at
time ¢ = 1.
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Fig. 11. Initial mesh for the multi-patch geometry (27,369 dofs) employed in the simulations of spinodal decomposition and nucleation in
Figs. 12 and 13.

function, as well as the impact of admissibility in the refinement/coarsening process. Moreover, since the solution
in primal form of the fourth-order Cahn-Hilliard equation requires C'-continuity, a suitable multi-patch strategy
guaranteeing higher continuity across (non-matching) patch boundaries has to be employed whenever non-trivial
geometries are involved. To this end, we have extended our adaptive isogeometric phase-field modeling framework
to the multi-patch case adopting the strategy introduced in [23]. Numerical tests' have proven the effectiveness of
our approach also in this context.

The extension of the proposed adaptive framework to other multi-patch strategies available in the IGA literature,
like, e.g., those relying on almost C' splines [22] or on weak patch coupling based on penalty or Nitsche’s methods
(see, e.g., [19,45]), will be the object of future work. As already stated above, further research will be also carried
out in the direction of adaptive isogeometric analysis of other interesting applications of phase-field models, like
fracture [15] or tumor growth [46]. Clearly, the extension to 3D problems will be considered in the future as well.
While this does not appear to be an issue for single-patch geometries, a proper strategy needs to be identified in
the multi-patch case, most probably, at the present state, resorting to weak patch-coupling methods.
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" All proposed implementations and numerical examples will become part of the GeoPDEs library, and will be made freely available
through the webpage: https:/rafavzqz.github.io/geopdes/.
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