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Before formally describing the model, we need to introduce some notation. Let us assume that
the environment is represented as a vector space ! !{(El,...,EN)!!!!!! it 1 !!!!1]} of
dimension N, which in our simulations of spatial navigation correspond to a domain of N
spatial locations. An observation is defined as an event of “magnitude” !§; occurring at a
location i =1,...,N. Using the standard basis e, = (1,0,...,0), e, = (0,1,..,0), -, e; =
,...,1,..0), ey = (0,0,...,1), observations are represented at the lowest level of the
hierarchical model as §; = &;e;. The default magnitude!é; of a noiseless observation at
position i is set to 1.

Moving upward, the next hierarchical level infers the hidden code x of the observations in D,
called items, such that
' 1
X = Z $ie; = Z ¢ (1)
1 1

Moving upward again, the next hierarchical level uses the same encodings to define a hidden
code ! for a sequence of items 1 ¥ 1(1)! ¥ 11(1) representing a trajectory through 1:

TURAL !Z;”!”’!(!) (2)

Equation (2) consists of a graded representation (or trace), where the most recent
observation is encoded with the highest activation rate. Note that this coding scheme closely
resembles a “bag-of-words” encoding of multiple words (observations) in a document
(sequence). However, while the bag-of-word representation encodes the frequency
(distribution) of elements without any order !'! ¥ Il our method assumes few repetitions
such that the graded values essentially encode item order.

Finally, at the top level, the model assumes that sequences of items ! can be grouped together,
as if they were drawn from a distribution that partitions the sequences into clusters. Each
cluster ! corresponds to (and is characterized by) a different feature map described by a
vector of parameters !, ! !(!!!! LN PN !!!) 1 1 encoding the frequency of event
occupancy of the ¥ locations under map !. Thus, the model assumes that the representation !
of a sequence of observations is drawn from cluster ! according to a probability '(!|?,) and
that the prior probability of this cluster is 111!, These assumptions are embodied in the
following generative mixture model:

!’(!)!Z...!’(”!)”” (3)

where " '{! vy, (1Y) = p(ylk, 8,), and K is the number of clusters. Note that while
here we set K as known and fixed, in the section “Nonparametric Method” we discuss a non-
parametric extension of the model, which automatically infers the number of clusters given its
observations.
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The definition of the model in Equation (3) is well-posed once we specify the set of mixing
probabilities p(k) and the conditional distributions pg(y|k). In the proposed model, we
assume that z = (p(k = 1), ...,p(k = K))~Cat(m) and the parameters 8,~Cat(p,) with
pPr~Dir(1,...,N). Therefore, both the mixing probabilities and the structural parameters of
the maps follow a categorical distribution - the latter having hyperparameters drawn from a
Dirichlet distribution over D.

In turn, we define the likelihood pg(y|k) that the kth map can generate the representation y of
sequence of observations S as a deterministic function of y and the probabilistic parameters
0, of that map:

N
pole | [ 6.7 Q

i=1

where y; = y o e;, with the symbol “o” denoting the Hadamard (element-wise) product. By
taking the logarithm, Equation (4) becomes the scalar product between y and In @,:

N
np(y10:) o )" yiln6y, = y-In6, (5)

1

Note that equations (4) and (5) effectively measure the compatibility of the sequence of
events under the structure of a given map, on a linear and a logarithmic scale, respectively.
Indeed, equation (5) assigns higher probabilities to those maps whose spatiotemporal
structure 8, more closely matches the allocation and temporal order of observations encoded

byy.
Note that Equation (5) affords a plausible neuronal implementation in the mechanism of
weighted transmission of action potentials between synapses encoding log-probabilities of

the spatiotemporal structure and presynaptic neuronal activity encoding event
representations.

Hierarchical inference

To infer the posterior of the latent states upon the observation of a new event, we adopt an
approximate inferential approach that considers the hierarchical and temporal dependencies
of the model (Figure 1a).

First, we estimate the posterior of the mixing probability distribution z(t) = p(k|y(t)). This is
done differently at the beginning of an episode (when t = 0) and afterwards (when t > 0). At
the beginning of an episode, the mixing prior z(0) is drawn from a categorical distribution
z(0)~Cat(m) with hyperparameters m that follow a Dirichlet distribution, m~Dir(a). After
the calculation of the posteriors, we recursively adjust the hyperparameters m based on the
accumulated evidence, thus allowing agents to improve the a-priori information available for
the next trials; see the section on “Parameter learning” for details.

In contrast, when t > 0 the posterior of z(t) is calculated as follows:
z(t) «x z(t — 1)"p(y(t — 1)|@)' " (6)
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Here, T is an exponential time constant, whose value is fixed to (the empirically determined
value) T = 0.9 and 0 is the full set of maps 6. For the sake of simplicity, we recall Equation
(5) and use a log-scale to change Equation (6) to the linear expression:

Inzt)xtlnzt—-1)+(1-1)y(t—1)InO (7)

where the matrix multiplication y(t — 1) In @ sums over the spatial domain.

Equation (6) determines the posterior mixing probability z, (t) of each cluster k at the current
time step by dynamically integrating its prior state z, (t — 1) and the likelihood of the current
sequence, which considers the compatibility between y(t — 1) and the cluster. We adopt a
maximum a posteriori (MAP) approach to select (and adapt) which of the K maps maximizes
the posterior; namely k = argmax(z(t)). By doing so, latent state inference guides learning
to gradually form distinct maps for different environments.

At the end of the inferential process at each time step, the parameters py that define the
selected map 03 are updated; see the section on “Parameter learning” for details.

Note that Equation (6) can be interpreted as Bayesian filtering, by considering that it operates
in two sequential steps: generative prediction and Bayesian update. We could interpret
Equations 6 and 7 as the probabilistic prediction of a set of K hidden statesk =1 ..K
conditioned on the sequence code y(t — 1). However, unlike standard Bayesian filtering, the
latter is another latent state, not an observation. This process dynamically reduces
uncertainty in map distributions (and the entropy of z(t)), hence the inference provides
increasingly more precise estimates of the mixing probabilities and map inference. This first
inferential step has a plausible biological implementation, in terms of a local competition
circuit that recursively accumulates evidence for each map, achieved by adding synapse-
weighted bottom-up signals encoding current observations at each time step.

Second, we estimate the posterior item codes x(t). (Note that the hierarchal structure shown
in Figure 1A might suggest that the posterior sequencey should be estimated before the
posterior item codes x(t). However, we do the opposite to simplify the generation of fictive
information during replay, see below). The dynamics equation for x considers three elements:
(i) the map 6y, inferred at the highest hierarchical level, (ii) a simple physical transition model
encoding the fact that the locations of successive items change gradually, and hence
prescribing transitions sampled from a normal distribution centered on past observation
&(t — 1), and (iii) the prior sequence code calculated at the previous time step y(t — 1), which
is subtracted, thus implementing a form of "inhibition of return". Thus, we define the
posterior of x(t) as follows:

x() =§®) oz —y(t -1 (8)

where &(t)~N(u, ) is a noisy prediction about the observation with a normal distribution
centered on u=§(t—1)+c*v(t—1) and with symmetric covariance |Z| =v(t—1)
modulated by the current velocity (i.e., the velocity at the tip) of the sequence y, v(t) = &(t) —
&(t — 1) and by an arbitrary chosen coefficient ¢ = 0.4 promoting sequence continuity.
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After updating the item code x(t), the model generates a prediction for a new observation
through the maximization of the inferred item, i.e.:

§(¢) = max (x(t) o e;) (9)

This mechanism is key for generative replay and the generation of fictive observations over
time.

Third, we estimate the posterior sequence code y(t), using the following dynamics equation,
which considers the hierarchical structure and causal temporal dynamics of the model:

y(®) = 8y(t = 1) + (1 = 6)0% +£() (10)

where § is the decay coefficient already introduced in Equation (2). In practice, Equation (10)
gradually creates a spatiotemporal representation of observed sequences, by adding the item
code &(t) corresponding to the current observation to the previous sequence code y(t — 1),
while also considering the top-down prediction provided by the inferred map 85. Note that
the item code &(t) is inferred during navigation, but fictive during replays.

Parameter estimation (learning)

In parallel to the aforementioned state-inference process, the model continuously infers its
(hyper)parameters. In particular, every time the latent-state inference selects the k" hidden
map via Bayesian filtering, it updates the model hyperparameters n; and pi. This enables
long-term environmental information (e.g., maze properties) to be maintained across time.

To improve hyperparameter learning, we adopt the following methods: (i) we use a (small)
decay constant y to account for the volatility of information coded in the mixing priors (in our
simulation, this is set to 1%), (ii) we scale the increments of the Dirichlet counters with the
probability zz (t) = p(l_c) to account for the confidence in choosing 83 as the best map. This
update is done after the hierarchical inference step.

To calculate the posterior of the hyperparameters of the kth mixing probability (r3), we use
the following update:

e = (1 —y)mg + 2 (0). (11)

Note that even if the value of 73 is updated at every time step, it is only used at the beginning
of each trial (t = 1), as a parameter of the categorical distribution from which the prior z(0) is
sampled. Therefore, equation (11) embodies a-priori information (from previous trials) about
the probability of each cluster in the parameters 1.

To infer the Dirichlet hyperparameters of the selected map (pz), we use the following:

Pr = Pr + zrDy(t) (12)
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which accounts for both the temporal information in the sequence code y and belief zz (t) of
the choice of the current map. This update is done only when t > 1, to estimate the most likely
map associated with the sequence of observations observed so far.

Nonparametric method

The simulations described so far used a fixed number of mixture clusters K. Here we describe
an extension of the previous model that automatically infers K. For this, we use an adaptation
of the Chinese Restaurant Process (CRP) prior over clustering of observations that adapts
model complexity to data by creating new clusters as the model observes novel data (99, 100).
Note that the CRP prior is applied only during navigation, on true data, and not during replay.
This is done to prevent the generation of an excessive number of clusters.

The CRP metaphor describes how a restaurant with an infinite number of tables (clusters) is
gradually filled in with a potentially infinite number of customers (observations). The first
customer sits at the first table, i.e., it is assigned to the first cluster. All the other new
customers that enter the restaurant can either sit at an occupied table (i.e., be assigned to
existing clusters) with a probability corresponding to table occupancy n;/(n + @) or sit at a
new table (i.e., expand the model with a new cluster) with probability a/(n + a), where a is a
concentration parameter.

Notably, our customers are multi-dimensional real-value representations y and each
representation is different from any of the previously observed ones. To determine whether a
representation y should be considered as novel, we extended the classical CRP prior method
to also exploit the knowledge stored in the learned cluster parameters: the maps 0,. A
representation y is considered as novel when the greatest likelihood p(y|0;) (see Formula 4)
among all clusters currently in use is smaller than a threshold, p;;,- = 0.01. Table occupancy
corresponds to the parameters m; of the mixing probabilities and the concentration
parameteris a = 1.

Rank-maps

Rank-order maps are used in (53) to characterize the similarity between pre-run (preplay)
and post-run (replay), and between post-run and run (navigation experience). We calculate
the rank map of each navigation or replay episode by accumulating the spatial trajectories

{SJ' = E(l),...,E(T)}j=1 ” represented in terms of normalized localized ranks during the

episode. Thus, for a given episode, the rank map R is defined as follows:

R = Zilzzlﬂ OX(0) (13)

where r/(t) = Ti is the normalized rank at time t of sequence j, T; is the length of sequence j,
J

and xJ(¢) is the location at time t of sequence j (defined in Equation 1). For replay episodes
the predicted observation is used instead of the true observation (which is not available).
Finally, Spearman’s rank order correlation is used to calculate the similarity between the
(vectorized) ranks maps. Examples of rank maps and rank correlations are shown in Fig. 6A
and statistics of rank-correlations across conditions is shown in Fig. 6B.

28


https://doi.org/10.1101/2020.01.16.908889
http://creativecommons.org/licenses/by-nc-nd/4.0/

bioRxiv preprint doi: https://doi.org/10.1101/2020.01.16.908889; this version posted April 18, 2021. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is
made available under aCC-BY-NC-ND 4.0 International license.

Dynamics of Diffusion

To characterize the trajectory dynamics during navigation and replay, for each learner from
each training condition during either navigation or replay, we collect the temporal (At) and
Euclidean (L2) spatial distance Ax between each pair of points ¢, and ¢, (chunks) from each
trajectory S = (1) ... §(T). We then fit a log-log regression model of the spatial distance as a
function of temporal distance (i.e., duration): In(Ax) = a In (At). Note that the estimated
regression coefficient a directly corresponds to the exponential coefficient of the power law:
Ax=At*“.

The estimation is applied on all trajectory chunks, up to a limit of 20 time steps long (this limit
it selected given that the map size is 15x15 units; longer sequences would necessarily involve
some systematic curvature) The results of the analyses are shown in Figure 4A.

Finally, we collect the spatial statistics of the distribution of diffusion relative to the initial
position of each chunk. Some examples are shown in Figure 4B.
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Supplementary Materials

Control simulations

We ran two sets of control simulations aiming to replicate the main simulation and investigate
the robustness of the model and the effect of two parameters (number of replays, and item
sampling error). Each simulation included n=32 replicas per condition.

First, we investigated the role of the number of replays by using twice, four times, half, and a
quarter the number of navigation trials in a single episode (for which there were n=20). As in
the main simulation, model evaluation was based on the proportion of incorrectly recognized
mazes during the two phases of learning: navigation and retention. The results (see Suppl.
Table 1) confirmed the overall advantage of generative replay methods, which (as expected)
gradually reduces with fewer replays. However, using more replays did not consistently
improve the performance, and in some cases slightly worsened it. This result may be due to
the fact that an excessive strengthening of memory traces might decrease choice flexibility.

Second, we investigated the role of the displacement coefficient ¢ that controls sequence
continuity in formula (8) by using either half or double its value (¢ = 0.4 in the main
simulation). Greater displacement was expected to result in less consistent sequences and
therefore decreased map precision and reduced performance. The results shown in Table 1
confirmed that intuition. Doubling displacement (i.e.,, ¢ = 0.8) decreased the advantage of
replay and halving that error (i.e., s=0.2) did not show consistent performance improvement.

Suppl. Figure 1 shows the maps of sample learners in several conditions. These maps confirm
the model robustness and suggest that lowering replays (to n=5) and increasing the
displacement coefficient (c=0.8) results in less consistent maps and greater categorization
error, which reduces accuracy in item- and map-inference. For example, the sample learners
in the condition of large displacement coefficient (s=0.8, bottom row) have the same maps for
maze 3 and 4, which is an example of categorization error: the same cluster has become
preferred for two very similar mazes.

Supplementary Video

We have provided a supplementary video exemplifying the functioning of the hierarchical
generative model discussed in this article. The video shows the model inputs (bottom panel)
and the activity of the latent units at each hierarchical level, during the first three and the last
three trials of each of the five learning blocks. For illustrative purposes, the video shows the
dynamics of generative replays after each trial (labeled as "awake replays"), but these are not
used for learning. Furthermore, the video shows the dynamics of generative replays after
each block (labeled as "replays during sleep"), which are used for learning. The video
illustrates that the hierarchical generative model learns accurate maps very rapidly, which
allows accurate inference of which maze the agent is currently in. Furthermore, the
generative replay mechanism generates both sequences that were actually experienced and
novel sequences (sometimes including implausible sequences, as expected).
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Suppl Table 1. Control simulations. Recognition error measured during navigation (learning)
and retention test. The gray rows are two replicas of the main learning condition (20 replays,
s=0.4). There are n=32 replicas per condition.

replays

replays

LEARNING
Baseline
5 0.16
10 0.14
20 0.16
40 0.17
80 0.16
0,2 0.14
0,4 0.16
0,8 0.16
RETENTION
Baseline

5 0.21
10 0.19
20 0.22
40 0.22
80 0.21
0,2 0.20
0,4 0.22
0,8 0.22

(se
(se
(se
(se
(se

(se
(se
(se

(se
(se
(se
(se
(se

(se
(se
(se

0.02)
0.02)
0.02)
0.02)
0.02)

0.02)
0.02)
0.03)

0.02)
0.02)
0.02)
0.01)
0.02)

0.02)
0.02)
0.02)

Exp.Replay

0.14
0.12
0.10
0.12
0.12

0.13
0.10
0.12

(se
(se
(se
(se
(se

(se
(se
(se

0.02)
0.02)
0.02)
0.02)
0.02)

0.02)
0.02)
0.02)

Exp.Replay

0.20
0.19
0.18
0.21
0.22

0.21
0.18
0.20

(se
(se
(se
(se
(se

(se
(se
(se

0.02)
0.02)
0.02)
0.01)
0.02)

0.02)
0.02)
0.02)

Gen.Replay

0.11
0.11
0.07
0.08
0.08

0.05
0.07
0.08

(se
(se
(se
(se
(se

(se
(se
(se

0.02)
0.02)
0.01)
0.01)
0.02)

0.02)
0.01)
0.02)

Gen.Replay

0.17
0.17
0.14
0.15
0.17

0.13
0.14
0.14

(se
(se
(se
(se
(se

(se
(se
(se

0.02)
0.02)
0.01)
0.01)
0.02)

0.02)
0.01)
0.02)

Prior.Gen.Replay

0.12
0.11
0.05
0.03
0.05

0.07
0.05
0.15

Prior.Gen.Replay

0.18
0.17
0.12
0.1
0.14

0.13
0.12
0.20

(se
(se
(se
(se
(se

(se
(se
(se

(se
(se
(se
(se
(se

(se
(se
(se

0.01)
0.02)
0.02)
0.01)
0.02)

0.02)
0.02)
0.03)

0.01)
0.02)
0.01)
0.01)
0.02)

0.02)
0.01)
0.02)

31


https://doi.org/10.1101/2020.01.16.908889
http://creativecommons.org/licenses/by-nc-nd/4.0/

bioRxiv preprint doi: https://doi.org/10.1101/2020.01.16.908889; this version posted April 18, 2021. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is
made available under aCC-BY-NC-ND 4.0 International license.

20 replays
s=0.40
(Main)

map 1 map 2 map 3 map 4 map 5
5 replays
s=0.40
||
n

80 replays
5=0.40

20 replays
$=0.20

20 replays
s=0.80

Suppl. Figure 1. Control simulations, maps of sample learners. See the main text for
explanation.
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