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ABSTRACT

The paper focuses on the improvement of the existing nsparse Nagasaka et al. algorithm and its extension to the multi-GPU setting

for the application of real engineering problems. In this work, we propose a distributed multi-GPU framework for Sp GEMM that is

designed specifically for the nsparse like algorithms. The results show ~2 times speed-up for nsparse and close to ideal scalability

of the multi-GPU extension with the number of GPUs. Finally, we test the proposed algorithm in the AMG setting by computing

the double SpGEMM product.

1 | Introduction

Sparse Matrix-Matrix Multiplication Sp GEMM, which computes
the product of two sparse matrices, is a fundamental operation in
a number of scientific computing applications involving sparse
matrices and graphs. For instance, it is a building block of many
preconditioners employed to accelerate the solution of sparse lin-
ear systems, such as Algebraic MultiGrid [1-4] or block precondi-
tioners used for multi-physics problems [5-7]. There has recently
been significant interest in efficient S\ GEMM kernels on parallel
computers employing high-throughput accelerators, particularly
in the context of Artificial Intelligence, for example, in neural
network compression using the factorization of layers into sparse
matrix products [8].

Due to the steadily increasing diffusion of GPUs as accelera-
tors of HPC platforms, in recent years, there has been much
interest in the development of efficient solutions for the execu-
tion of SpGEMM on single instruction, multiple threads (SIMT)
processors.

A pseudocode for the SpGEMM of matrices stored in Compressed
Sparse Row (CSR) format (widely used on both CPU and GPU)
is shown in Algorithm 1, where a;; is a nonzero element of the
matrix A stored at row index i and column index j, similarly, bjk
is the nonzero element of B stored at the corresponding position.
Note that the memory access pattern to matrix B depends on the
nonzero elements of matrix A. Moreover, in general, the spar-
sity pattern of the resulting matrix product is not predictable in
advance. To get the required information, many solutions resort
to a so-called symbolic stage, in which the number of nonzeros
in the resulting matrix is computed, postponing the actual calcu-
lations of the values to a following numeric stage [9-11]. Even
if the sparsity pattern of the output is known, achieving a bal-
anced work distribution and regular (or as regular as possible)
access to global memory remains far from trivial on a GPU. When
the problem size exceeds the memory capacity of a single GPU,
managing the computation can become particularly challenging.
However, scalability is a critical requirement for solving sparse
linear systems—and other large-scale problems—whose dimen-
sions far exceed the memory limits of a single compute node,
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as is often the case in modern Computational and Data Science
applications.

This paper aims to adapt the mono-GPU SpGEMM implemen-
tation from Nagasaka et al. [10] for multi-GPU execution. We
propose a straightforward 1D distribution of rows among the
processors to obtain an independent partitioning between the
MPI ranks (GPUs) without any overlap. In such a way, we elimi-
nate the merging of intermediate products (that are bound to be
used in 2D or 3D partitioning and CSR storage scheme on the
output) since the local products are completely independent. In
general, merging is an expensive operation, for instance, in the
nsparse-like algorithms, the merging of different rows of the B
matrix via the hash table when computing the product AB usu-
ally takes most of the time. Furthermore, merging intermediate
data that is stored on two different GPUs requires some additional
data movements, synchronization, and invocation of specialized
kernels either on the GPU or CPU. For these reasons, we have
adopted a simple 1D partitioning by rows of the input matrices.
This kind of algorithm is possible under the following assump-
tions: (i) the GPUs have enough memory to store the local matri-
ces and the output local product, and (ii) the A and B matrices
involved in the product have a quite regular block diagonal pat-
tern (in this way, the issue of unbalanced load of GPUs can be
neglected). We are aware that for some specific matrices the 2D
or even 3D partitioning [12, 13] is more suitable, however, our
area of application focuses on real engineering problems, where,
in general, the matrices have a quite regular pattern, as shown in
Figure 2, and the workload balance of 1D splitting is reported in
Table 4. Moreover, using the CSR storage scheme in which the
rows are stored in a consecutive fashion favors using a simple 1D
splitting of rows between the MPI processors. Finally, the output
local products are row blocks stored in CSR format and do not
require any post-merging when forming a global CSR system if
needed.

Since many linear algebra libraries primarily work with CSR stor-
age schemes, this code was written to perform the SpGEMM
between two matrices stored in CSR format. Using some kind of
other data storage would require rewriting all the functions that
are used in combination with Sp)GEMM to be rewritten accord-
ingly. Alternatively, using format conversion routines is not a
panacea since any conversion routine would require extra time
and extra space. In the worst case, you would need to double the
memory size. This kind of approach is not suitable for GPUs with
just 16-64 GB of memory. Converting on CPU would not help
since the CPU is generally slower for conversion between for-
mats, and in case the library of interest is written for the GPU,
then copying the data to the CPU just to convert is a major
overhead.

Moreover, we provide some enhancements to nsparse [10], the
software we adopted as a starting point on a single GPU. The
nsparse open-source solution proved much more efficient than
any combination of cuSparse (i.e., the official NVIDIA library for
sparse matrix operations) primitives for the S GEMM.

For testing purposes, we investigated Sp)GEMM in the Algebraic
MultiGrid (AMG) context and, in particular, in the so-called RAP
operation. RAP is the acronym for the double matrix product
between the Restriction R, system matrix A, and Prolongation P.

This question has already been addressed by some authors, such
as Naumov et al. [14], Liu and Vinter [15]; however, this work
provides a thorough discussion in the context of nsparse-like algo-
rithms on GPU and reports the results for the multi-GPU setting
as well.

The paper is organized as follows. In Section 2 we present our
enhancements to the nsparse library in the single-GPU case. The
extension to the multi-GPU setting is the main subject of the
present work, and we describe the problem more thoroughly in
Section 3. Section 4 describes the numerical experiments we car-
ried out to test the improvements to the single-GPU case and the
quality of the proposed multi-GPU framework; Section 5 summa-
rizes the main findings and provides directions for future activ-
ities. The source code of the software developed is available at
https://github.com/amavliut/nsp.

2 | Improvements to the Original Nsparse
Kernel

The nsparse library is an efficient mono-GPU library [10] whose
design inspired other libraries like spECK [9]. For that reason, we
took the nsparse as a prototype and made several modifications
that substantially improved the performance, but the main work-
flow remained the same. For clarity, we will call our modified
version of the nsparse library nsp. Actually, the original nsparse
relied on the legacy behavior of CUDA shuffle primitives. We
solved this issue by updating the shuffle primitives according to
their new definition introduced in CUDA-9. The original imple-
mentation of the shuffle and other warp-level primitives relied
implicitly on a warp-synchronous behavior of the threads. In the
new implementation of the shuffle, it is mandatory to specify a
membership mask to use the sync version of the primitives that
enforces synchronization only among the threads specified in the
mask. As a consequence, it has been necessary to specify which
threads in the warp participate in each shuffle operation.

The pseudo-code for nsparse-like algorithms is presented in
Algorithm 1, with the overall structure outlined in Algorithm 2.
The core idea behind nsparse is to compute an entire row of the
output matrix using a hash table as a row accumulator. This pro-
cess is divided into two key stages: the symbolic stage and the
numeric stage.

The symbolic stage is responsible for estimating the number of
nonzeros in the output matrix, which is not known beforehand.

ALGORITHM 1 | Pseudo-Code for Nsparse-Like Algorithms for
AB=C.

:C <y
DR e AP
: foriinndo
fora;; in A;, do
for b, in B, , do

1

2

3 > loop over the blocks
4

5

6: // update the hash table

7.

8

9

0

> loop over the warps
> loop over the lanes

Cik < 45 ° bjk
end for
end for
10: end for
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ALGORITHM 2 | Nsparse Structure.

: Count the number of intermediate products for each row

: Compute the CSR row offsets
: Allocate memory for column and value CSR pointers

N O AW

: Partition the rows among fixed-size bins based on intermediate products
: For each row in a given bin find the actual number of nonzeros

: Partition the rows among fixed-size bins based on actual nonzeros counts
: For each row in a given bin compute column indices and merge values

> estimate the nonzeros
> binning

> symbolic stage

> CUB exclusive scan

> cudaMalloc

> binning

> numeric stage

This estimate is crucial for memory allocation and workload dis-
tribution. To improve load balancing during this stage, a bin-
ning mechanism is employed: rows of similar estimated size are
grouped into bins and processed together using the same GPU
kernel. The nonzero count estimate is derived from the so-called
intermediate products—the total number of nonzeros for a given
row in the resulting matrix C, before duplicate column indices are
merged. These intermediate products serve as an upper bound
on the actual number of nonzeros. The true nonzero count cor-
responds to the number of unique column indices obtained after
merging all B rows associated with a given row in matrix A.

During the symbolic stage, the exact number of nonzeros per
row is computed, which allows the construction of the CSR row
pointer for matrix C. For the prefix sum operation required in this
step, we use the CUB library NVIDIA [16], which has shown bet-
ter performance than Thrust NVIDIA [17], the library used in the
original nsparse implementation Merrill and Garland [18].

Once the nonzero counts are known, memory is allocated for the
remaining parts of the CSR output matrix. A second round of
binning is then performed based on the actual nonzero counts
to ensure optimal load balancing during the numeric stage. In
the final numeric stage, the actual column indices and values are
computed and written directly to the output matrix. These two
stages—symbolic and numeric—are the most computationally
intensive parts of Algorithm 2, and thus, they are the main targets
for GPU kernel optimization.

The main contributions to the nsparse include:

1. an enhanced hash table algorithm
2. addition of new bins
3. direct access rows

4. introduction of chunk kernel

The goal of the new hash table algorithm is to accelerate access
to the GPU’s shared memory and eliminate unnecessary branch-
ing. Instead of the original atomic access to the shared memory,
we added a while loop to help find a free spot with no need for
an atomic operation. This allows us to quickly navigate through
unoccupied slots in the hash table and insert the key in a smaller
number of atomic steps. The performance advantage of this vari-
ant is more evident in the numeric part of the driver, since in that
case the bin choice is exactly determined by the symbolic stage,
which allows for using a precisely defined hash table size for a
given row of the output matrix. Since in this situation, the hash
table is always filled up close to its limit, we often have to iterate

ALGORITHM 3 | hash_nsparse(table_Key][z;,,| ={-1},
table_Val[z;,, | ={0.}, key, val).

1: hash = (key * HASH_SCAL) & (t;,, — 1);
2: while true do
3: if table_key == key then

4 atomicAdd(table_val + hash, val);
5 break;
6: else if rable_key == —1 then
7 old « atomicCAS(table_key + hash, —1, key);
8 if old == —1then
9: atomicAdd(table_val + hash, val);
10: break;
11: end if
12: else
13: hash = (hash+ 1) & (t,;,, — 1);
14: end if

15: end while

several times in order to find a free spot due to the collisions.
In contrast, in the symbolic stage, because of overestimation of
the hash table size, the new while loop does not give a signifi-
cant speedup since the hash table is sparse enough, and finding a
free spot is easier. Secondly, inside the innermost while loop, we
have only if and else clauses; the atomicAdd construct is taken
outside the hash algorithm because all keys must be updated any-
way. This is a further enhancement of the hash table algorithm.
A comparison of the two hash algorithms is possible by looking
at the original nsparse (Algorithm 3) and the updated version nsp
(Algorithm 4).

Most of the time in AMG, the matrices involved in a matrix—
matrix multiplication are sparse, with the resulting product being
sparse as well. In such a case, the numeric part resorts to the use of
the smaller bins, i.e., those that are tailored for very sparse rows of
the output matrix. The original nsparse implementation included
a pwarp kernel used for rows whose number of nonzeros was less
than or equal to 16, with each row processed by 16 threads (half
warp). The next bin was intended to be in charge of rows with up
to 256 nonzeros. This was a very coarse bin splitting. We added
a few new bins with a maximum count of nonzero ranging from
16 up to 256 (in powers of 2) that use the pwarp kernel. It does
not result in an excessive use of shared memory while providing
higher parallelism. Additionally, in the new pwarp kernel, each
partial warp processes in parallel several columns of the B matrix
instead of the rows of A, providing a better-coalesced memory
access pattern in the inner loop.

Several new kernels have been added to manage the cases in
which the rows of the resulting matrix do not fit the shared hash
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ALGORITHM 4 | hash_nsp(table_Key[t,,|={-1},
table_Val[z;,, ] ={0.}, key, val).

1: hash = (key * HASH_SCAL) & (t,;,, — 1);
2: if table_keylhash] ! = key then
3: while table_key[hash]! = key and table_keylhash]! =
—1do
hash = (hash + 1) & (t;,, — 1);
end while

while true do
old « atomicCAS(table_key + hash, —1, key);

4
5:
6: if rable_keylhash] ! = key then
7
8
9

: if old == —1orold == keythen
10: break;
11: else
12: hash = (hash + 1) & (t;,, — 1);
13: end if
14: end while
15: end if
16: end if

17: atomicAdd(table_val + hash, val),
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FIGURE1l | Chunk kernel scheme for computing AB= C. The spar-
sity pattern in blue color depicts the B matrix, and the chunk subdivision
is shown with the dashed orange lines. Each chunk of the B matrix cor-
responds to the chunk of the output matrix C.

table. In particular, there is a new chunk kernel in which the rows
of the output matrix are split into chunks of equal size, without
overlap, that fit the shared memory. The schematic representa-
tion of this approach is provided in Figure 1. Considering that
we want to compute a row of the C matrix, the idea is to pro-
ceed in dense chunks of equal size over the column entries of the
B matrix. In this way, we incrementally proceed by outputting
the corresponding chunks of the output C matrix until we pro-
cess all the columns of the B matrix. For that, an extra loop is
needed to iterate over the column entries of the given row of

the A matrix in order to form each chunk. But the columns of
B are parsed only once, just like in any standard kernel. This is
achieved by storing a pointer to the last visited entry in order to
quickly jump to the end of the last visited chunk. The hash table
is completely removed and replaced with a bitwise-or insertion
of keys and atomic addition of values. Each chunk is compacted
efficiently and subsequently dumped into the output array with-
out sorting it (since the chunks are already sorted). Finally, the
columns of A are cached and reused for the subsequent chunks,
resulting in better performance. In our experiments, this is by far
more advantageous than using the (slow) GPU global memory as
in the original implementation of nsparse.

When the matrix has a quite regular number of nonzero elements
per row or the largest bin dominates over the smaller bins, it is
advisable to use just one bin. Since in this case, we do not per-
mute the rows, it is possible to take advantage of data locality,
resulting in a performance boost. In our new version of nsparse,
amechanism to handle such cases is introduced: if the largest bin
has more than 15% of the rows, then we use only this bin without
permuting the rows. From a practical standpoint, this situation is
quite common with many matrices having a regular row size.

3 | Multi GPU Sparse-Matrix Sparse-Matrix
Product

In the following description of the multi-GPU implementation
of the product between sparse matrices, we assume that: (i) the
matrices are stored in the Compressed Sparse Rows (CSR) format
[19]; (ii) the programming model is hybrid and based on the com-
bination of CUDA and MPI; (iii) both matrices are distributed
in a consecutive row-block setting assigned to parallel tasks with
consecutive MPI ranks. We are aware that, in some cases, a dif-
ferent distribution of matrices may be more convenient. How-
ever, the splitting into blocks of consecutive rows remains one
of the most common methods for the solution of large sparse
systems, and the problems we are going to address are very sim-
ilar also for other (e.g., bi-dimensional along rows and columns)
distributions.

A straightforward solution to split the product computation
among the GPUs is that each GPU computes the corresponding
block of rows of the product matrix. As an example, in the sim-
plest configuration with just two GPUs, the first GPU is in charge
of computing the first half of the rows and the second GPU is in
charge of the second half of the rows of the product matrix. We
describe the steps to be carried out for computing the rows of just
the first half of the resulting matrix (i.e., from the viewpoint of
the first GPU), but the same approach can be applied to any sub-
set of rows. To finalize the scalar products of the rows of the first
matrix by the columns of the second matrix, each GPU needs the
rows of the second matrix corresponding to the column indices
of each row of the first matrix that are above or below its range of
row indices.

A B

a, 0 0 a by, 0 0 b
gpu1l®! 14 11 14
0 ay 0 ay 0 by by O f

0 0 0|0 byby 0]
GPU 2 as3 32 033
ay ayp 0 ay| [by O 0 by
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Sparse Matrix - Sparse Matrix multiplication

In our example 1, the first GPU has just the nonzeros of the first
half of each column of the second matrix. If a row of the first
matrix belonging to its subset has nonzeros whose column index
is larger than n/2, where n is the total number of rows (assume
that » is an even number), it needs those nonzero entries to com-
plete the product. In the example 1 of two very small (4 X 4)
matrices (the horizontal line represents the distribution of data
between the two GPUs), the first GPU, in order to complete its
part of the product needs the elements, b,; and b,, of the last row
in charge of the second GPU.

It is possible to exchange all the data necessary to complete
the SpGEMM product on each GPU before starting the actual
computations; in such a way, the product appears as if it were
completely local from the viewpoint of the nsparse CUDA kernel.
With this choice, we exploit at its best the efficiency of nsparse
by calling it just once. As an alternative, it is possible to compute
the local part of the product, exchanging, in the meantime, the
required data, then compute the remaining part of the prod-
uct and sum the two contributions. This choice could offer an
advantage due to the potential overlap of the computation of the
local part with the exchange of the data for the non-local part.
Even if this latter scheme is widely used on CPU-only distributed
memory platforms, its use in the multi-GPU SpGEMM is not
convenient. Indeed, it entails a double execution of the nsparse
kernel (with two different symbolic steps) and also the execution
of an additional kernel for the sum of the two partial products.
The latter kernel is not completely trivial, since the matrices are
stored in CSR format.

In summary, our first procedure for the multi-GPU SpGEMM is
composed of the following steps, as sketched in Algorithm 5:

1. Each GPU checks which rows of the second matrix need to
be received from other GPUs (see lines 2—6 in Algorithm 5).

2. CPUs exchange information about the number of nonzero
entries of each required row, using MPI collective commu-
nication primitives (MPI_Allgather, MPI_Alltoall,
MPI_Alltoallv)(seeline 7 in Algorithm 5).

3. CPUs, after the allocation of suitable memory buffers
(whose size is determined in the previous step), exchange
the indices and the corresponding values of the non-local
rows using MPI point-to-point non-blocking communica-
tion primitives (see lines 8 and 9 in Algorithm 5);

4. Each GPU builds the subset of rows of the second matrix
that it needs by combining the rows it already owns with
those received by other GPUs in the previous step. To min-
imize the number of memory copy operations, we intro-
duced a new form of sparse matrix representation that we
call segmented CSR. The idea is to maintain the local part
of the matrix in its original CSR data structure and to store

ALGORITHM 5 | Distributed Sp GEMM.

Input: Two matrices A and B, each process owns only a block
of consecutive rows (from 4 to k) of each matrix.

Output: Matrix C = AB, each process computes onlyits
block of consecutive rows (from 4 to k).

: rowsToReceive < 0

: fora;; € 4, do

if j<hor j>k then

rowsToReceive « j

end if

: end for

: nnzPerRow < M PI,,,,.i.(nnz(B(rowsT oReceive)))

: Allocate memory for B(rowsToReceive) combining the
information contained in nnz Per Row and rowsT oReceive
9: B(rowsToReceive) < M PI ;..o point(Bremore)

10: Byogmentea < merge(By, ., B(rowsToReceive))

11: C « sparseProduct(A,,.,. B

12: return C

segmented)

the non-local part, coming from other tasks, in an auxiliary
CSR data structure. The nsparse has been amended so that,
depending on a simple check, either the primary (local) or
the auxiliary CSR is used (see line 10 in Algorithm 5).

5. Each GPU carries out the product between its part of the
first matrix and the suitable subset of the second matrix built
in the previous step (see line 11 in Algorithm 5).

4 | Numerical Experiments

In this section, we describe the numerical experiments carried
out to evaluate our implementation. All the tests were performed
on the Italian supercomputer Leonardo (Booster partition), Tur-
isini et al. [20], hosted at the CINECA computer center. Leonardo
isa cluster composed of 3456 nodes, each equipped with a 32-core
Intel Ice Lake CPU (Intel Xeon Platinum 8358) at 2.60GHz, 4
NVIDIA Ampere (64 Gb) GPUs, and Mellanox Infiniband HDR
DragonFly+ network at 200 Gb/s. The CUDA driver/runtime ver-
sion is 12.1/11.8. The compute capability of the devices is 8.0.

For the relative comparison evaluation, our algorithm, referred to
as nsp in the following, is compared with the original nsparse and
cuSparse in a single-GPU setting to show the effectiveness of our
implementation. The purpose of the multi-GPU tests is to demon-
strate that nsp scales with the amount of resources allocated.

For all the tests, a number of matrices coming from real-world
applications are considered. Most of the matrices are publicly
available from Davis and Hu [21] and M3E [22], and their spec-
ifications are given in Tables 1 and 2, for the mono-GPU and
multi-GPU tests, respectively. The pattern of the matrices is given
in Figure 2. For the mono-GPU tests, we consider only square
matrices and evaluate the square of the matrix, A%: Table 1 lists
the size, n, the number of nonzeros, nnzg, of the matrix, the num-
ber of nonzeros of A2, and the kind of application each matrix
arises from. For the multi-GPU tests, since we are also interested
in the so-called RAP operation (with R = PT), Table 2 provides
further information related to the number of columns of P, m(P),
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TABLE1 | Matrices used in mono-GPU tests.

n (A) nnz (A) nnz (A?) Application

Stocf_1465 1465k 21,005k 93,163k Flow in porous media
Fault_639 639k 28,615k 126,633k Contact mechanics
Plow_742 743k 37,138k 211,749k Flow in porous media
Emilia_923 923k 41,005k 179,867k Geomechanics
Heel 1138 1138k 51,678k 244,373k Structural problem
Hook_1498 1498k 60,917k 312,416k Structural problem
Geo_1438 1438k 63,157k 261,365k Geomechanics
Serena 1391k 64,532k 315,806k Structural problem
Flan_1565 1565k 117,406k 509,686k Structural problem
Bump_2911 2911k 130,378k 560,174k Reservoir simulation

Note: From the left, name, size of A, n, number of nonzeros, nnz, of both A and A2, and field of application are provided. k stands for thousand.

TABLE 2 | Matrices used in multi-GPU tests.

n(A) nnz(A) nnz(A?) m(P) nnz(P) nnz(RAP)

Utemp20M 20M 243M 662M 1.3M 116M 75M
Queen_4147 4M 329M 1502M 0.2M 37M 52M
GuendallM 11M 512M 2358M 0.4M 123M 91M
AgglaM 14M 633M 2989M 0.6M 173M 128M
Rtanis44M 45M 748M 3620M 5.1M 446M 803M
Tripod24M 24M 1112M 5250M 0.9M 203M 164M
Pflow73M 74M 2202M 8459M 2M 478M 144M
Geo61M 62M 4966M 22,843M 2.6M 597M 635M
C4zz134M 134M 10,806 M 50,927M 9.1M 1411M 2723M
Laplacian3D 2097M 14,670M 52,360M 644M 4496M 11,982M

Note: From the left, name, size of A, n, number of nonzeros, nnz, of both A and A%, number of columns of P, m, number of nonzeros of P and number of nonzeros of the
RAP = PT AP product. M stands for million. All these matrices come from different engineering applications and represent a good benchmark for the tests.

its number of nonzeros, nnz(P) and the number of nonzeros of
the output product nnz(RAP).

In all tests, only double-precision arithmetic is employed when
evaluating the matrix product. As a test metric, we use the
wall-clock time, in seconds, measuring the total execution time
of S) GEMM, and, for the multi-GPU tests, we also report the
stand-alone execution time of the nsp device kernel.

Another test metric used is GFLOPS count, which is the number
of Giga floating point operations per second. In practice, this is
the number of GFLOP divided by the total time. For sparse matrix
by sparse matrix product, in particular, for nsparse/nsp, this num-
ber equals to

GFLOPS = (2#interp — #nnz)/10° /T,

where #interp is the number of intermediate products (i.e., the
sum of all rows of B that correspond to each nonzero entry of
A) and #nnz is the number of nonzeros of the output matrix. T},
is the total time of SpGEMM. Since the total FLOP count con-
sists of floating point multiplications, #interp, plus the number of
floating point additions. The number of floating point additions
is equal to the number of #interp that were not reduced to #nnz,
i.e., (#interp — #nngz).

41 | Single-GPU Results

411 | A?Tests

This subsection compares the new nsp to the original nsparse and
cuSparse in the computation of A2. The results are provided in
the Figure 3 comparing cuSparse with nsp, and in Figures 4 and
5 for comparison with nsparse. The results show a speed-up up to
~ 6x of our driver with respect to the cuSparse library and up to
~ 2x with respect to the original nsparse. Since cuSparse has high
memory consumption, it failed to execute the product for several
matrices. The number of test matrices is quite limited since the
target matrices come from the discretization of PDEs and usually
have quite similar patterns; therefore, it is enough to test only a
few test cases. However, the proposed algorithm can be used as
a general-purpose SpGEMM to handle other kinds of matrices.
Over all test cases we see a consistent performance increase of
the proposed algorithm, see Algorithms 4 and 5.

In Figures 6 and 7, the bin distribution is provided, indi-
cating which kernels were used during the computation of
SpGEMM. First, we see that some matrices (Pflow_742, Heel
1138, Geo_1438, and Flan_1565) were executed with just one ker-
nel, either during the symbolic or numeric stages, or both. This
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indicates that the direct access of rows (no binning because there
is no permutation of rows) was activated since the bin with the
largest ID was dominant. Second, there are quite a few cases
where the small bins with the ID from 0 to 3 were used, especially
in the numeric phase. Since the nsp provides a more fine-tuned
binning, better load balancing was achieved for the small bins,
giving a performance boost. Only in one case was the chunk bin
used, specifically in the Fault 639 matrix during the symbolic

Utemp20m Queen 4147 Guendallm

NI

nz = 329499288 nz = 512484300

nz = 242765052

Rtanis44m Tripod24m

ANDN

nz = 747633815 nz = 1111751217

Aggldm

nz = 633142730

Pflow73m Geo61lm C4zz134m

AR

nz = 2201828891 nz = 4966380225 nz = 10806265323

FIGURE2 | The sparsity pattern of the test matrices. The Lapla-
cian3D matrix is a 3D Laplacian matrix generated on a structured grid
with a 7-point stencil.
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line corresponding to the baseline comparison.

GFLOPs

stage. Finally, the main performance improvement came from
the new hash table algorithm, and it was used in all kernels.

41.2 | RAP Tests

Next, we will analyze the performance of SpGEMM in the con-
text of RAP double sparse matrix product. The matrices used in
this test arise from a standard discretization of a 3D mechanical
problem, and RAP refers to the first level of the grid hierarchy
in the AMG framework. The information related to the matrices
involved in the RAP operation is presented in Table 3.

Since RAP is a double matrix product it can be performed in two
ways:

* R(AP) where at first AP is computed and then the result is
multiplied by R from the left;

* (RA)P where at first RA is computed and then the result is
multiplied by P from the right.

Mathematically, these two operations are equivalent. Moreover,
in most of the CPU SpGEMM algorithms, the times of the double
matrix product are almost the same, independent of the order of
the operations. However, with GPU, the situation is quite differ-
ent. The nsparse-like algorithms on GPU using CSR storage for-
mat execute R(AP) much faster than (RA) P, see Figure 8. In order
to understand the reason, first we should compare the double
matrix product stages AP with RA and R(AP) with (RA)P. Since
the matrix A is symmetric and R = PT we have that AP = (RA)”.
Therefore, we can compare these two products in terms of per-
formance. Similarly, the output matrices of R(AP) and (RA)P are
the same and can be compared. Consequently, understanding the
performance differences between these two stages will answer
the question of why R(AP) is faster than (RA) P using nsparse-like
algorithms on GPU.

Performing AP and RA products produce a skinny and a fat
matrix, respectively. In AP the output has many rows, while in
RA, the result has many columns. Even though the two out-
put matrices, AP and RA, are one the transpose of the other
with the same number of terms (remember R = R”), AP is more

120
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Elapsed time speed-up and GFLOPS count comparing nsp vs. nsparse in the mono-GPU setting. The dashed line shows a 1x horizontal
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TABLE 3 | R(AP)vs. (RA)P matrix information. In the matrix product, A refers to the left matrix, B refers to the right matrix, and C is the output
matrix. For each matrix, the following information is provided: The number of rows, n, the number of columns, m, the number of nonzeros, nnz and
the average number of nonzeros per row, nnz/n. k and M stand for thousand and million, respectively.

A (left factor) B (right factor) C (product)
n m nnzg nnz/n n m nnzg nnz/n n m nnz
AP 739k 739k 30M 40 739k 33k 20M 27 739k 33k 50M
R(AP) 33k 739k 20M 615 739k 33k 50 M 68 33k 33k 15M
RA 33k 739k 20M 615 739k 739k 30M 40 33k 739k 50M
(RA)P 33k 739k 50 M 1536 739k 33k 20M 27 33k 33k 15M
14 1.75
12 11.27 - RA 1.50 1.46 - AP
10 (RAP 11 55 R(AP)
n n
= 8 =—1.00
) )
€ 6 €075 0.75
) 4.32 B>
4 2.99 030
2 0.25
0.13 0.07
0 0.00 _—_
nsparse nsp nsparse nsp

FIGURE 8 | Execution times of R(AP) and (RA) P products for both nsp and nsparse on a single GPU.

efficiently utilizing the GPU, taking into account that all the that have a higher amount of parallelism due to an increase in the
matrices involved are stored in CSR format. This is due to the number of concurrent thread blocks residing on each streaming
fact that AP has a higher degree of parallelism with respect to multiprocessor, thus providing a better usage of GPU resources.
the RA product since the output matrix of AP has few nonzeros Despite the fact that the RA product, instead, has a much smaller
per row =~ 68 while RA has =~ 1,536. Therefore, it uses smaller bins amount of rows of the output matrix, these rows are much denser
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than that of the output of the AP product. Therefore, in this case,
the hash table load is higher, and bigger bins are used in the sym-
bolic and numeric stages of nsparse. Moreover, from the algorith-
mic point of view, the compaction of the rows via the hash table is
the most computationally intensive part, so lowering this inten-
sity by diluting the hash table compaction over many rows is a
more advantageous strategy. As a consequence, when the output
is a long and skinny matrix, it is preferred to have many rows
instead of many columns.

The situation with the second stage matrix product of R(AP) vs.
(RA)P is more interesting since in this case the output matrices
are identical, therefore, they have the same bin distribution, and
the input matrices have the same dimensions. The only thing that
is different is the number of nonzeros per row of the input matri-
ces. In the product of a matrix A and a matrix B, nsparse-like
algorithms exploit the so-called fine-grained parallelism over the
lanes of a warp in the inner loop of the Algorithm 1 at the expense
of parallelization over the warps (middle loop). This is due to the
fact that the inner loop has a coalesced reading while the reading
of the nonzeros of A is done in strides. Therefore, it is preferred
to have a smaller number of nonzeros of A instead of B. More-
over, under the hypothesis of equal bin distribution and an equal
amount of floating point operations when comparing the two
matrix products, having many nonzeros per row of A will result
in the merging over many corresponding rows of B which entails
more synchronizations and collisions among the warps instead
of lanes. Since the merging of rows over the warps is more expen-
sive, having significantly more nonzeros per row in (RA) than of
R, it results in a slowdown of the second stage of the double prod-
uct of (RA) P with respect to R(AP).

It is not surprising that CPU times for both of these products are
more or less the same since the amount of floating point opera-
tions is identical and the parallelization is only done over the rows
of the output matrix (which is the most common scheme on CPU
for this kind of operation).

The results of R(AP) and (RA)P in the Figure 8 indicate that nsp
has around 2 times speedup with respect to nsparse version.

Finally, we note that better scalability of the double matrix prod-
uct could be obtained by developing a specialized code that exe-
cutes RAP all at once, thus optimizing communications and elim-
inating sorting and compression of the hash table for the interme-
diate product. Also, in this case, it is better to perform RAP in the
order of R(AP).

4.2 | Multi-GPU Results
Since this subsection is focused on proving scalability, only the
nsp algorithm is considered, which is significantly less memory
demanding than cuSparse when the amount of available memory
is critical. Since nsparse provides similar scalability, it is not taken
into consideration for these tests.

Table 4 presents the workload balance across GPUs during
the execution of SpGEMM. All tested matrices originate from
real-world engineering applications. Despite the diversity and
complexity of these matrices, the workload distribution achieved

through straightforward 1D row-wise splitting is remarkably
balanced. The coefficient of variation remains below 5% for all
cases, indicating excellent workload balance across GPUs.

In the following, local time refers to the wall-clock time elapsed
during execution using GPUs only, without any data transfer or
communications. This time is measured from the CPU host side,
as GPU kernel launches are initiated and managed by the CPU.
To ensure accurate timing, both the start and the end of these
measurements are preceded by calls to MPI_Barrier () and
cudaDeviceSynchronize (), which synchronize all GPUs at
the host level and also enforce synchronization on each individ-
ual GPU.

Additionally, total time is defined as the sum of the local time
and the communication time. The communication time
accounts for the data exchange required to distribute the missing
rows of the matrix B, allowing each MPI rank (GPU) to construct
its local segmented matrix Byygeneq (€€ Algorithm 5).

The total execution time of Sp GEMM starts when all the matrices
involved in the product are equally split over the rows between
the MPI ranks and already copied to the device memory, and it
ends as soon as all the GPUs finish the computations with the
appropriate synchronization calls at the end, without any copy to
the host.

421 | A?Tests

In the multi-GPU setting, we first consider the computation of
AZ. In order to measure scalability, Scal., and efficiency, Eff., in
all the tests, the matrix product is launched three times in total:
one for the base configuration, and the other two configurations
are obtained successively by doubling the number of GPUs with
respect to the previous configuration. The base configuration is
chosen such that the number of GPUs provides enough memory
to complete successfully the multi-GPU SpGEMM operation (this
is mainly because our GPUs have a limited amount of memory,
32GB)

The experiment outcome is presented in Table A1l and Figures 9
and 10. The scaling of the local time is close to ideal in all test
cases. This is further supported by excellent workload balance,
see Table 4. The total time, instead, scales slightly worse, espe-
cially for small matrices due to their size and low utilization of
the resources, e.g., the Utemp20 M matrix. Moreover, for small
matrices, scalability is quite low when going from 1 to 2 GPUs
as expected, since with 1 GPU we have zero communication
cost, while with 2 GPUs the communication costs are significant;
therefore, we do not observe a smooth scalability transition. How-
ever, for most of the matrices, the scalability of the total time is
satisfactory, and the proposed framework can be considered suc-
cessful. One can observe that for large matrices, starting from
Guendall M and so on, going from the minimal number of GPUs
to its double shows better scalability and efficiency than going
from the middle value to the maximum presented, as is expected,
due to the increase of communication overhead. It is expected to
worsen even more with a further increase in GPU resources. As
a result, when launching matrix-by-matrix products with several
GPUs, it is important to use a proper amount of resources so that
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FIGURE 9

FIGURE 10
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TABLE 4 | Workload balance on each GPU when using 1D row splitting.

GPU AVG STD cv
Utemp20m 4 60,691,263 761,728 1.25
Queen_4147 4 82,374,822 300,359 0.36
Guendallm 8 64,060,537 407,447 0.63
Aggldm 8 79,142,841 245,442 0.31
Rtanis44m 8 93,454,226 1,128,888 1.20
Tripod24m 16 69,484,451 369,352 0.53
Pflow73m 32 68,807,152 2,830,090 4.11
Geo61m 64 77,599,691 1,898,013 2.44
C4Zz134m 256 42,211,973 1,775,882 4.20

Note: AVG refers to the average number of nonzeros per GPU, STD is the standard deviation of the nonzero counts across GPUs (indicating the spread of workload), and CV is the coefficient of
variation, CV = % - 100%, which provides a normalized measure of workload imbalance. Lower CV indicates better balance. The number of GPUs reported corresponds to the maximum

configuration used during testing.
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FIGURE11 |
time is halved when the number of resources is doubled.

there is enough workload for each card. The GFLOPS count in
Figure 10 is quite high and scales with the number of resources.

4.2.2 | RAP Tests

In the following, we analyze the RAP product performed in the
order R(AP) that requires two subsequent calls of the multi-GPU

Total elapsed time, T},,, of the R(AP) product for matrices from Table 2. The straight line of (7) refers to the trend line in which the

SpGEMM kernel. The times provided in Table A2 refer to the
elapsed time of the double matrix product, in which the local
part refers to the sum of the GPU kernel times of each SpGEMM
execution. The total time refers to the total elapsed time of the
double matrix product found as the sum of the total times for each
SpGEMM execution. As one can see from Figures 11 and 12, the
scaling and efficiency are also promising as in the square product
test for large matrices that utilize the GPUs completely. In this
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FIGURE 12 | The GFLOPS count for the RAP tests. The matrices are taken from Table 2.

case as well, the scaling of the local time is close to ideal. How-
ever, in contrast to the square product tests, the total time of the
RAP product takes much more time due to excessive communica-
tion costs encountered after each separate execution of S\ GEMM
driver. Furthermore, the communication overhead is more appar-
ent due to the small size of R and P matrices, see Table 2. Because
of that, the local time of the GPU kernel is negligible, and the
transfer of data between GPU and CPU, as well as between dif-
ferent CPUs is doubled with respect to the square product runs.
Accordingly, the GFLOPS count in Figure 12 is lower relative
to the square product tests. In the future, this problem can be
alleviated by presenting a specific double sparse matrix product
driver, which will have communication costs comparable to the
single sparse matrix product driver. In general, we have a sim-
ilar scaling trend as in the square product tests: the local time
scales almost perfectly, and the total time scaling depends on the
matrix size.

5 | Conclusions

We proposed a novel multi-GPU implementation of the Sparse
Matrix-by-Matrix Product. Our approach is based on a 1D dis-
tribution of rows among GPU boards, an exchange of informa-
tion through the Host using MPI directives, and a local com-
putation by means of an nsparse-like algorithm. The algorithm
has been tested on matrices arising from real-world applications

using the Leonardo supercomputer. The proposed multi-GPU
extension showed satisfying scalability with up to 512 concurrent
GPUs, while the size of the largest problem counted =~ 15 bil-
lion nonzeros, and the output of ~ 52 billion nonzeros. Regarding
the nsparse kernel, several enhancements have been introduced,
leading to a speed-up over the original version of 1.5-2 and 2, for
A? and RAP operations, respectively. The speed-up with respect to
the cuSparse library is about 6. Future developments will investi-
gate nvlink communications and the design of ad hoc algorithms
for operations involving multiple SpPGEMM, such as RAP in the
AMG set-up.
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Appendix A

TABLE A1l | Time, scalability and efficiency of multi-GPU tests for evaluation of A? with varying the number of GPUs.

Time, s Scal. Eff.
GPU loc tot loc tot loc tot Gflops
Utemp20M 1 0.436 0.436 — — — s 17.9
2 0.241 0.330 1.81 1.32 0.90 0.66 23.6
4 0.127 0.240 1.90 1.38 0.86 0.45 324
Queen_4147 1 1.150 1.150 — — — — 44.5
2 0.647 0.760 1.78 1.51 0.89 0.76 67.4
4 0.344 0.460 1.88 1.65 0.84 0.63 111.3
GuendallM 2 0.888 1.01 — — — — 43.6
4 0.472 0.590 1.88 1.71 0.94 0.86 74.6
8 0.249 0.370 1.90 1.59 0.95 0.80 118.9
AgglaM 2 1.110 1.280 — — — — 42.9
4 0.584 0.730 1.90 1.75 0.95 0.88 75.3
8 0.307 0.510 1.90 143 0.90 0.63 107.8
Rtanis44M 2 0.845 1.137 — — — — 19.8
4 0.446 0.660 1.89 1.72 0.95 0.86 33.0
8 0.234 0.380 1.91 1.74 0.90 0.75 57.3
Tripod24M 4 1.080 1.260 — —_ —_ —_ 79.3
8 0.567 0.730 1.90 1.73 0.95 0.86 136.8
16 0.292 0.430 1.94 1.70 0.92 0.73 232.2
Pflow73M 8 0.900 1.160 — — — — 172.3
16 0.478 0.620 1.88 1.87 0.94 0.94 294.5
32 0.246 0.360 1.94 1.72 0.91 0.81 507.2
Geo61M 16 1.620 2.390 — — — — 339.5
32 0.848 1.350 1.91 1.77 0.96 0.89 571.6
64 0.436 0.770 1.94 1.75 0.93 0.78 1022.8
C4Zz134M 64 0.858 1.386 — — — — 1252.9
128 0.442 0.820 1.94 1.69 0.97 0.85 2078.0
256 0.229 0.490 1.93 1.67 0.94 0.71 3477.5
Laplacian3d 128 0.319 1.260 — —_ —_ —_ 121.4
256 0.164 0.670 1.95 1.88 0.97 0.94 228.2
512 0.083 0.420 1.97 1.60 0.96 0.75 339.8

Note: Time loc refers to the elapsed time of the stand-alone GPU kernel, i.e., the time of the device kernel nsp. Time tot refers to the total elapsed wall time for the
complete multi-GPU SpGEMM, including the execution time of the device kernel and all the communications. Scal. refers to the scalability, the ratio between base run
time and run time by doubling the GPUs, i.e., Ty /T,y with T the time (local or total) and N the number of GPUs. Clearly, in the ideal case Scal. should always be 2. Eff.

refers to the efficiency, i.e., the ratio of the ‘ideal’ time to the actual time for the same number of resources, T'%% /T,,. Gflops is the number of Giga floating-point
operations over the total elapsed time.
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TABLE A2 | Time, scalability, and efficiency of multi-GPU tests for the evaluation of RAP operation required in AMG to build the first coarse level.

Time, s Scal. Eff.
GPU loc tot loc tot loc tot Gflops

Utemp20M 1 0.565 0.565 — — — — 14.0
2 0.294 0.483 1.92 1.17 0.96 0.58 17.7

4 0.154 0.328 1.91 1.47 0.92 0.43 26.0

Queen_4147 1 0.607 0.607 — — — — 16.8
2 0.323 0.474 1.88 1.28 0.94 0.64 21.5

4 0.170 0.355 1.90 1.34 0.89 0.43 28.8

GuendallM 1 1.327 1.327 — — — — 15.8
2 0.691 0.997 1.92 1.33 0.96 0.67 21.0

4 0.365 0.708 1.89 1.41 0.95 0.70 29.6

Aggl4M 1 1.767 1.767 — — — — 17.6
2 0.899 1.426 1.97 1.24 0.98 0.62 21.8

4 0.468 0.960 1.92 1.49 0.94 0.46 324

Rtanis44M 4 0.695 1.570 — — — — 28.0
8 0.351 0.904 1.98 1.74 0.99 0.87 48.6

16 0.180 0.609 1.95 1.48 0.97 0.64 72.1

Tripod24M 2 1.107 1.677 — — — — 20.6
4 0.573 1.039 1.93 1.61 0.97 0.81 32.0

8 0.305 0.636 1.88 1.63 0.91 0.66 54.0

Pflow73M 4 0.973 1.742 — — — — 35.5
8 0.499 0.930 1.95 1.87 0.97 0.94 66.6

16 0.263 0.525 1.90 1.77 0.92 0.83 117.9

Geo61M 4 2.720 4.840 — — — — 13.8
1.384 2.944 1.97 1.64 0.98 0.82 21.8

16 0.717 1.828 1.93 1.61 0.95 0.66 35.1
C4Zz134M 16 1.661 3.860 — — — — 110.4
32 0.839 2.227 1.98 1.73 0.99 0.87 191.4
64 0.430 1.362 1.95 1.64 0.97 0.71 313.0

Laplacian3d 64 0.625 3.590 — — — — 32.7
128 0.328 2.010 1.91 1.79 0.95 0.89 56.1

256 0.170 1.132 1.93 1.78 0.92 0.79 100.5

Note: For the column namings refer to Table Al.
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