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ARTICLE INFO ABSTRACT
Keywords: Background: Biomedical natural language processing (NLP) increasingly relies on large language models and
Biomedical NLP

extensive datasets, presenting significant computational challenges.

Methods: We propose Blue5, a multi-task model based on SciFive that incorporates instance selection (IS)
to enable efficient, multi-task learning (MTL) on biomedical data. We adapt the E2SC-IS framework for the
biomedical domain, integrating a calibrated SVM classifier to reduce computational costs.

Results: Our approach achieves an average data reduction of 26.6% across the several tasks of the BLUE
(Biomedical Language Understanding Evaluation) Benchmark, while maintaining performance comparable with
state-of-the-art models. The multi-task SVM configuration emerges as the most effective, demonstrating the
power of combining IS with MTL for biomedical NLP. As a result of the unified framework, Blue5 effectively
selects the most informative instances across tasks, ensuring model generalization while efficiently handling
multiple NLP tasks.

Conclusion: Our work offers a practical solution to address growing computational demands, enabling more

Multi-task learning
Instance selection

BLUE benchmark
Computational efficiency

scalable and accessible applications of advanced NLP techniques in biomedical research and healthcare.

1. Introduction

Biomedical natural language processing (NLP) tasks increasingly
rely on large language models (LLMs) and extensive datasets [1],
presenting significant computational challenges. Multi-task learning
(MTL) has emerged as a promising solution to these issues, offering
several advantages in the biomedical domain [2,3].

MTL’s core strength lies in its ability to train a single model on mul-
tiple related tasks simultaneously, leveraging the inherent relationships
and dependencies within the biomedical field. This approach improves
computational efficiency during inference, as the model can perform
several tasks in a single forward pass, reducing overall computational
costs compared to running multiple separate models [4]. Managing
and deploying a single multi-task model is often more efficient than
handling multiple separate models, simplifying maintenance and de-
ployment processes [5]. Furthermore, by sharing representations and
learning from complementary information across tasks, MTL models

can develop a more comprehensive understanding of complex biomedi-
cal concepts. This shared learning process could ensure consistency and
coherence in predictions across related tasks [6], a crucial aspect in the
complex and technical biomedical field.

However, the computational cost associated with training LLMs
on massive datasets poses a significant challenge, especially in the
biomedical field, where scientific literature and technical language are
prevalent. One potential solution to address this computational cost is
data reduction through Instance Selection (IS) [7], a data engineer
technique that aims to remove redundant or noisy instances from the
training set. While IS techniques have been extensively researched
for single-task scenarios, their application to multi-task settings in
biomedical NLP represents a novel approach to tackle the challenges
of large-scale training. Our work explores this innovative direction by
applying IS for computationally efficient MTL in the biomedical do-
main, a field which presents unique challenges, such as the complexity
of technical language and tasks, making efficient MTL strategies crucial.
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The key contributions of our work are:

Proposing Blue5', a multi-task model built upon the SciFive ar-
chitecture and developed through the integration of a Multi-Task
Learning (MTL) framework with Instance Selection (IS).
Analyzing the existing E2SC-IS framework [8], tailored for the
biomedical domain.

Evaluation on the BLUE (Biomedical Language Understanding
Evaluation) Benchmark, where our model approaches State-of-
the-Art (SOA) performances while reducing computational costs
in terms of time and resources.

Conducting a comprehensive ablation study that reveals task
interdependencies and their relative importance, demonstrating
how different BLUE Benchmark’s tasks contribute to the overall
model performance and instance selection efficiency.
Demonstrating Blue5’s generalizability through evaluation on ex-
ternal datasets beyond the BLUE benchmark, showing competitive
performance while maintaining significant data reduction.

Our proposed combined method enhances the scalability and applica-
bility of biomedical NLP by addressing the computational challenges
associated with large-scale datasets and complex language models.

2. Related work

Due to the challenges of single-task learning approaches, such as
high computational requirements, MTL has gained significant trac-
tion over the years [6]. Also within the NLP field, MTL models like
DecaNLP [9], T5 [10], and their subsequent variants [11] have demon-
strated promising performance gains by converting diverse language
tasks into unified formats like question-answering, reading compre-
hension [12], or text-to-text problems. Related works proposed jointly
learning tasks such as part-of-speech tagging and language model-
ing [13,14], while others suggested applying MTL in sequence tag-
ging [15] such as named entity recognition, also in the biomedical
domain. For instance, several authors explored the use of MTL for im-
proving the recognition of drug-related trigger words [16], events [17],
and other biomedical named entities [18,19], also in languages other
than English [20].

The success of these unified MTL approaches in NLP has inspired
their application in more specialized domains, like biomedicine. Re-
searchers explored two main directions so far. On the one hand, MTL
is applied on a unique core task leveraging annotations from multi-
ple corpora. For instance, named entity recognition [16,18,19,21-23],
relation extraction [24-26], and biomedical semantic indexing [27]
were explored. Among them, several studies integrated MTL into Trans-
formers’ architectures [23] to extract biomedical concepts from litera-
ture and clinical records [18,21,22], also exploiting domain-invariant
knowledge [28].

On the other hand, MTL is applied to simultaneously learn [29] mul-
tiple tasks exploiting annotations either from a single or more corpora.
Proposed approaches include joint models for extracting biomedical
entities and relations [30-32] on datasets like adverse drug events,
bacteria biotopes [30], and on datasets like the BioCreative/OHNLP
family history corpus [33,34]. The key idea is to leverage the different
annotation types (e.g., entities, relations) available in a single dataset
to train models on multiple tasks simultaneously using an MTL frame-
work. This multi-corpus approach has led to the challenge of large data
requirements, as researchers aim to comprehensively evaluate the capa-
bilities of biomedical language understanding models leveraging MTL.
To address this need, researchers have turned to existing large-scale
public benchmarks [1], such as BLUE [35] covering 10 datasets across

1 Model weights have been made available at https://huggingface.co/
Agnese/Blue5
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5 different tasks, and BLURB (Biomedical Language Understanding and
Reasoning Benchmark) spanning 13 datasets and 7 tasks [36].

However, the sheer volume of data required for training on these
benchmarks can be computationally and financially costly. To mit-
igate these challenges, researchers have explored data engineering
techniques [37,38], specifically IS methods [39], which aim to si-
multaneously achieve training set reduction, high effectiveness, and
high efficiency. While these methods have been well-studied for single-
task learning scenarios, their application to multi-task contexts repre-
sents a potentially new way forward in addressing large-scale training
challenges.

The literature categorizes IS methods according to the adopted
paradigm. Condensation methods [40] aim to find a minimal subset of
the original data that can accurately represent the entire dataset. Edit-
ing methods [41] start with the entire dataset and iteratively remove
instances that are deemed redundant or noisy. Hybrid methods [42]
combine elements from both condensation and editing approaches.
Density-based methods [43] select instances based on their density dis-
tribution in the feature space. Clustering-based methods [44] first clus-
ter the data and then select representative instances from each cluster.
Spatial hyperplane approaches [45] construct hyperplanes to partition
the feature space and select instances that lie near the hyperplanes.

Recently, the E2SC-IS framework [8], a hybrid IS method, has been
proposed, showing impressive improvements compared to other state-
of-the-art methods. By estimating the probability of removing each
instance from the training set using scalable, fast, and calibrated weak
classifiers, the authors have applied it to real-world text classification
tasks, including topic classification and sentiment analysis. This method
involves two subsequent steps: estimating the removal probability for
each instance and determining the optimal instance reduction rate
without compromising model effectiveness.

Our framework adapts this method to the biomedical domain, incor-
porating a different type of calibrated classifier to reduce computational
costs in terms of both time and resources. While deep learning models
have become dominant in NLP, traditional classifiers still play a rele-
vant role in certain tasks, particularly when computational efficiency
is a priority [46]. Among these, Support Vector Machines (SVMs) have
historically been one of the top-performing approaches in NLP and,
despite the rise of transformer-based architectures like BERT, continue
to demonstrate strong results in NLP tasks [47]. Their effectiveness
in instance selection tasks, where model interpretability and compu-
tational cost are crucial factors, makes them a suitable choice for
frameworks that aim to balance performance and efficiency [8]. This
adaptation aims to enhance the efficiency of multi-task training while
preserving the model’s performance and handling multiple distinct
tasks within the BLUE Benchmark.

3. Materials and methods
3.1. Model

SciFive is a Transformer-based language model tailored for scien-
tific and biomedical applications. It is initialized from the T5-Base
architecture [10], which employs an encoder—-decoder structure. This
architecture allows SciFive to process input sequences through its
encoder and generate output sequences through its decoder, making
it well-suited for various natural language processing tasks. SciFive
was then re-trained on various combinations of the C4 corpus [48], a
corpus of PubMed abstracts, and a corpus of PMC full-text articles. As
a model for our study, we chose SciFive because it leverages multi-
task learning, enabling it to perform a variety of tasks within the
biomedical domain. Transforming T5-based models into a multi-task
learner involves prefixing individual task instances with a task-specific
prefix, after which the model could be trained using the standard cross-
entropy loss. This approach allows the encoder to process the input
along with the task-specific prefix, while the decoder generates the
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appropriate output based on the encoded information. By employing
MTL, this text-to-text paradigm adopted by SciFive was a natural fit for
our goal of implementing multi-task learning in the biomedical domain,
dealing with large and varied data. The encoder—decoder structure is
particularly advantageous in this context, as it can handle both input
comprehension and output generation tasks effectively. This approach
allows the model to learn from the correct output sequence at each
step during training, improving its ability to generate coherent and
contextually relevant sequences. The decoder’s autoregressive nature,
where it generates outputs one token at a time while considering
previous outputs, further enhances the model’s capability to produce
high-quality, context-aware responses across various biomedical tasks.

3.2. Benchmark and datasets

The BLUE benchmark [35] consists of five different biomedicine
text-mining tasks with ten corpora that cover a broad range of data
quantities and difficulties.

Semantic text similarity (STS). The STS task utilizes two corpora. The
first, MedSTS, is a collection of sentence pairs from Mayo Clinic’s
clinical data warehouse, processed and split into train/valid/test sets as
described in [49]. This dataset focuses on clinical language and includes
a range of medical concepts and terminologies. The second is BIOSSES,
a corpus of sentence pairs from the Biomedical Summarization Track
Training Dataset [50], where 80% of the data is randomly selected for
training and 20% for testing. This dataset specifically targets biomed-
ical literature, providing a complementary perspective to the clinical
data.

Named entity recognition (NER). The NER task employs three com-
monly used biomedical datasets. BCSCDR disease, contains PubMed
articles annotated with disease mentions. BC5CDR chemical, derived
from the same articles as BC5CDR disease, but annotated with chemical
mentions. ShAre/CLEFE, a collection of clinical notes with disease
mentions. These datasets are processed and split into train/valid/test
sets following a methodology similar to that described in [51].

Relation extraction (RE). For the RE task, the benchmark includes
the ChemProt and DDI datasets. The first contains PubMed abstracts
with annotations of chemical-protein interactions, categorized into 13
relation types. The second one comprises texts from DrugBank and
MedLine abstracts, annotated with drug-drug interactions, classified
into four types. The preprocessing and data splits for these datasets
follow the approach outlined in [35].

Natural language inference (NLI). The NLI task employ the MedNLI
dataset, derived from MIMIC-III clinical notes. It contains sentence pairs
labeled as entailment, contradiction, or neutral. This dataset focuses
on clinical language and reasoning, presenting unique challenges in
medical context interpretation [52].

Document classification (DC). The document classification task employs
the Hallmarks of Cancer (HoC) dataset. It consists of PubMed abstracts
annotated with 10 hallmarks of cancer, allowing for multi-label clas-
sification. The F1 score is calculated on the sample average, following
the methodology described in [53].

3.3. Proposed framework

In this study, each input was prefixed with a unique identifier
corresponding to the specific task [54], guiding the model on the re-
quired operation. During the training phase, we meticulously prepared
datasets for each task, ensuring that each instance was preceded by
the appropriate prefix. This enabled the model to learn the association
between task-specific prefixes and the corresponding tasks effectively.
The tasks, their prefixes, and evaluation metrics are reported in Table
1.
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T5-like models inherently support task balancing through custom
dataloaders, which are designed to handle multiple tasks efficiently
[10]. These dataloaders automatically create infinite iterators for each
task-specific dataloader. This ensures a continuous flow of data from
each task, preventing interruptions when a DataLoader reaches the end
of a dataset. Moreover, it maintains a balance between tasks, ensuring
that no task is neglected during training. This functionality simplifies
the data management in multi-task learning contexts, eliminating the
need to manually reload data or handle the end of datasets.

However, multi-task fine-tuning proved to be an expensive process
requiring significant computational resources, both in terms of time and
memory. The high cost in terms of computational resources that we
encountered during our experiments constitutes an ideal scenario for
applying the following instance selection method [8].

The first step of this method involves assigning a probability to each
instance being removed from the training set, denoted as a(x).

A key requirement for the chosen weak classifier in this step is that
it must be calibrated. Among the available options, SVMs have histor-
ically excelled in NLP, balancing efficiency and effectiveness. Before
transformer-based models, they were among the top approaches and
still outperform deep learning in tasks where computational cost and
interpretability matter. Therefore, although the original method was
proposed with a k-Nearest Neighbors (kNN) classifier, we investigate
SVMs with the Platt scaling method as a calibrated alternative Platt
scaling is a method used to convert the output of an SVM into a
probability distribution. After training an SVM, the decision values are
fit to a logistic regression model, producing calibrated probabilities.
Specifically, for a classification problem, Platt scaling involves fitting
a sigmoid function:

1

p(y=yc|x)=m

where:

* p(y = y. | x) represents the probability that instance x belongs to
class y,.

* f(x) is the decision value from the SVM for instance x.

» A and B are parameters of the logistic regression model, learned
during the fitting process.

The proposed approach involves estimating the a parameters of a
probability distribution over a set of distinct classes Y = y,.... ., ...,
yc for a given encoded instance x, represented as P(Y = y,|x) ~ f,(x).
The output of f consists of probabilities p,, ..., p,.,...,pc for each class
in Y, with p, indicating the confidence level for class y..

To estimate «, the instance set is divided into 10-folds with separate
training and validation splits. Parameters f,(x); are fitted in each fold
i using the training split, and the adjusted function predicts the class
in the validation split, producing PR(x);. Instances are assigned to
the y, class with confidence levels p,. Correctly predicted instances
with p, > 0.8 are considered high-confidence and are removed, while
misclassified instances and those with p, < 0.8 are kept. Each instance
is then assigned an a(x) value.

The second step seeks the optimal g value, representing the propor-
tion of instances to remove without compromising the effectiveness of
the f,(x) model. Starting with an initial value (0), the corresponding
proportion is simulated for removal from the training set, weighted
by a(x). The f,(x(p)) is re-estimated on the reduced training set and
evaluated on the validation split. A t-test compares the effectiveness of
f.(x)and f,(x(B)). If statistically equivalent, § is incremented: f(i+1) =
B(i) + 5. This process continues until the model trained on the reduced
set remains statistically equivalent to the model trained on the complete
set.

The pipeline of the entire developed work is shown in Fig. 1.
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Table 1

Computers in Biology and Medicine 190 (2025) 110050

Summary of BLUE tasks with their corresponding abbreviations: SS (Sentence Similarity), NER (Named Entity Recognition), RE (Relation Extraction), DC (Document Classification),

NLI (Natural Language Inference). The metrics indicated include Pearson and F1 [35].

Corpus Train Dev Test Task Metrics Domain Prefix
MedSTS, sentence pairs 675 75 318 STS Pearson Clinical similarity
BIOSSES, sentence pairs 64 16 20 STS Pearson Biomedical similarity
BC5CDR-disease, mentions 4182 4244 4424 NER F1 Biomedical dis_ner
BC5CDR-chemical, mentions 5203 5347 5385 NER F1 Biomedical chem_ner
ShARe/CLEFE, mentions 4628 1075 5195 NER F1 Clinical sh_ner
DDI, relations 2937 1004 979 RE F1 Biomedical ddire
ChemProt, relations 4154 2416 3458 RE F1 Biomedical chem re
i2b2 2010, relations 3110 11 6293 RE F1 Clinical ib_rel
HoC, documents 1108 157 315 DC F1 Biomedical multilabel
MedNLI, pairs 11232 1395 1422 INF F1 Clinical mnli
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Fig. 1. Pipeline of our framework, starting from the pre-processing and dataset construction for multi-task learning integrated with Instance Selection to train SciFive on the BLUE

benchmark.

4. Results

We assess the effectiveness of our MTL framework with IS through
a model built on SciFive, benefiting from optimized task balancing
and instance selection to enhance training efficiency. Furthermore,
our model is trained for multiple tasks simultaneously, providing the
added advantage of handling various tasks within a single framework.
The following evaluation on the BLUE benchmark demonstrates how
this framework enables strong performance with reduced training data
and computational resources, resulting in Blue5. Our experimental
results are summarized in Table 2, where we compare four different
experimental configurations: single-task SVM, multi-task SVM, single-
task kNN, and multi-task kNN. The single-task configurations involve
calibrated SVM and kNN classifiers used for instance selection before
training the model on individual datasets. The multi-task configurations
involve calibrated SVM and kNN classifiers used for instance selection
on the combined dataset before applying MTL. Among these, the kNN
configurations were primarily used as baselines to provide a compara-
tive reference for evaluating our proposed SVM-based approach. The
table reports the reduction percentages and performances achieved
by each of these four configurations. For classification tasks, perfor-
mance is measured using F1 scores, while semantic similarity tasks use
Pearson correlation coefficients. These metrics align with the standard
evaluation approach used in the BLUE Benchmark, enabling consistent
comparisons with previous research in the field.

We report original data sizes and post-IS performance metrics
for each BLUE Benchmark task, compared against the state-of-the-art
(SOA) performance. The numbers highlighted in green indicate in-
stances where the multi-task SVM configuration achieved performance
that is particularly close to SOA, despite significant data reduction.

NER. On the NER tasks (BC5-chem, ShARe 2013, BC5disease), the
multi-task SVM setup achieves the highest reductions, ranging from
27.5% to 30%, while maintaining competitive performance within
0.06-0.15 of the SOA models. The single-task setups and multi-task
KNN achieve lower reductions and larger performance gaps.

RE. For RE tasks (DDI, i2b2 2010, ChemProt), the multi-task SVM
setup again demonstrates impressive results, with reductions of 26.5%-30%
and performance either matching or exceeding the SOA models (0.77-0.85
F1). The single-task SVM also performs well, with reductions of 15-16.7%
and F1 within 0.05-0.11 of SOA.

DC and STS. On the DC (HoC) and STS (MedSTS, BIOSSES) tasks,
the multi-task SVM setup achieves reductions of 17% to 26.7%, with
performances close to the SOA: 0.81 vs. 0.86 for HoC, 0.53 vs. 0.55 for
MedSTS, and 0.51 vs. 0.52 for BIOSSES, both evaluated using Pearson
correlation.

NLI. For the large NLI task (MedNLI), the multi-task SVM setup re-
duces the data by 27% while achieving an impressive 0.83 accu-
racy, getting closer the SOA (0.85). The single-task SVM also performs
reasonably with 19% reduction and 0.78 accuracy.

Overall, the multi-task SVM setup emerges as the most effective,
achieving an average reduction of 26.6% across all tasks while consis-
tently delivering competitive performance compared to SOA models.

As a result, Blue5 achieves a balance between computational effi-
ciency and competitive performance, demonstrating the effectiveness
of our framework in real-world biomedical NLP tasks

4.1. Framework analysis

To gain deeper insights into our instance selection approach, we
conducted an additional analysis comparing SVM and kNN as weak
classifiers within the IS framework, in both single-task and multi-task
settings. In both settings, we extracted features from the last layer of
an unfinetuned SciFive encoder for all samples. We then identified four
key subsets, as illustrated in Fig. 2:

+ I: samples removed only by the IS framework using SVM
+ II: samples removed only by the IS framework using kNN
« III: samples removed by both configurations

» T’: the remaining samples formed the reduced training set
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Table 2
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Performance metrics and reduction percentages across different experimental setups and tasks. For STS tasks, the performance is reported in terms of the Pearson correlation.
For the other classification tasks, the performance is reported in terms of F,-score. The last row of each macro-block shows the average reduction percentage and the average

performance (either Pearson or F).

Single task SVM

Multi task SVM

Single task KNN Multi task KNN

Task Data size SOA
% Performance % Performance % Performance % Performance
STS MedSTS 675 15.5% 0.51 26.0% 0.53 9.70% 0.50 14.0% 0.50 0.55
BIOSSES 64 12.6% 0.51 17.0% 0.51 11.0% 0.50 15.0% 0.51 0.52
Average 14.05% 0.51 21.5% 0.52 10.35% 0.50 14.5% 0.50
BC5-chem 4006 23.0% 0.74 30.0% 0.79 16.0% 0.71 20.0% 0.72 0.94
NER  ShARe 4628 17.6% 0.81 27.5% 0.88 13.6% 0.72 17.5% 0.72 0.92
BC5disease 5203 22.3% 0.75 28.3% 0.78 16.7% 0.74 21.0% 0.75 0.87
DDI 2937 15.0% 0.71 30.0% 0.77 11.2% 0.75 16.0% 0.73 0.82
RE i2b2 2010 3110 15.1% 0.82 27.0% 0.85 13.0% 0.79 17.0% 0.78 0.88
ChemProt 4154 16.7% 0.81 26.5% 0.83 11.5% 0.71 11.5% 0.72 0.86
DC HoC 1108 15.9% 0.72 26.7% 0.81 9.90% 0.71 10.5% 0.69 0.86
NLI MedNLI 11232 19.0% 0.78 27.0% 0.83 5.00% 0.74 10.5% 0.76 0.85
Average 17.5% 0.75 27.0% 0.81 12.1% 0.72 15.7% 0.73

II: I : .

Train

Fig. 2. The diagram shows the original training set (Train) with subsets removed by
SVM (I) and kNN (II) classifiers, including their overlap (III) and the remaining training
data (T7).

We calculated the maximum cosine similarity between each subset
(%SVM, %KNN, %Overlap) and train’. This analysis aimed to quantify
the semantic relationship between removed instances and the retained
training data, providing insights into the selection criteria of each weak
classifier. The maximum cosine similarity values offer a measure of how
closely the removed samples resemble the most semantically similar
retained samples, potentially indicating the redundancy or uniqueness
of the removed data points.

This comparison across the two weak classifiers and the two task
settings allows us to better understand the characteristics of instances
deemed less critical for model performance by our selection method,
and to evaluate the relative effectiveness of SVM and kNN in this role.
Table 3 reports the obtained results, providing the similarities scores
and the overlap percentages across all tasks and settings, offering an
overview of the relative effectiveness of SVM and kNN in their role
of weak classifiers within the IS framework. The kNN-based selection
strategy exhibits the lowest similarity values among removed instances
across tasks, indicating greater variability in the selection process. In
contrast, the SVM-based strategy demonstrates higher similarity be-
tween removed instance sets, consistently identifying and eliminating
semantically redundant instances, while maintaining a diverse and in-
formative training set. This improvement stems from replacing the kNN
classifier, previously explored in the literature, with an SVM classifier,
introduced as a novel component of our framework. As demonstrated in
our experiments, these larger reductions in semantically redundant in-
stances lead to improved performance, successfully achieving a primary
objective of our approach.

4.2. Ablation study

While our multi-task SVM configuration demonstrates superior per-
formance, a deeper understanding of task interdependencies is crucial.
To investigate these relationships, we conducted a comprehensive ab-
lation study examining how each task category impacts model perfor-
mance and instance selection capabilities. To visualize and quantify

these effects across different datasets, we present our findings through
detailed heatmaps in Fig. 3. Using our optimal MTL configuration as a
reference baseline, we systematically analyzed the effects of removing
individual task categories (denoted by ““/”). The heatmaps illustrate
both performance metrics and instance selection efficiency changes
when specific task categories are removed from training, with detailed
analysis and discussion provided in the Appendix.

Our findings reveal a clear hierarchy of task importance: NER
emerges as the most critical task, with its removal causing the greatest
performance degradation across all tasks, demonstrating its fundamen-
tal role in multi-task learning. RE follows as the second most influential
task, significantly affecting model performance, particularly in stabiliz-
ing NER and DC. NLI ranks third, showing a moderate but consistent
effect, while DC has a more limited impact on predictive performance.
STS remains the least impactful task, with only minor effects observed,
though it is worth noting that these datasets were among the least
populated, which may have influenced the results.

4.3. Generalizability

To evaluate our framework’s performance beyond the BLUE bench-
mark tasks, we identified corresponding external biomedical datasets:
EBMSASS [55] for STS, JNLPBA [56] for NER, GAD [57] for RE, N2c2
RFHD [58] for DC, and BioNLI [59] for NLI.

EBMSASS. EBMSASS is a semantic textual similarity dataset for
evidence-based medicine, featuring sentence pairs annotated with sim-
ilarity scores from biomedical literature.

JNLPBA. JNLPBA is a widely used named entity recognition corpus
that provides detailed annotations of biomedical entities such as pro-
teins, DNA, RNA, cell lines, and cell types extracted from research
articles.

GAD. GAD is derived from the Genetic Association Database and is
designed for relation extraction by capturing curated gene-disease as-
sociations from scientific studies.

N2c2 RFHD. N2c2 RFHD is a document classification dataset from the
National NLP Clinical Challenges, focusing on categorizing clinical texts
based on risk factors for heart disease.

BioNLI. BioNLI is a natural language inference dataset in the biomedi-
cal domain that consists of premise-hypothesis pairs labeled for entail-
ment, contradiction, or neutrality.

Table 4 presents the comparative analysis across three experimental
scenarios: Blue5 with our instance selection framework, SciFive em-
ploying the same instance selection methodology, and SciFive with
standard fine-tuning. Our investigation demonstrates that while SciFive
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Maximum cosine similarity scores between instances removed by only the SVM (I), by only the kNN (II), or by both (III) and the remaining training set (T’), for both single-task
and multi-task settings. The similarity between sets I and II is also included, and the percentage of overlap is presented in the last column of each setting block.

Task Single task setting Multi task setting
Ivs. T Mvs. T Tvs. II I vs. T’ % Overlap Ivs. T Mvs. T Tvs. II I vs. T’ % Overlap
MedSTS 0.35 0.15 0.13 0.20 10% 0.45 0.18 0.18 0.30 14%
BIOSSES 0.40 0.18 0.14 0.23 12% 0.50 0.22 0.19 0.32 16%
BC5-chem 0.38 0.17 0.15 0.22 13% 0.55 0.25 0.21 0.35 19%
ShARe 0.42 0.14 0.13 0.21 11% 0.53 0.21 0.20 0.33 17%
BC5disease 0.45 0.19 0.16 0.25 14% 0.57 0.27 0.23 0.37 21%
DDI 0.37 0.16 0.13 0.19 10% 0.50 0.20 0.17 0.31 15%
i2b2 2010 0.41 0.18 0.15 0.24 13% 0.52 0.23 0.20 0.34 18%
ChemProt 0.39 0.15 0.14 0.22 11% 0.51 0.19 0.18 0.29 14%
HoC 0.43 0.20 0.16 0.26 15% 0.54 0.24 0.22 0.36 20%
MedNLI 0.44 0.17 0.18 0.27 16% 0.53 0.26 0.23 0.38 22%
Average 0.40 0.17 0.15 0.23 13% 0.52 0.23 0.20 0.34 18%
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Fig. 3. Ablation study results showing how each task’s performance and instance selection efficiency are affected when individual task categories are systematically removed
(denoted by “/”) from our optimal MTL configuration. Each subfigure (a-e) shows the impact on a specific task through systematic task category removal.

achieves superior performance through standard fine-tuning, its em-
bedding space proves substantially less effective for instance selection
compared to Blue5’s representations.

The effectiveness of Blue5’s instance selection is evident across all
BLUE tasks when evaluated on these external datasets. On the NER
task, using JNLPBA as the external evaluation dataset, Blue5 achieves

a 26.6% data reduction while maintaining a score of 0.82, whereas
SciFive’s instance selection only manages a 12.1% reduction with a sig-
nificant performance drop to 0.71 (compared to its standard fine-tuning
score of 0.85).

This performance differential manifests consistently across other
tasks. For STS, evaluated on EBMSASS, Blue5’s instance selection
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Comparison of our Blue5 model, which incorporates multi-task SVM-based instance selection, against SciFive, both with instance selection and

standard tuning, across five external biomedical datasets.

Task Dataset Instance selection Standard-tuning
Blue5 SciFive SciFive
% Score % Score Score

STS EBMSASS 16,7 0,74 6,6 0,56 0,77

NER JNLPBA 26,6 0,82 12,1 0,71 0,85

RE GAD 22,4 0,87 9,7 0,68 0,89

DC N2c2 RFHD 25,7 0,86 13,3 0,72 0,89

NLI BioNLI 23,5 0,85 14,3 0,70 0,86

framework demonstrates robust performance, achieving a 0.74 score
while reducing the training corpus by 16.7%, significantly outperform-
ing SciFive’s instance selection, which exhibits limited data reduc-
tion capability (6.6%) and marked performance deterioration (0.56)
compared to standard fine-tuning (0.77). Similar patterns emerge for
RE and DC tasks, evaluated on GAD and N2c2 RFHD respectively,
where Blue5 enables more aggressive data reduction strategies (22.4%
and 25.7%) while maintaining performance metrics within a nar-
row margin (0.02-0.03) of standard fine-tuning. In contrast, SciFive’s
instance selection framework exhibits constrained data reduction capa-
bilities (9.7% and 13.3%) coupled with more substantial performance
degradation.

5. Discussion

Our experimental evaluation reveals the substantial benefits of tai-
lored Instance Selection strategies in enabling efficient multi-task learn-
ing for biomedical applications. The multi-task framework demon-
strates a remarkable ability to reduce training set size more aggressively
than single-task approaches, thanks to the synergistic “communication”
between tasks. This inter-task information sharing uncovers greater
redundancies across the dataset, allowing for more substantial data
reduction without compromising model performance.

The multi-task SVM configuration emerges as the standout per-
former, achieving impressive average reductions of 27% for classifica-
tion tasks and 21.5% for semantic text similarity tasks across the BLUE
Benchmark. This significant reduction is made possible by the SVM’s
capacity to leverage the shared information landscape created by the
multi-task setting. In comparison, the multi-task kNN setup achieved
more modest reductions of 15.7% and 15.5% for these task categories
respectively.

The framework analysis corroborates these findings. Higher max-
imum cosine similarity scores between removed instances and the
reduced training set in the multi-task SVM configuration suggest a
more refined selection process. Additionally, the increased overlap
percentage between SVM and kNN-removed instances in the multi-task
setting (14%—-22% vs. 10%-16% in single-task) indicates that the multi-
task framework helps both classifiers converge on a more consistent
set of less critical instances. These findings underscore the power of
multi-task learning in biomedical contexts, where the interconnected
nature of tasks allows for more effective identification and elimination
of redundant information.

The ablation study provided a clear hierarchy of task importance
within our MTL framework, considering both performance and instance
selection efficiency. NER emerged as the most critical task, with its
removal causing the most significant degradation across all tasks. This
highlights its central role, as it provides structured entity information
that benefits both predictive accuracy and the selection of relevant
training instances. RE follows as the second most influential task, its
removal led to a notable drop in effectiveness, particularly affecting
NER and DC. NLI ranks third, showing a moderate but consistent
effect. DC had a more limited impact, while STS remained the least
influential, likely due to its smaller dataset size. These findings confirm

that NER and RE are the key drivers of both model performance and
instance selection efficiency, defining the overall effectiveness of our
MTL framework.

The evaluation on external datasets further validates our frame-
work’s effectiveness beyond the BLUE benchmark in two critical as-
pects. First, they demonstrate that our instance selection approach
consistently maintains performance levels close to state-of-the-art mod-
els, with performance gaps ranging from just 0.01 to 0.03 points across
all tasks and datasets. Second, the substantial and consistent data
reductions achieved across all external datasets validate our frame-
work’s effectiveness in improving computational efficiency while pre-
serving model performance. The consistency between these results and
our BLUE benchmark findings (Table 2) provides compelling evidence
for our framework’s robustness and transferability. In both scenarios,
our approach demonstrates the ability to achieve near state-of-the-art
performance while significantly reducing computational requirements,
suggesting that its benefits extend beyond any specific benchmark or
dataset. Moreover, the marked disparity in instance selection effective-
ness between Blue5 and SciFive, despite employing identical selection
methodologies, highlights the unique characteristics of Blue5’s embed-
ding space. The superior performance of Blue5’s instance selection
across all tasks indicates that its embeddings are inherently more
conducive to identifying the most informative instances, enabling more
aggressive data reduction without compromising performance.

Crucially, despite the substantial decrease in training data, the
multi-task models maintain efficiency levels comparable to state-of-
the-art approaches. This demonstrates that the multi-task framework
not only enables more aggressive instance selection but does so while
preserving the model’s ability to generalize and perform effectively
across diverse biomedical tasks.

6. Conclusion

This research presents a novel approach to addressing computa-
tional challenges in biomedical NLP by combining instance selection
with multi-task learning. The proposed Blue5 model, applied to the
BLUE Benchmark, demonstrates significant advancements in computa-
tional efficiency while maintaining high performance standards. Our
method achieves an impressive average data reduction of 26.6% across
all tasks without compromising model performance, leveraging the
unified text-to-text paradigm of the SciFive model and tailored IS
strategies. The success of our approach can be attributed to the effective
identification and removal of redundant instances, information sharing
across tasks in MTL settings, and a careful balance between data
reduction and performance maintenance.

The generalizability of our model was further confirmed on exter-
nal biomedical datasets, where Blue5’s instance selection mechanism
outperformed the SciFive baseline by more effectively filtering redun-
dant instances without compromising performance. However, while the
BLUE benchmark represents a well-balanced compromise between task
completeness and dataset size, making it suitable even for institutions
with limited computational resources, further evaluation on additional
biomedical NLP tasks that are not included in well-known benchmarks,
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Results of the ablation study, evaluating the impact of removing each task on both overall multi-task learning performance and the instance selection process within our framework.
The “MTL” columns represent the best overall results obtained before ablation, while the “MTL - Task” columns show the impact on both metrics after excluding the corresponding
task. Performance is measured using Pearson correlation for the STS task and Fl-score for all other tasks.

MTL - STS MTL - NER MTL - RE MTL - DC MTL - NLI MTL
% Perf. % Perf. % Perf. % Perf. % Perf. % Perf.
STS MedSTS / / 18.6 0.44 19.4 0.47 21.6 0.49 21.0 0.45 26.0 0.53
BIOSSES / / 11.1 0.45 13.5 0.46 14.6 0.47 14.4 0.45 17.0 0.51
BC5-chem 28.8 0.78 / / 22.2 0.71 24.0 0.76 23.6 0.70 30.0 0.79
NER ShARe 27.0 0.88 / / 21.5 0.79 23.3 0.82 22.3 0.77 27.5 0.88
BC5disease 28.0 0.77 / / 20.0 0.69 22.1 0.74 21.7 0.69 28.3 0.78
DDI 29.1 0.77 21.0 0.66 / / 23.2 0.73 22.5 0.69 30.0 0.77
RE i2b2 2010 26.9 0.85 19.9 0.76 / / 23.4 0.81 22.2 0.79 27.0 0.85
ChemProt 25.8 0.82 19.2 0.74 / / 22.0 0.78 21.4 0.75 26.5 0.83
DC HoC 26.7 0.80 20.1 0.68 22.0 0.72 / / 22.3 0.73 26.7 0.81
NLI MedNLI 26.9 0.81 19.8 0.76 21.1 0.78 23.0 0.78 / / 27.0 0.83

e.g., question-answering, could provide deeper insights into the appli-
cability of our multi-task instance selection framework, which led to the
development of Blue5. While our results are promising, they also open
avenues for future research, such as ablation studies to provide insights
into task interdependencies. The conducted ablation study revealed a
hierarchy of task importance, with NER emerging as the most critical
category. These outcomes underscore the scalability of our approach
and its potential applicability beyond the BLUE benchmark.
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Appendix. Task interdependency analysis

To analyze task interdependencies in the BLUE benchmark, we con-
ducted an ablation study by systematically removing each task category
while maintaining our SVM-based instance selection approach. The
results, presented in Table A.5, highlight the impact of each task on
model performance and instance selection efficiency, revealing how
different tasks contribute to the framework’s predictive capabilities and
selection mechanisms.

Performance analysis. The performance analysis confirms a structured
hierarchy of task influences.

NER emerges as the most critical task, with its removal leading
to the most substantial performance degradation, averaging a 0.081-
point decrease across the remaining tasks. This drop is particularly
evident in RE, DC, and NLI, reinforcing the strong interdependencies
between these tasks. The dependency between NER and RE aligns with
expectations, as these tasks frequently co-occur in text-based biomed-
ical tasks where named entity recognition supports relation extraction
by providing structured entity representations. Similarly, the observed
decline in DC and NLI when NER is removed suggests that tasks relying
on contextual understanding suffer when named entity information is
missing.

RE follows as the second most influential task, with its removal
causing a 0.043-point drop in performance, particularly affecting NER
and DC. This result indicates that relation extraction contributes sig-
nificantly to learning by reinforcing contextual dependencies across
multiple tasks. However, the fact that its removal has a slightly less
pronounced impact than NER suggests that named entity recognition
provides a stronger backbone for multi-task learning.

NLI and DC demonstrate moderate but comparable effects, each
showing performance reductions of 0.074 and 0.040 points, respec-
tively. The decrease in NLI suggests that textual inference plays a role
in improving representations across tasks but does not serve as a core
stabilizer like NER or RE. Similarly, the moderate impact of DC suggests
that document classification benefits from shared representations but is
less dependent on direct interactions with the other tasks.

STS has the least impact on model performance, with a 0.001-point
drop, reinforcing its role as a peripheral task that does not significantly
contribute to cross-task learning.

Instance selection efficiency analysis. The instance selection efficiency
analysis further supports Performance Analysis’ findings.

NER removal has the strongest effect, leading to an average de-
crease of 1.80 percentage points across the remaining tasks. This con-
firms its foundational role in guiding instance selection, as named entity
recognition provides structured information that enhances multiple
downstream tasks. Its absence disrupts the selection process, causing
a consistent decline in efficiency.
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RE follows, resulting in an average reduction of 1.17 percentage
points for the remaining tasks, reinforcing its importance in multi-task
interactions. While its influence is slightly weaker than NER’s, its role in
structuring contextual dependencies ensures a meaningful contribution
to instance selection. The results suggest that relation extraction refines
task-specific learning signals, strengthening the selection framework.

NLI and DC show comparable effects, with average declines of 1.11
and 0.98 percentage points, respectively. These findings indicate that
while their impact is moderate, they still play a crucial role in selection
efficiency. NLI appears to refine the instance selection process, likely
by improving contextual representations, whereas DC, although not a
primary driver, contributes to filtering relevant instances.

STS has the least influence, leading to an average drop of only 0.07
percentage points, confirming its marginal role in selection dynamics.

Finally, it is important to note that dataset size may have influ-
enced these findings. The datasets associated with DC and STS were
among the least populated, which could mean that their perceived
contributions are underestimated. With larger datasets, their role in
multi-task interactions might become more evident, potentially altering
their relative importance.

These results confirm that NER is the most fundamental task, serv-
ing as a key driver of both performance and instance selection effi-
ciency. RE acts as a critical stabilizer, particularly for entity-driven
tasks, while NLI and DC, despite their moderate effects on predictive
performance, play a larger role in structured instance selection. STS,
in contrast, remains largely isolated within the framework, providing
minimal improvements in both dimensions. This suggests that NER
and RE should be prioritized in multi-task learning setups, while the
necessity of STS should be evaluated based on task-specific objectives.
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