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Blendshape Features meet Action Units:
a clinical mapping for enhancing Facial Expression Analysis

Abstract

Facial Expression Analysis (FEA) is a computational approach, crucial for understanding human emotions and mental
states, with applications in healthcare, social robotics, and driver-state monitoring. Traditional FEA techniques often
rely on Action Units (AUs) and the Facial Action Coding System (FACS), which provide a structured framework but
may miss subtle micro-expressions and can become ambiguous in complex or rapidly changing emotional states.
Blendshape Features (BFs), originally developed for computer graphics, offer a continuous, high-resolution
alternative. This study offers two key contributions: (i) a systematic review of AUs and BFs in FEA research, with a
focus on their roles in human-centered applications, and (ii) an expert-validated mapping procedure that links BFs to
AUs, integrating the descriptive precision of BFs and the interpretive structure of AUs. The mapping was developed
through an independent annotation and consensus process involving ten licensed clinical psychologists and
psychotherapists with expertise in analyzing nonverbal behavior. Overall, 88% of mappings reached unanimous
agreement among the experts, while 98% were supported by a majority (i.e., 6/10). To our knowledge, this represents
one of the first publicly documented efforts toward a standardized mapping between MediaPipe’s 52 blendshape
coefficients and AUs. This resource provides a milestone for advancing FEA toward greater expressivity, scalability,
and psychological interpretability, with direct implications for behavioral science, clinical diagnostics, human-

computer interaction, and mental health assessment.
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1. Introduction

Facial Expression Analysis (FEA) is an important area for understanding human emotions and individuals’ well-being,
supporting effective social communication. Facial expressions convey nonverbal cues that reveal affect, intention, and
reaction. Because of this, FEA is a fundamental building block of human-centered technologies. In recent years, FEA
has been extended beyond interpersonal interaction to domains such as social robotics (Rawal et al., 2022), driver
fatigue monitoring (Jeong et al., 2018), and healthcare. Within healthcare, FEA plays a role in pain assessment
(Alkhouli et al., 2023), emotional monitoring (Turcian et al., 2023), and early detection of mental health conditions
(Gupta et al., 2022; Hossain et al., 2024).

Given these wide-ranging applications, the development of objective methods for advancing the extraction and
analysis of facial expressions and emaotions is essential. The first significant step was made in 1872 when Charles
Darwin proposed the universality of facial expressions across human cultures. In the 1960s, Paul Ekman provided
cross-cultural evidence for this claim, leading to Basic Emotion Theory and, in 1978, the development of the Facial
Action Coding System (FACS) (Ekman & Friesen, 1969, 1978). This system decomposes all visually observable facial
actions into discrete components, known as Action Units (AUs), each corresponding to a specific facial muscle
activation. This enables highly detailed and objective analysis of facial expressions, forming the foundation of most
modern FEA systems. In the 1990s, greater computing power moved FEA from psychological theory to computer-
based systems. Early pipelines relied on edge detection, template matching, and optical flow. More recently, Machine
Learning (ML) and Deep Learning (DL) enabled data-driven AU detection in images and videos (Zhi et al., 2020;
Shao et al., 2021; Kollias et al., 2022; Jacob & Stenger, 2021). This progress aligns with a broader adoption of
transformer-based architectures in affective computing, which have shown strong representational capacity across
facial, behavioral, and speech modalities. For example, MMATrans advances FEA through muscle-movement-aware
transformers (Liu et al., 2024), NGDNet leverages infrared data for head-pose estimation in classroom on-task
behavior analysis (Liu et al., 2021), and ESERNet applies a Swin Transformer to speech emotion recognition in
classroom discourse (Liu et al., 2025).

Despite these advances, AU-based approaches remain central to interpretable FEA and continue to face practical
challenges: (i) dynamic settings, performance drops in naturalistic, fast-changing displays; (ii) scalability, manual

FACS coding is labor-intensive and requires expert training; (iii) intensity estimation, automated AU detection still



struggles to reliably estimate AU intensity; (iv) interpretative ambiguity, single AUs can correspond to multiple
emotional states; and (v) coverage gaps, several AUs remain underrepresented in current pipelines.

In this context, Blendshape Features (BFs) offer a promising alternative. BFs are continuous, high-resolution
descriptors that efficiently quantify movement in specific facial regions at low computational cost. They capture subtle
motion dynamics and asymmetries that discrete AU representations fail to record. However, their applicability to FEA
is held back by the lack of psychological interpretability, as BFs are not intrinsically linked to emotion theory or
clinical constructs, reducing their utility in human-centered and clinical contexts.

To address this gap, we introduce an expert-validated mapping between MediaPipe BFs and AUs, combining the
descriptive precision of BFs with the psychological interpretability of FACS. To achieve this, we recruited ten clinical
experts in video-based behavioral coding and implemented a protocol including an independent blinded annotation
phase. Inter-rater reliability was then quantified to evaluate agreement across experts. This process yielded a lookup
table linking 52 MediaPipe BFs to corresponding FACS AUSs.

The remainder of the paper is organized as follows. Section 2 reviews the theoretical and applied use of AUs in FEA,
particularly in clinical, psychological, and cognitive research. Section 3 introduces the structure, extraction, and
computational advantages of BFs, and Section 4 discusses how they can address key limitations of AU-based
approaches. Section 5 describes the expert-driven mapping procedure and its reliability analysis, while results are
reported in Section 6. Finally, Section 7 discusses the relevance of this resource for developing FEA systems that are
both computationally robust and psychologically interpretable. Beyond technical innovation, the integration of BFs
with AUs opens new opportunities for behavioral research. By providing interpretable and fine-grained measures of
facial dynamics, this framework enables the study of human affect, social interaction, and engagement in naturalistic

settings, thus contributing to key domains of human-computer interaction and clinical psychology.

2. AUs and the FACS

FACS is the most widely used, validated framework for facial-expression analysis. It provides a structured and
comprehensive framework for coding individual facial muscle actions: the AUs. Each AU corresponds to the
contraction of specific facial muscles, allowing for a precise anatomy-based analysis of facial behavior. Using FACS,

any expression can be represented as a combination of AUs, offering researchers a standardized lexicon for encoding



and interpreting expressive behavior. However, accurately detecting and tracking AUs in static images or video
streams remains challenging and labor-intensive. Facial asymmetry and complex muscle interactions make manual
coding difficult, as noted by Yan et al. (2020). Despite its rigor, FACS coding is time-consuming and requires expert
training. Proficiency demands extensive practice (Ekman & Rosenberg, 2005), and one minute of video can take up
to two hours to code. These practical limitations have driven development of automated AU detection methods (e.g.,
Donato et al., 1999; Bartlett et al., 2006) to speed up and standardize the process. Recently, computer vision and ML

techniques have further advanced automatic FER, enabling the detection of AUs directly from images and video.

2.1 Automated AU detection: approaches and benchmarking

Over the past two decades, AU detection has evolved from classic computer vision techniques to DL methods,
including convolutional, graph-based, and transformer architectures. Competitions and benchmark datasets, such as
Aff-Wild2 dataset (Kollias et al., 2018), BP4D (Zhang et al., 2014) and DISFA (Mavadati et al., 2013), have supported
the development of automatic recognition systems. However, despite notable progress, performance levels remain
only moderate and often insufficient for sensitive real-world applications such as clinical practice or mental health
monitoring. For instance, in the 2022 AU detection challenge, nineteen teams participated, but only eight surpassed
the baseline performance (F1-score of 36.5%) in estimating 12 target AUs from 541 videos in the Aff-Wild2 dataset.
The winning model (Zhang et al., 2022) achieved an F1-score of 49.9%, followed closely by the second- (Jiang et al.,
2022) and third-place (Nguyen et al., 2022) teams with 49.8% and 49.0%, respectively.

On the BP4D dataset, comprising 328 videos annotated with 12 AUs, only a limited number of studies have achieved
F1-scores slightly exceeding 65% (Luo et al., 2022; Yan et al., 2022). DL models developed in the mid-2010s typically
achieved F1-scores in the 45-55% range (e.g., Zhao et al., 2015; Zhao et al., 2016). More recent approaches have
improved performance, reporting F1-scores between approximately 50% and 65% (Zeng et al., 2015; Jaiswal &
Valstar, 2016; Chu et al., 2016; Li W. et al., 2017; Zhang et al., 2018; Corneanu et al., 2018; Shao et al., 2018, 2019,
2021; Li G. et al., 2019; Jacob & Stenger, 2021; Song T. et al., 2021; Li X. et al., 2021, 2023; Zhang et al., 2021;
Tallec et al., 2022; Song W. et al., 2022; Yang et al., 2023).

A similar trend is observed in the DISFA dataset, which contains videos from 27 subjects with 4,845 frames annotated
for 8 AUs. Studies conducted between 2015 and 2019 generally reported F1-scores below 60% (Zhao et al., 2016; Li

W. et al., 2017, 2018; Zhang et al., 2018; Shao et al., 2018, 2019), while more recent work (Song T. et al., 2021; Li



X. etal., 2021, 2023; Luo et al., 2022; Song W. et al., 2022; Yan et al., 2022; Yang et al., 2023) has achieved scores

in the low-to-mid 60% range. Fig. 1 summarizes the AU detection performance on the BP4D and DISFA datasets.

AU Detection Performance

Fig. 1. F1-scores of AU detection methods on BP4D (in blue) and DISFA (in orange) datasets. Dotted lines indicate the average

performance across methods for each dataset.

Despite recent progress, current results remain insufficiently reliable for deployment in sensitive, real-world contexts
such as clinical practice. Furthermore, relatively few studies have addressed the estimation of AU intensity (i.e. the
degree to which an AU is expressed), which continues to pose a significant challenge. Notable exceptions include the
work of Shiomi et al. (2022) and Gudi et al. (2015); however, robust and standardized methods for intensity estimation

remain underdeveloped compared to those for detecting AU occurrence.
2.2 Applications of AUs in clinical and behavioral research

Originally conceived for emotion-recognition research (Ekman & Friesen, 1969, 1978; Ekman et al., 2002), FACS
now has broad clinical and behavioral applications, including neurodevelopmental disorders, psychiatry, pain,
education and cognition. In autism spectrum condition, AU-based analyses reveal atypical expressivity and mimicry,
informing assessment and intervention research (Bangerter et al., 2020; Liu et al., 2023).

Empathy-related mimicry has been examined with electromyography (EMG) and automated FACS; EMG shows
higher sensitivity (Kovalchuk et al., 2022), and dynamic, interactive stimuli amplify effects observable in FACS-based
studies (Hsu et al., 2020). Very subtle facial movements may still be missed, especially in clinical populations (Hsu

& Sato, 2023).



In mood and affective disorders, AU configurations indicate reduced expressivity and disorder-specific patterns
(Blasberg et al., 2023; Jung et al., 2023). AU-based ML models reach acceptable screening performance, although
further clinical validation is needed (Gavrilescu & Vizireanu, 2019; Gupta et al., 2022). In pain research, AUs capture
involuntary expressions useful for nonverbal patients (Rojo et al., 2015; Zafar & Khan, 2014), but accuracy and
robustness decline with head movements and anatomical variation. In educational and cognitive contexts, AU tracking
supports estimates of attention, engagement, and cognitive load, with behavioral correlations in e-learning and
classroom settings (Bouhlal et al., 2022; Miao et al., 2022). Together, these applications demonstrate utility while
underscoring the need for robust, interpretable pipelines and reliable intensity estimation.

2.3. Limitations of AU-based systems

Despite recent advancements, real-time and accurate AU-based systems still face several limitations. We summarize

five key challenges relevant to behavioral applications:

e Limitations in dynamic and naturalistic settings. Performance drops in video and naturalistic contexts, where
speech-related orofacial movements confound emotion inference, and longer within-subject dynamics (e.g., pain
expression stability) are often overlooked (Namba et al., 2021). These challenges are particularly relevant for
ecological behavioral and clinical studies (Salah et al., 2011).

e Challenges in generalizability and practical implementation. Cultural variability, video quality requirements, and
the costs of manual coding limit scalability and generalizability (Adyapady & Annappa, 2023); adopting more
descriptive, movement-based approaches may better capture expressions not reducible to conventional emotion
categories.

e Technical constraints of automated AU detection. Automated algorithms cannot yet match the muscle-level
resolution of manual coding (Durdn & Fernandez-Dols, 2021); co-occurrences, intensity, and robustness “in the
wild” remain critical challenges (Zhi et al., 2020), with direct implications for behavioral studies requiring
reliability and interpretability.

e Interpretative ambiguity of AUs. The non-unique mapping between AUs and emotions (many-to-many)
introduces contextual ambiguity; intensity and combinations further alter expressive meaning, complicating
affective inference in real-world scenarios. As illustrated in Fig. 2, alluvial diagrams show the complex many-to-
many relationships between facial AUs and emotional states. Several AUs contribute to multiple emotions,

underscoring the ambiguity and context-dependence of AU-based emotion recognition (Clark et al., 2020; Zhi et



al., 2021; Meza-Garcia & Rodriguez-lbafiez, 2021; Yao et al., 2021; Du & Martinez, 2015; Yang et al., 2019;
Gavrilescu & Vizireanu, 2019).

AUs Emotions

anger
AU22+AU25

AU14+AU17 frustration

fear
AU14

disgust
AU17

physical pain
AU15

happiness

AUG disdain

contempt

sadness

AU5
angrily disgusted

hate
AU10
surprise

joy

embarrassment

anxiety

Fig. 2. An illustration of the many-to-many relationships between AUs and emotional states.

e Underrepresented AUs and the need for broader representation. Jaw and lip-related movements remain
underrepresented, despite their importance for stress or arousal and their role in modulating valence and
intensity. Including them could enrich interpretation of subtle signals in behavioral studies.

Collectively, these limitations highlight the need for continuous, lateralized, and computationally tractable

representations of facial dynamics, a gap that BFs aim to address in the next section.

3. Blendshape Features

BFs provide a modern, computationally efficient representation of facial movement. Parametric facial modeling
emerged in the 1970s and became standard in commercial animation by the late 1980s (Parke, 1972; Parke, 1974;
Bergeron, 1987; Elson, 1990). BFs (also known as blend shapes or morph targets) encode deformations of a 3D face

model relative to a neutral mesh. Each BF corresponds to a specific deformation and takes a continuous value between



0 and 1 indicating its intensity (e.g., eyebrow raise, lip curl, jaw drop). Combining multiple BFs at varying intensities
can synthesize or describe a wide range of facial expressions. Today, BFs are widely used in film and animation to
produce lifelike digital characters (e.g., The Curious Case of Benjamin Button, King Kong, and The Lord of the Rings
trilogy; Flueckiger, 2011; Sagar & Grossman, 2006; Singer, 2003).

More recently, blendshape technology has moved into consumer devices and real-time systems. In 2017, Apple’s
ARK:it introduced augmented-reality avatars driven by BFs (Apple, 2017). In 2019, Google released MediaPipe with
a real-time pipeline for blendshape coefficients (Lugaresi et al., 2019). Despite these advances in graphics and
interactive media, the use of BFs in FEA and affective computing remains relatively nascent. A notable exception is
Wang et al. (2020), who used BFs as input features to a convolutional model for FER, with promising results. Overall,
the full potential of BFs for emotion recognition and behavioral analysis has yet to be realized, especially in
psychological or clinical contexts. This gap motivates our expert-validated BF—-AU mapping, which aims to

complement AU-based approaches by aligning continuous BFs with interpretable facial actions.
3.1. Computational and methodological strengths

BFs possess several computational advantages that make them attractive for FER. First, they provide a high-resolution
measurement of facial movement. Each BF quantifies the activation of a specific facial deformation along a continuous
scale, allowing for precise intensity measurement and the detection of micro-expressions that might be too subtle to
trigger a discrete AU label. This continuous nature enables more sensitive analysis of expression dynamics and the
smooth modeling of transitions between emotional states (for example, a gradual change from a neutral face to a slight
smile and then to a broad grin can be captured incrementally by BFs). Second, BFs can capture lateralized movements
independently for the two sides of the face, which is important for analyzing asymmetry. Emotional expressions can
sometimes be asymmetrical (e.g., a smirk on one side); AUs can account for left/right versions of some actions, but
BFs inherently treat each deformation and side continuously, offering fine-grained insight into such differences. This
is useful for research on neurological or psychological phenomena where facial asymmetry is relevant (such as
hemispheric differences in emotional expression or the study of facial palsy). Third, BFs can integrate spatial and
postural information beyond isolated muscle contractions. Many blendshape systems include parameters related to
jaw position, head orientation, eyeball movement, and gaze direction, effectively combining facial expression coding
with head pose and eye movement. This multimodal integration means BFs can provide a more holistic description of

face and head dynamics, broadening the scope beyond what AUs alone represent. Such rich descriptions are beneficial



for applications that go beyond simple emotion labelling, for instance, understanding conversational signals,
attentional focus, or social cues that involve coordinated head and face movements.

From a practical standpoint, BFs are more accessible for real-time computation and easier to integrate into modern
ML pipelines than raw image features or even engineered AU features. With open-source tools like MediaPipe readily
available, developers can extract a standardized set of BFs from video in real time on common hardware. This
eliminates much of the complex pre-processing or feature engineering required for AU detection. Moreover, the
continuous and dense nature of the BF representation aligns well with the needs of data-hungry DL models. Instead
of dealing with sparse and discrete AU labels, a network can be trained end-to-end on sequences of BFs, potentially
learning temporal patterns of facial movement directly. BFs thus reduce the reliance on handcrafted features and allow
leveraging large-scale datasets more effectively for training FEA and FER systems. In summary, while AUs offer
interpretability and a direct link to established emotion theory, BFs provide a high-resolution, scalable, and
computationally robust alternative for capturing facial dynamics. By finding ways to connect the two, harnessing the
rich legacy of AU research to inform the use of BFs, we can aim for FEA systems that are both psychologically
interpretable and computationally efficient.

3.2. BF extraction and MediaPipe

One of the most advanced implementations of real-time BF extraction is provided by Google’s MediaPipe Face Mesh
solution (Lugaresi et al., 2019). MediaPipe is a cross-platform framework for building customizable ML pipelines for
perceptual data (e.g., video, audio). Its face mesh module uses a two-step process to compute blendshape coefficients
from video input. First, it performs face detection and then fits a 3D mesh model to the detected face. The fitting is
achieved via a lightweight deep neural network that predicts the locations of 478 facial landmarks on the image. This
model was evaluated on a dataset of 1,700 images spanning 17 different demographic groups and achieved a mean
absolute error of about 2.62 pixels (£1.03) in landmark localization, with performance remaining consistent across
gender (difference ~0.01%) and skin tone (difference ~0.41%) groups. These results indicate that the 3D face mesh is
both accurate and unbiased across diverse faces. Full technical details of the face mesh are available in the model card
provided by MediaPipe. In the second step, the system uses a subset of the 3D landmarks (in particular, 146 key
points) as input to a regression model which estimates a set of 52 blendshape coefficients. This set includes one
coefficient representing the probability of a neutral expression, along with dozens of coefficients corresponding to

specific facial movements. Specifically, the coefficients are related to brow movements (e.qg., raising or furrowing of



the left and right eyebrows), jaw position (e.g., opening the mouth, shifting the jaw), mouth shapes (smiling, frowning,
lip puckering, etc., including separate values for left/right asymmetrical mouth actions), eye squinting/blinking, cheek
movements, and nose wrinkling. Each coefficient is a continuous value normalized between 0 and 1, where 0 means
the deformation is not present and 1 indicates it is fully expressed. In practical terms, these blendshape values can be
thought of as the machine’s estimate of how much each prototypical facial action is activated at any given moment.

The MediaPipe blendshape model has been tested for both accuracy and speed. In one evaluation, it was applied to a
dataset of 511 samples that included multi-view facial images along with ground-truth 3D meshes. The overall mean
absolute deviation between the predicted and true blendshape values was 0.199 (+0.237), indicating a high
correspondence between the automated predictions and the actual facial deformations. Furthermore, the blendshape
predictions showed minimal bias: differences in error across gender were on the order of 0.004, and across different
skin tone groups around 0.008, which are negligible. The entire pipeline is optimized for real-time performance on a
variety of devices, including smartphones, which underscores its potential for widespread use in real-world
applications (e.g., mobile health monitoring or educational tools). MediaPipe’s face tracking and BF extraction runs
efficiently, achieving high frame rates by leveraging GPU acceleration when available. The system is robust under a
range of conditions, though certain failure modes exist: performance degrades if the face is largely occluded (e.g.,
more than 50% covered), if the head is rotated at extreme angles (beyond ~80°), or under very poor lighting and image
quality (motion blur or heavy visual noise). These limitations are important to consider when deploying the technology
in uncontrolled environments. Nonetheless, the availability of a reliable, open-source solution for extracting a rich set
of BFs greatly facilitates research into FEA using BFs. It allows researchers and developers to obtain a standardized
set of continuous facial features without needing to design their own face-tracking algorithms, thereby accelerating

the exploration of BFs in affective computing.

4. Comparative analysis: AUs vs. BFs

The AU approach is rooted in decades of behavioral science and provides an anatomically grounded way to describe
facial activity: each AU has a clear definition in terms of muscle movement. This interpretability is a key strength of
AUs, especially in clinical and psychological contexts. Furthermore, mappings from AUs to emotions or states have
been documented in the literature, making AU-based readings inherently meaningful to human experts. However,

manual FACS coding is resource-intensive and not scalable for large datasets or real-time use. Current automatic



detection methods are trained to detect only a limited subset of the more than 30 AUs defined in FACS, achieving
moderate accuracy (around 50-60%). This performance may be insufficient in applications requiring high sensitivity
to subtle expressions (Gavrilescu & Vizireanu, 2019). Moreover, most automated systems handle AU intensity in a
coarse manner, often by assigning it to a few ordinal categories or ignoring it altogether. This discretization can miss
micro-expressions or low-intensity affective signals, which, despite being brief or subtle, may convey critical
information (e.g., a fleeting expression of fear or surprise). In contrast, BFs offer a continuous, high-resolution
representation of facial movement that addresses many of these limitations. As proportional measures, BFs capture
even the smallest facial movements as subtle shifts in value, enabling the detection of micro-expressions and nuanced
changes in expression intensity that may fall below the threshold of AU-based systems. For instance, a faint half-smile
that might go unrecognized as AU12 in FACS could still appear as a slight increase in the “mouth smile” BF on one
side of the face. This highlights BFs’ ability to sensitively track subtle expression dynamics over time. Unlike the
discrete nature of AU-based descriptors, BFs also effectively capture smooth transitions between expressions, offering
a more faithful representation of continuous emotional change. Another advantage of BFs is their ability to represent
asymmetrical expressions in a straightforward manner: since blendshape systems output separate values for left-side
and right-side movements (e.g., a left smile vs. right smile coefficient), the degree of asymmetry is directly encoded
and can be analyzed quantitatively. This lateralized information can be important for research on brain lateralization,
nuanced emotional expressions, or conditions like stroke that affect one side of the face. BFs also naturally encompass
a broader description of the face’s state, including head pose or eye gaze if those are integrated in the model, which
AUs alone do not cover. This makes BFs a more holistic descriptor of nonverbal behavior in contexts where head
movements and gaze direction matter in concert with facial expressions (for example, in social interactions or joint
attention scenarios).

From an implementation standpoint, BFs are user-friendly, with widely available and speed-optimized extraction
tools. For instance, engineers can use libraries like MediaPipe to obtain a ready-made vector of 52 facial features,
avoiding the need to design custom extractors or rely on proprietary AU models limited in scope. This enables faster
prototyping and real-time FEA on everyday devices, expanding potential applications to mobile apps, interactive
games, and therapeutic biofeedback systems. Additionally, BFs generate dense feature vectors for every frame,
making them well-suited to modern DL approaches, such as recurrent neural networks or transformers, that model

temporal patterns in facial behavior. In contrast, AU-based data are often sparse, with many AUs inactive most of the



time, and may require additional preprocessing or smoothing. The continuous nature of BFs aligns more naturally
with data-driven models and can reduce the need for complex preprocessing or augmentation.

While BFs offer detailed and easily extracted representations of facial movement, they lack inherent psychological
meaning, individual blendshapes (e.g., cheek puff) provide little insight into emotion without context. AUs, by
contrast, offer interpretability and links to emotional categories. Rather than competing, BFs and AUs are
complementary: mapping BFs onto AUs combines the descriptive richness of BFs with the psychological clarity of

AUs. This integration enables more expressive, scalable, and interpretable FEA systems.

5. Methods

5.1. Expert-driven BF—AU mapping procedure

To enable the effective use of BFs in emotion recognition, we established an expert-driven mapping from BFs to AUs.
This mapping was designed to connect each of the 52 MediaPipe (version 0.10.35) facial blendshape coefficients with
one or more FACS AUs, thereby combining the strengths of both representations. The 52 BFs were distributed across
six facial regions: brow (4), eye (12), jaw (4), cheek (4), mouth (23), and nose (5). The annotation task was exclusively
based on the semantic definitions of AUs and BFs; no image or video dataset was annotated. BF visual representations
consisted of schematic facial deformation illustrations from the Apple ARKit documentation
(https://developer.apple.com/documentation/arkit/arfaceanchor/blendshapelocation/), whereas AU visual references
were based on the canonical photographic examples in the FACS manual (Ekman et al., 2002). These materials were
provided only as static visual support to facilitate the experts’ conceptual judgment. To perform the mapping, we
convened a panel of practitioners with extensive experience in video-based behavioral observation. Specifically, we
enrolled 10 participants, including 2 males (mean age=51.0+11.0 years) and 8 females (mean age=38.8+4.3 years).
The youngest and oldest experts were 32 and 62 years old, with the median age of 40.0. All experts were licensed
clinical psychologists or psychotherapists with at least 10 years of experience in analyzing facial behavior in
therapeutic or observational settings, which supported the reliability of their judgments. They were recruited from
diverse institutional backgrounds (academic, clinical, applied research), ensuring a heterogeneous perspective. Each
expert completed the mapping independently, without knowing the others’ responses (a blinded procedure), to ensure

unbiased judgments.



For each BF, the experts were instructed to determine its correspondence to AUs according to the following guidelines:

e Direct AU mapping: if the BF clearly corresponded to a specific AU or set of AUs.

e Conditional AU mapping: if the BF could correspond to an AU, when occurring with another BF. The expert
could specify a conditional mapping (e.g., “BF X corresponds to AU Y only when paired with BF Z”).

e No equivalent (unmapped): if the BF had no clear counterpart in FACS (e.g., it represented a facial movement
not coded by any AU).

e Not feasible alone: if the expert judged that the facial movement represented by the BF could not occur in
isolation due to anatomical or neurological constraints (and thus has no standalone AU meaning). This is the
case of specific muscle movements that always co-occur with others in real expressions.

After the independent mapping phase, the mappings from all experts were collected. We then held a consensus meeting
in which areas of disagreement or ambiguity were discussed. During this session, the experts compared their reasoning
for mappings and resolved any misunderstandings about BF definitions or AU criteria. Following the discussion, each
expert had an opportunity to revise their mappings considering the group insights (while still making the final decisions
individually). We defined a mapping as confirmed if most of the experts converged on the same correspondence. For
each BF, if six or more experts assigned it the same AU or set of AUs (or agreed it was unmapped), we accepted that
as the consensus mapping. BF-to-AU correspondences that did not meet this agreement threshold were marked as
indeterminate or as requiring further investigation. The consensus discussion followed pre-specified facilitation rules
(turn-taking, focus on discordant items during discussion). Unresolved items were flagged as ‘unmapped’ and
re-examined individually post-discussion. Full operational details and the complete list of BFs, each linked to its
official documentation and visual representation, are provided in Supplementary Protocol S1. Complete mapping
tables and annotation summaries are provided in Supplementary Table S1 (BF-AU mapping) and Supplementary
Table S2 (Anonymized experts’ mapping of the most ambiguous mouth-related BFs).

All BF—AU mapping activities were conducted within the framework of the RESILIENT project (protocol CNR-IRIB-
PRO-2024-009). This project was approved by the Palermo 1 Local Ethics Committee (approval No. 13/2024, dated
22 May 2024) and was formally authorized by the National Research Council’s Institute for Biomedical Research and
Innovation (CNR-IRIB). The study is registered on ClinicalTrials.gov (ID: NCT06490783) and did not involve the
use of any drugs or therapeutic interventions, being purely observational in nature. All participating experts provided

written informed consent after being fully briefed on the study’s purpose and procedures. Furthermore, no biometric



or personally identifiable data were collected from participants at any stage, ensuring anonymity and privacy in

accordance with current ethical standards.

5.2. Statistical Analysis

Inter-rater reliability for the BF-AU mappings was assessed using two complementary approaches: a nominal single-
label framework and a multi-label framework. Under the single-label assumption (i.e., each rater assigns one AU per
BF), the proportion of raters endorsing the modal AU (“modal agreement %”) was computed for each BF as a
descriptive concordance index. Overall reliability was quantified using Fleiss’ « (Fleiss, 1971), calculated from
itemxcategory count matrices (rows = BFs, columns = AU categories, cells = number of raters assigning that AU).
Uncertainty for k and mean modal agreement was estimated via non-parametric bootstrap (Efron & Tibshirani, 1993)
with B = 500 resamples over BFs, sampled with replacement (BF-level resampling unit). To examine changes across
rounds, per-BF modal agreement values from Round 1 and Round 2 were compared using a paired Wilcoxon signed-
rank test (Wilcoxon, 1945). We used a two-sided alternative hypothesis, expecting higher agreement after discussion.
Effect size was reported as r = Z/YN (Rosenthal, 1994), where N corresponds to the number of non-zero paired BF-
level differences included in the Wilcoxon procedure. To facilitate verification, we additionally report the standardized
Z statistic and N (paired observations) together with W and the p-value. Additionally, Fleiss’ k was computed
separately for each facial region (brow, eye, jaw, mouth, cheek) to localize potential reliability gains. These region-
wise analyses were intended as exploratory and were not corrected for multiple comparisons.

In the multi-label framework (allowing each BF to be associated with multiple AUs per rater), inter-rater reliability
was estimated using Krippendorff’s a (Krippendorff, 2018) with a nominal metric, computed both at the individual
AU level and aggregated per facial region. Overall a values were accompanied by 95% confidence intervals derived
from bootstrap resampling (B = 500), with bootstrap resampling performed at the BF level (resampling BFs with
replacement). Region-wise o estimates were used to detect localized improvements between rounds. This second
analysis was included to capture the richer, non-exclusive coding patterns present in the expert annotations, which are

not fully represented by single-label measures.



6. Results

Expert consensus was evaluated using Fleiss’ « (primary metric) and the proportion of raters endorsing the modal AU
for each BF, with 95% confidence intervals (Cls) estimated via non-parametric bootstrap (B = 500). From the blinded
phase (Round 1) to the post-discussion phase (Round 2), agreement improved substantially. In Round 1, 61% of BFs
were mapped with full agreement from all experts, 10% achieved agreement from nine experts, 20% from eight
experts, and 8% from six experts. Only one BF showed agreement from three experts. The mean modal agreement
was 88.3% [84.8, 92.0], with k = 0.80. After the structured discussion, 88% of BFs reached full consensus, one BF
was agreed upon by seven experts, 6% by six experts, and one BF by five experts. Both indices increased: mean modal
agreement reached 95.5% [92.2, 98.2], and k rose to 0.92. A paired Wilcoxon signed-rank test confirmed a statistically
significant improvement in per-BF agreement (two-sided Wilcoxon: W =0, Z =4.339, N = 24, p < 0.0001, r = 0.886).
Region-wise k analyses localized the largest post-discussion gains to the eye (0.65 — 0.93) and cheek (0.68 — 1.00)
regions, while jaw (0.86 — 0.87) and mouth (0.76 — 0.85) showed smaller but consistent increases. Brow mappings
were already at the ceiling (1.00 — 1.00). These improvements corresponded to the resolution of specific ambiguities
discussed during the consensus phase, particularly involving subtle eyelid movements, cheek inflation, and lower-
mouth actions. Table 1 and Figure 3 (left panel) summarize Fleiss’ k results, reporting the k value and the
corresponding CI for each region and overall. The wide bootstrap ClI for cheek Fleiss’ k in Round 1 [-0.11, 0.68] is
mainly attributable to the small number of cheek-related BFs (n = 4). In this setting, disagreement on even a single
BF has a substantial impact on the estimated reliability and on the bootstrap distribution of k. Following the discussion
phase, all cheek-related BFs achieved full agreement across experts (k=1.00), resulting in a degenerate confidence
interval [1.00, 1.00] in Round 2.

At the item level, the greatest increases in modal agreement were observed for eye look down left, eye look down
right, mouth lower down left, mouth lower down right, and cheek puff (all A =+30%). By Round 2, concordance was
100% for the primary correspondence indicated by all experts, with residual ambiguity confined to a small subset of
mouth-related BFs, likely reflecting context-dependent, low-amplitude deformations that may require conditional
mapping rules (e.g., co-activation patterns) rather than strict one-to-one correspondences. The observed « values < 1.0

arise from the occasional selection of secondary correspondences by a subset of experts, which
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Fig. 3. Forest plot of Fleiss’ k (left) and Krippendorff’s o (right) by facial region.

increases the effective disagreement in the calculation despite full agreement on the primary mapping. Specifically,
the primary correspondence of BFs related to jaw, nose, brow, eye and cheek movements achieved 100% agreement.
For eye-related BFs, all experts identified AU7 (left/right) as corresponding to eye squint left and eye squint right,
respectively, while 6 out of 10 also indicated AU44 (left/right) as a possible correspondence. Similarly, although cheek
puff was primarily linked to AU33, 6 out of 10 experts also identified AU34 as a possible correspondence. Regarding
mouth-related BFs, 18 out of 23 (78%) achieved full consensus (100% agreement). Mouth close was mapped with
agreement from 7 out of 10 experts, while mouth shrug lower, mouth press left and mouth press right reached
agreement from 6 out of 10 experts. Mouth shrug upper did not meet the agreement threshold, obtaining an agreement
from 5 out of 10 experts.

In the multi-label analysis, where experts could indicate multiple AU correspondences for the same BF, inter-rater
reliability quantified via Krippendorff’s a (nominal) increased from 0.613 in Round 1 to 0.778 in Round 2 (weighted
across AUs). Region-wise o estimates followed the same pattern observed in the single-label analysis, with the largest
improvements in the eye and cheek regions. This complementary analysis preserves secondary or alternative AU
correspondences originally indicated by the experts, thereby retaining the ambiguity inherent in the annotations and
providing a more conservative estimate of agreement. Nonetheless, the findings consistently support a marked

improvement in expert consensus following the structured discussion phase.



Table 1. Summary of reliability metrics for both single-label (Fleiss’ k; point estimates) and multi-label (Krippendorff’s a; 95%
bootstrap CI) analyses, region-wise estimates and corresponding 95% confidence intervals (CI; L=lower bound, U=upper bound).

R1=Round 1 (blind phase), R2=Round 2 (post-discussion phase).

Region [ xR1 | CI o] kR2 | CI Cl aR1 Cl Cl aR2 Cl Cl
LRl |UR1 LR2 | UR2 LR1 UR1L LR2 |UR2
Overall |1 0.799 | 0.738 | 0.857 | 0.919 | 0.858 | 0.96 | 0.613 | 0.530 0.613 | 0.778 | 0.694 | 0.80
5 3
brow 1.000 | 1.000 | 1.000 | 1.000 | 1.000 | 1.00 | 1.000 | 1.000 1.000 | 1.000 | 1.000 | 1.00
0 0
cheek 0.683 | - 0.683 | 1.000 | 1.000 | 1.00 | 0.581 | 0.548 0.581 | 0.785 | 0.765 | 0.78
0.111 0 5
eye 0.646 | 0.514 | 0.735 | 0.931 | 0.856 | 0.98 | 0.441 | 0.356 0.471 | 0.708 | 0.669 | 0.79
2 4
jaw 0.856 | 0.510 | 1.000 | 0.873 | 0.556 | 1.00 | 0.781 | 0.681 1.000 | 0.872 | 0.809 | 1.00
0 0
mouth | 0.766 | 0.644 | 0.872 | 0.854 | 0.731 | 0.96 [ 0.577 | 0.496 0.631 | 0.685 | 0.597 | 0.83
8 9
nose - - -0.111 | NA NA NA | -0.056 | -0.056 | 0.000 | NA NA NA
0.111 ] 0.111

Detailed results of Krippendorff’s a for each region and overall are reported in Table 1, together with single-label
(Fleiss’ «) analysis. Figure 3 (right panel) presents the forest plot Krippendorff’s a across facial regions for both
rounds.

Fig. 4 displays the mapping results. In particular, Panel (a) shows the mapping from BFs to AUs, with BFs grouped
by facial region: brow (light green), eye (light blue), jaw (coral), cheek (fuchsia), mouth (plum), and nose (orange).
When two BFs are side by side, their combination is required to codify the corresponding AU. BFs for which high-
concordance mapping (> 60% expert agreement, i.e., at least 6 out of 10 experts) was not achieved are reported without
mapping. AUs linked to basic emotions are highlighted in gray. Panel (b) presents a circus plot dedicated to emotion
mapping. The outer ring displays the BFs. The gray ring indicates lateralized AU mapping (e.g., left/right variants),
while the white ring shows one-to-one or combined BF-AU mappings. The central circle links AUs to specific
emotions: happiness (yellow), surprise (orange), anger (red), fear (light blue), sadness (dark blue), disgust (green),
and contempt (purple). This graph shows the correspondence between BFs and emotions. For instance, the co-
occurrence of mouth smile left, mouth smile right, cheek squint left, and cheek squint right codifies the emotion of
happiness. Panel (c) and (d) detail the BF-AUs mappings for the lower and upper face, respectively, including
lateralized AUs. For instance, mouth smile left, and mouth smile right correspond to L12 and R12, respectively.

Together they codify AU12, also known as lip corner puller. This same logic applies to other lateralized mappings.




By contrast, some BFs correspond directly to a single AU, without requiring combination. This is the case for mouth

close, mouth pucker, mouth funnel, jaw left, jaw right, jaw forward, and brow inner up. Others map to multiple AUs
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Fig. 4. BF-to-AU mapping. Panel (a) illustrates how individual or combined BFs correspond to a specific AU; BFs for which high-
concordance mapping (defined as >60% expert agreement, i.e., at least 6 out of 10 experts) was not achieved are reported without
mapping. Panel (b) shows the relationship between BFs, AUs, and basic emotions. Panels (c) and (d) detail BF-to-AU mappings

for the lower and upper face, respectively, including information on lateralization.

depending on the context or degree of activation. For example, jaw open can codify both AU26 and AU27, depending
on the degree. Eye blink left and eye blink right, corresponding to L45 and R45, can codify both AU43 and AU45

when combined, depending on the duration the eyes are kept closed. Cheek puff can be mapped into AU33 (cheek



blow) or AU34 (cheek puff) depending on whether the air is blown out through the lips or trapped inside the mouth.
Finally, eye look up left and eye look up right cannot occur separately but, when combined, codify AU63 (eyes up).

The same holds for eye look down left and eye look down right, which jointly codify AU64.
7. Discussion

This study provides a transparent, expert-validated resource that operationalizes BF-AU alignment for clinical and
human-centered contexts. While AUs, within the FACS framework, remain the most widely adopted system due to
their anatomical grounding and psychological interpretability, AU-based pipelines have well-known practical
limitations: intensity is typically encoded at coarse, ordinal levels (and often binarized in practice), lateral asymmetries
are frequently ignored, and complex or rapidly changing displays can lead to ambiguous emotional inferences. These
issues are particularly relevant in applied settings where subtle facial cues carry significant meaning, such as clinical
assessment or affective computing. BFs offer a complementary alternative. As continuous, fine-grained parameters of
facial motion, they capture intensity and asymmetry with high sensitivity, are directly extractable using real-time tools
like MediaPipe, and can be readily integrated into modern ML pipelines. However, their lack of psychological
grounding has limited their use beyond computer graphics.

The expert-based mapping from BFs to AUs presented here addresses this gap. It enables BF-based systems to benefit
from the interpretive legacy of FACS, while retaining the resolution and flexibility of the BF representation. This
hybrid approach may support a shift in FEA, combining expressivity, interpretability, and computational scalability.
The mapping was established through consensus among ten expert annotators with clinical and behavioral coding
experience. The adopted protocol combined blinded ratings with structured consensus, thereby enhancing both
credibility and clinical relevance. From the blinded phase (Round 1) to the post-discussion phase (Round 2), agreement
increased significantly, as confirmed by multiple statistical analyses. The resulting mapping covers 34 distinct AUs,
supports lateralization, and provides intensity estimation, whereas most existing automated AU detection systems are
limited to a smaller subset of AUs and typically lack both reliable intensity estimation and lateralized representations.
Following Round 2, 88% of BFs reached full agreement (i.e., unanimity across experts); jaw, nose, brow, and cheek
movements showed particularly high reliability, whereas some mouth-related BFs (e.g., mouth shrug lower) remained
ambiguous. Agreement improvement is also supported by statistical analysis. Indeed, mean modal agreement
increased from 88.3% to 95.5%, Fleiss’ «k rose from 0.80 to 0.92, and Krippendorff’s o improved from 0.61 to 0.78.

Furthermore, the lower bound of the CI increased markedly in the Krippendorff’s o analysis (0.530 to 0.694),



indicating improved overall reliability. However, the Cl at Round 2 was slightly wider than that observed at Round 1.
This likely reflects the conservative nature of the multi-label Krippendorff’s a analysis, which preserves residual
ambiguity by allowing experts to indicate secondary AU correspondences. Indeed, all agreement metrics consistently
indicate a substantial improvement in expert consensus following the discussion phase. Residual disagreement in
Round 2 was confined to a limited subset of mouth-related BFs and subtle eye/cheek movements, where multiple
plausible AU mappings may coexist depending on activation intensity or contextual co-activation patterns. The mouth
region appears particularly challenging for BF—AU mapping, due to the high density of AUs, overlapping muscular
activation, and co-occurring facial movements. Importantly, only one BF (mouth shrug upper) failed to reach the
predefined agreement threshold after the discussion phase. However, some other mouth-related BFs (i.e., mouth shrug
upper and mouth press left/right) remained highly debated despite technically reaching consensus, with the remaining
minority votes distributed across multiple alternative AU interpretations. Despite these challenges, agreement within
the mouth region still improved from Round 1 to Round 2 (e.g., x increased from 0.76 to 0.85), and 18 out of 23 (78%)
mouth-related BFs achieved full consensus. Brief summaries of disagreement patterns for mouth-related BFs are
provided in Supplementary Table S2. These divergent cases reflect not only annotation difficulty but also intrinsic
interpretive variability, a common challenge when linking facial movement to discrete emotional categories. From a
behavioral perspective, this variability mirrors the complexity of human expressivity in natural contexts. For example,
ambiguous mouth-related features may correspond to subtle affective states such as hesitation, irony, or suppressed
emotion, which are critical for understanding nuanced social interactions. Such cases may benefit from probabilistic
BF-AU associations or explicit context constraints (e.g., co-activation rules), rather than rigid one-to-one mappings.
Furthermore, although the mapping protocols are designed to ensure validity, expert interpretations may remain
subject to influence from individual clinical perspectives or cultural backgrounds. Future studies should extend the
validation across more diverse expert groups.

Moreover, the BF-AU mapping may be less reliable under extreme head poses (e.g., >80°), extended occlusions (e.g.,
>50% face coverage), poor lighting or heavy blur, and culturally diverse expressivity patterns. We recommend
minimum quality checks (visibility and resolution thresholds), pose normalization or exclusion rules, and contextual
co-activation rules, especially for mouth-related features, to reduce ambiguity. These thresholds are operational

guidelines consistent with the failure modes described in 3.2 and help standardize data quality in applied settings.



While our expert panel consisted of licensed clinical psychologists and psychotherapists with at least 10 years of
experience, a limited amount of residual ambiguity persisted, especially for a small subset of mouth-related BFs.
Importantly, the mapping remains highly usable as a standardized reference: after the discussion phase, 18/23 mouth-
related BFs reached full unanimity and 22/23 met our predefined high-concordance threshold (>6/10 experts), with
only mouthShrugUpper remaining below threshold. The BF-AU correspondences are provided as a lookup table
together with explicit decision rules, enabling researchers and users without FACS training to apply the mapping
without requiring clinical-level expertise. For transparency, Supplementary Table S2 reports anonymized expert-level
mappings for the most debated mouth-related BFs, which we recommend treating cautiously and, where appropriate,
verifying via simple co-activation or intensity checks when the application context allows.

Regarding technical dependencies, the BF nomenclature and definitions used in this study are based on the
MediaPipe/ARKit facial blendshape representation implemented in MediaPipe version 0.10.35. While our work does
not perform automatic BF extraction but focuses on establishing a semantic BF-AU mapping through expert
consensus, the mapping is inherently tied to the specific blendshape definitions provided by the MediaPipe/ARKit
framework. According to the official documentation and release notes, recent MediaPipe updates have mainly
concerned API compatibility and backend optimizations, with no major modifications affecting the ARKit-compatible
BF definitions. Nevertheless, future replications using updated software versions should verify that the BF definitions
remain consistent, and any significant changes to the blendshape model should prompt a re-evaluation of the affected
mappings. An important limitation of the present work is that the BF—AU mapping was established through expert
consensus on semantic and visual definitions, without empirical validation against real facial behavior data. While
this approach ensures conceptual coherence and leverages deep clinical expertise, it does not verify whether the
proposed correspondences hold when applied to actual facial movements captured in naturalistic conditions. Future
studies should therefore validate the mapping against FACS-coded facial video recordings, comparing the BF-derived
AU labels with annotations produced by FACS-certified coders on established benchmark datasets (e.g., BP4D,
DISFA, Aff-Wild2). Complementary validation through EMG, which provides direct measures of facial muscle
activation, would further strengthen the empirical grounding of the proposed correspondences. Such cross-validation
is essential to assess the ecological validity of the mapping and to identify potential discrepancies between semantic

plausibility and observed facial behavior.



A current limitation is that the proposed mapping has not yet been empirically tested in a downstream FEA/FER task.
While the mapping is grounded in expert consensus and supported by strong inter-rater reliability, its practical impact
on classification or intensity estimation performance remains to be demonstrated. Importantly, the proposed approach
is model-agnostic and can be leveraged by state-of-the-art sequence models, including transformers operating on BF
time series. Future work will include end-to-end FER model comparison to assess (i) the performance of different
deep learning models, and (ii) the effectiveness of mapped BFs versus raw BFs or conventional AUs when used as
model inputs, on benchmarks such as Aff-Wild2, BP4D, and DISFA. All resources (mapping tables and protocol) are
available in Supplementary Materials (see Data availability). Future studies will also integrate the BF-AU mapping
into emotion-recognition models and evaluate its effectiveness in applied scenarios, such as e-learning engagement
analysis, mental health monitoring, and human-robot interaction.

This work opens several research and application paths. Technically, the mapping can enable training AU-based
models on BF inputs, or support hybrid architectures that combine the structural interpretability of AUs with the
dynamic precision of BFs. Clinically, it may be promising for populations with atypical expressivity (e.g. autism,
depression, chronic pain). Beyond AU detection, BFs could aid intensity estimation, micro-expression recognition,
and multimodal emotion analysis. For instance, the mapping may facilitate integrated analyses that span facial action,
head pose, and gaze, combining BF descriptors related to jaw and head dynamics with eye-gaze estimators. Their
continuous and lateralized structure also suits time-series modeling, potentially enriching studies of affective dynamics
and individual differences in emotional behavior. Empirical validation on large, annotated datasets, exploration of
probabilistic mappings, and integration into explainable-Al systems are promising next steps. More broadly, this work
supports a movement toward flexible, anatomically grounded, and computationally tractable models of facial
expression, with BFs as a powerful complement to traditional AU-based approaches.

On this rationale, this study enables direct use of MediaPipe blendshape outputs, improves interpretability via
AU/FACS linkage, and supports fine-grained intensity and lateralization analyses. The proposed mapping therefore
offers a tool not only for improving FER systems but also for advancing behavioral science research on emotion,

empathy, and nonverbal communication.



8. Conclusions

This work integrates two complementary approaches to FEA: the anatomically grounded but discrete AU framework,
and the continuous, high-resolution representation of BFs. While AUs remain dominant in psychological and clinical
applications, BFs offer practical advantages in intensity granularity, lateralization, and computational efficiency. By
developing an expert-validated mapping from BFs to AUs, we align the two representations and enable the adoption
of BF-based models within interpretable FEA pipelines. This framework supports more expressive, scalable, and
human-aware emotion recognition systems and can be extended to dynamic, multimodal, and real-time settings, from
social robotics to mental health assessment, strengthening links between affective computing and behavioral science.
By combining computational precision with psychological interpretability, our work provides a foundation for new
interdisciplinary research across computer vision and the behavioral and clinical sciences, ultimately enriching our
understanding of how emotions and social signals are expressed, perceived, and mediated in human-computer
interaction. Future studies will evaluate mapped BFs against raw BFs and conventional AUs on standard benchmarks

to test downstream performance and robustness.
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Highlights

e Presents a comprehensive overview of Action Units (AUs) in Facial Expression Analysis (FEA) and their
applications in clinical and human behavioral research

e Discuss the limitations of AUs and the need for advanced facial dynamics, introducing the Blendshapes Features
(BFs).

e Provides an expert-validated mapping from BFs to AUs, with 88% unanimous agreement and 98% majority
agreement.

e  Establishes the first standardized framework connecting advanced BFs to traditional FEA based on AUs.

e Enhances FEA interpretability and scalability for applications in healthcare, mental health diagnosis, and

affective computing.
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