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Abstract
Large Language Models (LLMs) demonstrate significant persuasive
capabilities in one-on-one interactions, but their influence within
social networks, where interconnected users and complex opinion
dynamics pose unique challenges, remains underexplored. This pa-
per addresses the research question: Can LLMs generate meaningful
content that maximizes user engagement on social networks?

To answer this, we propose a pipeline using reinforcement learn-
ing with simulated feedback, where the network’s response to LLM-
generated content (i.e., the reward) is simulated through a formal
engagement model. This approach bypasses the temporal cost and
complexity of live experiments, enabling an efficient feedback loop
between the LLM and the network under study. It also allows to
control over endogenous factors such as the LLM’s position within
the social network and the distribution of opinions on a given topic.
Our approach is adaptive to the opinion distribution of the un-
derlying network and agnostic to the specifics of the engagement
model, which is embedded as a plug-and-play component. Such
flexibility makes it suitable for more complex engagement tasks
and interventions in computational social science.

Using our framework, we analyze the performance of LLMs in
generating social engagement under different conditions, show-
casing their full potential in this task. The experimental code is
publicly available.1

CCS Concepts
• Networks → Social media networks; • Human-centered
computing→ Collaborative and social computing systems
and tools; • Computing methodologies→ Neural networks;
Modeling and simulation; Natural language generation.
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1 Introduction
Large Language Models (LLMs) have recently gained a great deal of
attention, especially for their capabilities in one-to-one interactions.
Researchers have deeply investigated their skills and limits, com-
paring LLMs to humans in one-on-one interactions such as, e.g.,
their abilities in gaming settings [22, 29]. A recent research direc-
tion empirically investigates the susceptibility [13] and persuasive
capabilities of LLMs [9, 52], showing that contextual information
in specific domains can enhance LLMs’ persuasiveness [42]. In par-
ticular, LLMs have shown competence in generating persuasive
messages in public health [32] and personalized advertising [43].

This body of work focuses on the capabilities of LLMs in one-on-
one interactions within isolated contexts. However, their potential
within broader interconnected structures, such as their ability to
create information cascades among the users of a social network,
remains largely unexplored. Such capacity can have significant im-
plications, including fostering discussions, shaping opinions, and
driving behavioral changes among users. In light of this, we address
the following research question: Can LLMs learn to generate mean-
ingful content that maximizes user engagement on social networks?

Our proposal to answer this question is a framework based on
reinforcement learning, whose high-level vision is depicted in Fig-
ure 1. We begin by prompting the LLM with a query 𝑞 describing
the topic of interest. The LLM generates a text 𝑡 , which is then in-
jected into the social network by an agent (a node of the network),
acting as the injection point and representing the LLM itself. The
content 𝑡 propagates through the network, generating a certain
level of engagement, i.e., the number of users interacting with 𝑡 .
This observed engagement, combined with a fluency score of the
text 𝑡 , is returned to the LLM as a reward which is used to fine-tune
the LLM’s generation abilities to maximize the expected reward.
This process is repeated until convergence.

The framework presented in Figure 1 can be realized by means of
Reinforcement Learning with Human Feedback (RLHF), an approach
which has gained popularity due to its effectiveness in various
learning tasks [33], including fine-tuning of LLMs [46]. However,
conducting actual live experiments involving propagating content
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Figure 1: A visual representation of the proposed framework:
(a) A query @is prompted to the LLM, which generates con-
tent C. (b) The content Cis injected into the social network
(i.e., posted by a node that corresponds to the LLM agent) and
starts to propagate into the network according to an engage-
ment model. (c) The number of active users at the end of the
propagation is returned to the LLM as the observed reward.
The process repeats until convergence.

through a social network and waiting for responses, is complex
and time consuming. This is a common challenge in RLHF frame-
works [12]. To overcome this, we leverage an approach based on
Reinforcement Learning from Simulated Feedback(RLSF). Speci�-
cally, we adopt a proxy model to simulate the network's response,
employing a formal engagement mechanism, which borrows ideas
from both information propagation and opinion dynamics litera-
ture [20]. In addition to bypassing the temporal cost and complexity
of live experiments, thus enabling an e�cient and e�ective feedback
loop between the LLM agent and the network under study, such an
approach also allows to control over endogenous factors such as
the LLM's position within the social network and the distribution
of opinions on a given topic. Thanks to the feedback loop, the LLM
learns to adapt to the current topic, the social network structure,
and the distribution of opinions in the network. For instance, if the
opinion of the network on the given topic is prevalently negative,
the generated content should have a negative leaning so to engage
as many users as possible.

Using our framework, we analyze the capabilities and limitations
of LLMs in tackling the given task, speci�cally considering the rela-
tive positions of the LLM as an agent within the social network and
the distribution of opinions in the network on the given topic. The
experimental evaluation suggests that our framework isagnosticto
the underlying propagation model and fullyadaptive, meaning that
the LLM agent automatically adapts the sentiment of the generated
content to the underlying opinion distributions. We further show
that our �ne-tuning process is e�ective over both synthetic and real
social networks, and that the engagement produced with generated
posts by means of our propagation model, is comparable to that of
actual content within a real network.

The rest of the paper is structured as follows. Section 2 reports
an overview of the literature related to our problem. We formalize
the problem in Section 3 and provide the technical details of the
approach in Section 4. Section 5 and 6 outline the experimental
design used to evaluate the proposed methodology and analyze how
the experimental results address the formulated research questions.

Finally, in Section 7, we discuss the implications of our �ndings,
along with potential extensions and limitations of the study.

2 Background and Related Work
In the previous section, we have already covered the literature on
the persuasion capabilities of LLMs in one-to-one interactions. We
next review the rest of the related literature.

LLM-Agents in complex environments. The integration of
Agent-Based Models (ABMs) and Large Language Models has been
an emerging area of research. Notable studies, such as those by
Vezhnevets et al. [60] and Gürcan[27], focus on utilizing LLMs
as social agents within ABMs to simulate micro-level behaviors
and observe macro-level patterns. These micro-level behaviors can
correspond to opinion dynamics models [16], and the resulting
macro-level patterns can lead to known universal laws such as
scale-free networks [19]. Recent studies have started to place LLM
agents into more complex environments to assess their ability to
mimic human behavior [47], and to understand their capabilities
in negotiation [6], code development [48], and even in tasks like
building houses [14]. A concurrent line of inquiry is whether LLMs
can learn to align their behavior with social norms [23].

Nevertheless, the use of LLMs in large-scale social media environ-
ments, where word-of-mouth dynamics and complex interactions
are crucial, has not been adequately explored, overlooking cascad-
ing e�ects that extend beyond one-to-one interactions.

Social media environments. The adoption of information di�u-
sion models in data mining methodologies has been thoroughly
investigated for designing viral marketing strategies [4, 5, 15, 34, 39,
40, 58]. Various optimization problems have been tackled such as
selecting in�uential seeds [34, 58], designing product features [4],
or other variations [3, 40]. Yet, a crucial practical dimension re-
mains largely unexamined: how to compose textual content that
e�ectively propagates through a network. In this work, we bridge
this gap by proposing a methodology that enables LLMs to generate
content maximizing engagement on social platforms.

Proxy for human feedback. Regardless of the type of objectives
that machine learning models have, a correct reward function is
necessary. In particular, the challenges associated with human feed-
back in evaluating LLMs have led to alternative approaches, such
as LLM-as-a-Judge [28, 59] and human-in-the-loop methods [1, 8],
which aim to enhance scalability and e�ciency. While our work
shares the goal of reducing the reliance on human experts for data
annotation, it introduces a fundamentally novel approach by sim-
ulating context-dependent feedback that incorporates the social
network structure. Hence, this innovation also minimizes the need
for slow, costly, and potentially unethical online experiments, o�er-
ing a more e�cient and ethically sound alternative. To the best of
our knowledge, no existing work leverages simulated social media
engagement models as feedback mechanisms to �ne-tune LLMs,
addressing a critical gap in current research.

3 Engagement Model
As discussed in Section 1, we adopt aReinforcement Learning from
Simulated Feedbackapproach. This method not only helps us avoid-
ing the complexity of live experiments but also allows us to control
contextual settings, such as the distribution of opinions and the
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LLM's position within the social network. Given our goal to study
the capabilities of LLMs in generating content that resonates across
the network, we propose a novel engagement model which borrows
from information propagation [34] the cascade mechanism, and
from opinion dynamics [20], the single engagement mechanism.

More formally, we consider a social network represented as a
directed graphG = ¹V •Eº where nodes are users and a directed
edge¹D• Eº 2 E � V � V indicates thatEis a �follower� of D: thus
Dcan propagate content toE, but not necessarily vice versa. We are
also given a vector®G2 »0•1¼jV j , associating each nodeD 2 V with
a scalarGD between 0 and 1, representing its opinion on a given
topic. We interpretGD � 1 as being in favor of the topic, while
GD � 0 indicates disapproval of the topic.

Consistently with theIndependent Cascademodel [34], the prop-
agation of a piece of contentCis modeled in discrete timesteps and
independently of other content that might be propagating concur-
rently. More precisely, a new contentC, having a leaningBC 2 »0•1¼
w.r.t. a given topic, is injected in the network (i.e., posted by a
nodeD 2 V ) at time step) 0. When a user posts a content, their
followers become aware of the content and might engage with it.
If they do, they become �active� onCat the subsequent timestep
and their followers, in turn, become aware ofC. The decision of
engaging with the content is modeled according to theBounded
Con�dence Model[20], which is one of the most studied models in
the opinion dynamics literature: a nodeD 2 + engages with the
contentC, to which it is exposed,i� jBC� GDj Ÿ n, wheren 2 »0•1¼
is the given con�dence bound. This process repeats until no new
nodes become active, with each node activating at most once on
the speci�c contentC.

The pseudo-code of our engagement model is provided in Algo-
rithm 1.

Algorithm 1: Engagement ModelM n

Input : Broadcasting node sentimentBC; broadcasting node
D 2 V ; Network G and node opinions®G; bounded
con�dence thresholdn

Output : Cardinality of the set of engaged users
1 A = C = fDg ; // Init sets of active and contagious users
2 while C < ; do
3 C0 = ; ; // Init new set of contagious users
4 foreach E 2 C do
5 foreach F 2 NE do
6 if F 8 A and jBC � GF j � n then
7 A = A [ f F g ; // F becomes active
8 C0 = C0 [ f F g ; // F becomes contagious
9 end

10 end
11 end
12 C = C0 ; // Update set of contagious users
13 end
14 return j A j

Engagement maximization. The goal of our study is to teach the
LLM to generate contentCthat maximizes the total engagement
(i.e., the number of users that activate onC) in the social network
under the engagement modelM described above. We are given the
following elements:

(1) The social network structureG = ¹V •Eº and a designated node
D! 2 V as thecontent writer, serving as the point of injection
of Cin G.

(2) The underlying topic, provided to the LLM by means of a query,
or prompt @, and the vector of nodes opinion®G 2 »0•1¼jV j

regarding the topic.
(3) Two black-box functions,S andF , which, given a contentC,

provide (i) the leaningBCof Cwith respect to the given topic;
(ii) A �uency score5Crepresenting the readability ofCin natural
language.

(4) An engagement modelM n, which determines content prop-
agation based on an associated content value and a bounded
con�dence leveln 2 »0•1¼.

Our objective is then to have the LLM generate contentCthat
(i) exhibits high �uency score5C, and (ii) maximizes engagement
within the network, i.e., activates the largest possible number
of nodes. Formally, given the setT of all possible texts that
achieve an adequate level of �uency, we aim at �ndingC� =
arg maxC2 T M n¹BC•D! jG•®Gº.

In the next section, we propose a method to tackle this problem
using reinforcement learning.

4 Proposed Method
In this section, we provide a detailed description of the individual
components of our framework: Large Language Models and the
Reinforcement Learning technique.

Preliminaries. A Large Language Model (LLM) can be formally
described as a functionLLM\ ¹Gº = ~ that stochastically maps input
sequences of tokensG = »G1• G2• ” ” ” • G=¼to an output sequence
~ = »~1•~2• ” ” ” •~< ¼, where=,< represent the length of the input
and the output sequence, respectively. The model de�nes%\ ¹~jGº,
the probability distribution of~ givenG, capturing complex patterns
and relationships in natural language between the two sequences.
The response~ is then sampled from the distribution%\ ¹�jGº.

For our purposes, we �ne-tune the underlying LLM agent using
a Reinforcement Learning (RL) mechanism (widely adopted for op-
timizing LLMs [46]). Generally, RL is suitable for scenarios where
an agent needs to learn to interact within a dynamic environment.
The agent's goal is to learn apolicy�a strategy or behavioral pat-
tern�through feedback it receives from the environment, in the
form of rewards or punishments.

In our framework, given a promptG, we generate a response
~ � %\ ¹�jGº and compute a rewardR¹~º that scores the response
on the speci�c application domain. This reward can hence be used
within a Policy-gradient strategy aimed at optimizing

L¹ \ º = E~� %\ ¹ � jGº

�
R¹~º � Vlog

%\ ¹~jGº
%\ 0¹~jGº

�
•

where\ 0 represents the reference (not �ne-tuned) model, while the
second term incorporates the KL-divergence between the outputs
of the �ne-tuned model and the reference model, serving as an
additional signal to ensure that the generated responses do not
deviate signi�cantly from the reference model. HereV is the coe�-
cient that controls the weight of this KL divergence penalty: in our
experiments we keep the default2 value 0.05.

2https://github.com/huggingface/trl/blob/main/trl/trainer/ppo_con�g.py
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Algorithm 2: Fine-tuning framework
Input : Language Model LLM\ ; network G = ¹V • Eº with

opinions ®G; injection pointDL 2 V ; prompt query@;
Engagement modelM n ; black-box functionsS and F;
max number of iterations: ; KL-Divergence thresholdg

Output : Fine-tuned LLM\ �

1 9= 0; ^ = 0; \ ¹0º = \
2 while 9Ÿ : and ^ Ÿ g do

3 C LLM\ ¹9º ¹@º; ^  EC� %
\ ¹ 9º ¹ � j@º

�
log

%
\ ¹ 9º ¹Cj@º

%
\ ¹0º ¹Cj@º

�

4 BC  S ¹ Cº; 5C  F ¹ Cº

5 A  M n ¹BC•DL j G• ®Gº; R  ¹5C � j A j º1•2

6 Compute\ ¹ 9̧ 1º by updating\ ¹9º and usingR as reward
7 9 9¸ 1
8 end

Researchers have re�ned the above optimization problem to
avoid learning instability. In particular, the Proximal Policy Opti-
mization (PPO) [54] strategy, which we adopt in our framework,
introduces constraints on policy updates through a clipped objective
function. This ensures that updates do not destabilize the learning
process by limiting the extent of policy changes, thereby providing
stability and e�ciency in �ne-tuning large language models.

Fine-tuning framework. Algorithm 2 presents, in pseudocode,
the basic �ow of our proposed LLM �ne-tuning framework based
on reinforcement learning, consisting of the following steps:

(1) Content generation.Starting from@, the LLM generates the con-
tent C= LLM\ ¹@º (line 3). The the KL-divergence between the
outputs of the �ne-tuned model and the reference model is also
computed.

(2) Sentiment inference.We use a pre-trained modelS to compute
a sentiment valueBCassociated with the contentC, i.e.,S¹Cº = BC
(line 4). This utility model is a plug-and-play component that
can be adapted to di�erent tasks. In our experiments, we adopt
a DistilBERT model [53] pretrained for sentiment classi�cation
as our functionS.

(3) Fluency score.To ensure thatCconveys proper semantics, we
compute a readability value associated with its content. While
perplexity is a common measure for evaluating the genera-
tion quality of LLMs [26], it is sensitive to vocabulary size
and sentence length. Studies [44] highlight its low correlation
with readability. Martinc et al. [41], study the adequacy of sev-
eral readability scores and assess their performance on several
datasets. For our purposes, we adopt as our �uency functionF
the Flesch�Kincaid (FK) [36] formula (line 4). This score quanti-
�es the grade level required to understand an English statement:
the higher the value, the higher its complexity and syntactic
quality. It is a crucial component of the �nal rewardR, as it
ensures the LLM generates meaningful and �uent statements.

(4) Propagation simulation.The LLM, corresponding to the node
DL, postsCon the social networkG. The contentCpropagates
according toM n. The outcome of the simulation is the set of
active users,A (line 5). The size of this set,jAj , is the main
component of the rewardR, as it quanti�es the engagement
produced byC.

(5) Reward computation.We computeR as the geometric mean of
readability score and the content's virality in the network, i.e.,
R = ¹5C� jAj º1•2 (line 5).

(6) Policy update.We useR as the reward in the current step of the
RL training procedure (line 6) and repeat the process (lines 3-7).

The �ne-tuning procedure stops if either of the following condi-
tions occurs: (i) a (�xed) number of iterations: is reached, or (ii )
the KL-divergence exceeds a given thresholdg.

An interesting feature of our approach is that, although the
reward computation (line 5) scales with the number of nodes, the
primary computational cost lies in the LLM backpropagation (line
6) which remains independent of the network size.

5 Experiments Setup
We evaluate the proposed framework through a series of experi-
ments aimed at answering the following research questions:

RQ1: Can the LLM agent learn to generate content that maximizes
engagement? How do di�erent network conditions (modularity,
homophily, opinions distribution) a�ect the performance?

RQ2: Are the generated contents realistic and meaningful compared
to real content propagated on a social platform?

RQ3: How does the proposed framework compare to other content
generation methods from the literature?

We address RQ1 on synthetically generated networks with a grid of
con�gurations, RQ2 using real-world data obtained fromX social
media, and RQ3 by comparing our approach to baselines and state-
of-the-art language models on both synthetic and real-world data.

Synthetic data. To rigorously evaluate our proposed methodology
across diverse initial conditions, we devise a synthetic data genera-
tor, based on random network model inspired by [18], and capable
of producing realistic networks while allowing to control the key
parameters in�uencing information di�usion, such as homophily,
modularity, and opinion distribution. The generator takes as input
�ve parameters � homophily level[ , network modularity` , shape
parametersUandVfor opinion distribution, the number of nodes
# � and outputs a directed graphG = ¹V •Eº, also assigning an
opinion valueGD 2 »0•1¼to each nodeD 2 V . The generation
process starts by constructing the set of edgesE and assigning
nodes to non-overlapping communities2 : V ! � using the LFR
model [38], known for producing community sizes that adhere to a
realistic power-law distribution. The modularity parameter` is an
input of the LFR model and controls the community segregation
within the network. Each community28 2 � gets assigned an initial
opinion drawn from a Beta distribution3 >28 � �4C0¹U• Vº. For each
nodeD 2 V , its opinionGD is determined by a Bernoulli trial with
probability [ (i.e., homophily). If successful, the node adopts the
opinion of its communityGD = >2¹Dº ; otherwise, it independently
samples an opinion from the same Beta distribution.

This approach allows us to generate synthetic networks where
initial homophily, modularity, andopinion distributioncan be con-
trolled. In our experiments, we �x the opinion distribution to be
either positive (skewed on 1),negative (skewed on 0),neutral
(centered on 0.5), oruniform (uniformly distributed on [0, 1]).

3Beta distribution has been chosen for its �exibility to accommodate various distribu-
tion shapes such as uniform, unimodal, and bimodal.
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Further, we force homophily to be eitherlow (0.25) orhigh (0.75).
Similarly, we tuned the modularity as eitherlow or high .

Figures 2 and 3 show, respectively, the di�erent opinion distri-
butions across network structures with high/low homophily, and
modularity variations. Taking into account the network character-
istics, we consider the following con�gurations for theposition of
the LLM in the network:

� Echo-low (-high) : the LLM agent is placed within the echo-
chamber with the lowest (resp. highest) average opinion.

� Comm-largest (-smallest) : we locate the LLM inside the largest
(resp. smallest) community.

� Central : the LLM is the node with the highest betweenness
centrality in the graph.

Real data. We also consider two real-world datasets containing
content about a controversial topics propagated overX social net-
work. The �rst dataset,Brexit, focuses on the remain-leave discourse
before the 2016 UK Referendum on exiting the EU [63]. We use the
version in [45] consisting of 7,589 users, 532,459 directed follow re-
lationships, and 19,963 tweets, each associated with a binary stance.
The dataset is preprocessed according to [45] to assign each user
a scalar valueGD 2 »0•1¼, referred to asopinion, representing the
average stance of the tweets retweeted by userD. The stance of
each tweet is either 0 (�Remain�) or 1 (�Leave�). The second dataset,
Italian Referendum, was gathered during the Italian constitutional
referendum in 2016 [37] and processed according to [45]. This
dataset includes 2,894 users, 161,888 edges, and 41,001 tweets. Each
user is associated with a scalar valueGD 2 »0•1¼, corresponding to
their stance on the referendum question, where values represent
support for �No� or �Yes�. The structure of the networks and users'
opinions are depicted in Figure 4. Both datasets exhibit two sepa-
rated, homophilic, and polarized communities, and a smaller, more
heterophilic mixed-opinions community.

Settings. Although other modeling choices are possible4, in our
experiments we focus on aQuery Completion Task, as we found that
Query Completion achieves faster convergence. We defer a detailed
study on the e�ects of task speci�cation to future work. Speci�cally,
in the synthetic setting, we use the query (@= �Cats are the most...�),
while in the real experiments we adopt@= �[ Brexit]/[ 2016 Italian
constitutional referendum] is the most...�. Given the query@, we
obtainCby concatenating@and the generated text6 = LLM\ ¹@º,
i.e.,C= @k6. To compute the opinion valueBC, we adopt a DistilBERT
model [53], pretrained for sentiment classi�cation.

Concerning the LLM agent, we adopt the 2B version of Gemma
[55], a lightweight models family released by Google and based on
Gemini5 technology. Despite its smaller size, Gemma outperforms
other models of similar size in tasks such as understanding, reason-
ing, and safety. We �ne-tune the model exploiting thePPOTrainer6

class from thetrl package, which enables training language mod-
els with custom rewards. The maximum number of training steps is
set to80for the synthetic data and500for the real-world datasets,
while the thresholdg for monitoring the KL-divergence to75. We
also conducted experiments with other state-of-the-art lightweight
LLMs, such as Mistral-7B [31], LLaMA2-7B [57], and GPT-2 [49].

4For instance, theGeneration from Scratchtask: i.e., �Generate a post about[TOPIC]�.
5https://deepmind.google/technologies/gemini/
6https://huggingface.co/docs/trl/main/en/ppo_trainer#trl.PPOTrainer

However, these experiments demonstrated that Gemma-2B pro-
vides the best trade-o� between performance and computational
e�ciency. Finally, for the engagement model, we setn = 0”2.

Baselines. We evaluate the e�ectiveness of our approach to
�ne-tuning the LLM, comparing it with the following base-
lines: BERT7 [35], GPT-2 [49], LLaMA3.1-70B-Instruct8, and
ChatGPT-4o9, in addition to the vanilla (not �ne-tuned) Gemma-
2B model [55]. We invoke each model in inference to complete
the same query@used in the synthetic experiments (�Cats are
the most�) and in the real-world scenarios (�[Brexit]/[2016 Italian
constitutional referendum] is the most�). When using BERT, we
start from@and masking the next word up to a �nal length of10.
For all the other baselines, we set a maximum number of output
tokens equal to128and a temperature of0”7. Consistently with the
�ne-tuning process, we retrieve a number of responses equal to the
batch size (8), and we further inject them into the network starting
from the same source nodes. We average the results in terms of
produced engagement.
Reproducibility. Experiments were performed on an NVIDIA
DGX with 4 V100(32Gb) GPUs. Code is publicly available10.

6 Findings
RQ 1: Can the LLM agent learn to generate content that maximizes
engagement?
The engagementjAj produced at each step of our �ne-tuning pro-
cedure is depicted in Figure 5, while the corresponding sentiment
BC is reported in Figure 6. Both �gures exhibit a windowed moving
average over 15 steps. Each plot corresponds to a speci�c con�g-
uration de�ned by modularity, homophily, and network opinion,
while colors denote di�erent LLM positions, as described above11.

In Figure 5, the dashed lines indicate the maximum number
of nodes that can be activated, as returned byM n for the given
con�guration. A comprehensive analysis of this engagement upper
bound is provided in the Appendix, in Figure 13. The dotted lines
represent engagement levels achieved when content is generated
by the reference model,LLM\ ¹0º , as described in Algorithm 2 (i.e.,
the LLM without �ne-tuning). The complete set of experiments on
the synthetic network is publicly accessible12.

Finding 1: The LLM agent can maximize engagement in en-
vironments with positive opinions. First, we can observe that
we reach a faster convergence in almost all the experiments when
positive opinions are considered (left column). A slower trend oc-
curs only when the LLM agent is placed in the smallest community,
making the nodes harder to reach.

While this behavior on positive opinions might be expected
(since open-source LLMs are biased towards generating user-
friendly content), we observe that most con�gurations result in
signi�cantly higher engagement compared to the lower bound
(which indeed represents the baseline LLM with no �ne tuning).
This improvement is particularly evident in settings with low mod-
ularity and when the LLM is placed in theEcho-high community.

7https://huggingface.co/google-bert/
8https://huggingface.co/meta-llama/Llama-3.1-70B-Instruct
9https://openai.com/index/hello-gpt-4o/
10https://github.com/mminici/Engagement-Driven-Content-Generation
11Not all the lines are reported whenever multiple con�gurations coincide.
12https://shorturl.at/2REXQ
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Figure 2: Di�erent opinion settings (from left to right): positive/negative/neutral/uniform/uniform. All networks except for
the last one exhibit high modularity and high homophily (i.e., neighbors have similar opinions). The last graph is indeed an
example of network with high modularity but low homophily (i.e., neighbors' opinions are heterogeneous). Colors represent
node opinions, whose values are denoted by the color bar.

Figure 3: Networks with low modularity (left) and high mod-
ularity (right). The former presents high connectivity among
the nodes, while the latter exhibits clustered communities.

(a) Brexit dataset. (b) Italian Referendum dataset.

Figure 4: Visualization of the X follow networks. Nodes are
colored on a scale from blue (0: "Remain"/"No") to red (1:
"Leave"/"Yes"), and their size resembles their out-degree.

The sentiment of the generated content remains consistently pos-
itive, as shown in the corresponding plot in Figure 6.Finding 2:

The LLM agent can maximize engagement even in adversary
opinion con�guration. In adverse environments where users'
opinions are skewed towards negative sentiments (second column
in Figure 6), the proposed framework enables the LLM to deviate
from its natural tendency to spread positive content and instead
produce high engagement with negative sentiment content. This
e�ect persists even when the underlying social graph is neutrally
distributed (third column) or uniformly distributed (last column).
The latter con�guration is particularly surprising, as it demon-
strates that the LLM agent can maximize engagement even when
nodes' opinions are not skewed. In other words, it manages to �nd
the optimal content to generate for activating as many users as
possible, balancing across high-variance opinions.

Finding 3: Generated content aligns with the optimal senti-
ment. The framework enables the LLM agent to optimize engage-
ment by aligning the sentiment of the generated content with the
optimal sentiment for the environment. Convergence curves, as
shown in Figure 6, demonstrate that the �nal sentiment adapts to
the speci�c con�guration and placement of the LLM agent.

Finding 4: Convergence is sensitive to the position of the
LLM agent. Generally, the �ne-tuning process succeeds within
the �xed number of steps in most experiments. However, the LLM
agent's position a�ects the convergence rate. In particular, high
centrality tends to have an advantage, achieving faster conver-
gence in nearly all con�gurations. Few con�gurations do not reach
convergence within the �xed number of steps. An example is the
�Comm-smallest� con�guration in networks that are uniformly dis-
tributed, with low modularity and homophily. This likely happens
as starting with positive sentiment in a uniformly distributed and
weakly connected community makes convergence more di�cult.

RQ 2: Can the LLM agent generate realistic and meaningful content
that is comparable to actual propagated content?
Finding 5: The LLM agent is e�ective in real-world environ-
ments. Preliminary experiments on the Brexit network revealed
that the prominence of positive users biases content generation
towards positive communities. To overcome this speci�c issue on
real networks, we reformulated the goal of the experiment to de-
termine if content generation can be tailored to engage speci�c
subgroups of users representing polarized communities. We thus
isolated the two largest communities of the Brexit network using
the Louvain algorithm [7]: one positive (�Leave�, 3,095 nodes and
209,764 edges) and one negative (�Remain�, 2,894 nodes and 121,325
edges). We similarly processed the Italian Referendum network,
thus obtaining a positive partition (�Yes�, 633 nodes and 20,528
edges) and a negative one (�No�, 616 nodes and 10,461 edges).

We then applied the learning procedure to each subgraph of
each real network, positioning the LLM agent at the node with the
highest or lowest betweenness centrality.

Figures 7 and 8 report the results of these experiments. Con-
sistently with the synthetic experiments, we observe rapid con-
vergence when the network's opinion is predominantly positive
and a slower convergence rate within the negative community. In
both scenarios, the LLM adjusts the generated content to maximize
engagement, eventually nearing the optimal threshold. This shows
that our framework is e�ective, not only in a synthetic environment,
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