Investigating the difference between trolls, social bots, and humans
on Twitter

Michele Mazza®P, Marco Avvenuti®, Stefano Cresci®, Maurizio Tesconi®

?Department of Information Engineering, University of Pisa, Via Girolamo Caruso, 16, Pisa, 56122, Italy
b Institute of Informatics and Telematics, National Research Council, Via Giuseppe Moruzzi,
1, Pisa, 56127, Italy

Abstract

It has become apparent that human accounts are not the sole actors in the social media
scenario. The expanding role of social media in the consumption and diffusion of informa-
tion has been accompanied by attempts to influence public opinion. Researchers reported
several instances where social bots, automated accounts designed to impersonate humans,
have been deployed for this purpose. More recently, platforms such as Twitter provided evi-
dence pointing to governments creating and using fake accounts in this kind of abuse. These
accounts are known as state-backed trolls. Although these different actors have been widely
studied, there is little understanding of how they differ when examined together. In this
paper, we contribute to understanding the characteristics of the different types of accounts
and increase our awareness of Twitter’s state-backed trolls, which so far have received lim-
ited attention from quantitative researchers. We propose a large-scale quantitative analysis,
which relies on both datasets released by Twitter and researchers in recent years to char-
acterize the different actors that take part in the social network scenario. In particular, we
represent each account with a large number of features categorized into three distinct traits:
credibility, initiative, and adaptability in respect to the underlying aspects they better fit
into. We conducted subsequent experiments, isolating features on their respective trait and
using them all. First, we apply dimensionality reduction to project accounts onto the same
bi-dimensional space and visualize how they distribute across it. Then, we experiment with
different combinations of two parameters that affect the dimensionality reduction and clus-

tering algorithm in order to find which trait is best suited to distinguish the different actors.
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In our best combination in terms of effectiveness, we obtain high-quality clusters, achieving
a purity score of 0.9, which results in homogeneous clusters where accounts of the same cate-
gory are grouped. Beyond that, we explore our results by visualizing and studying clustering
results to determine the differences between account categories. Using our defined traits, we
show that it is possible to distinguish the different accounts through clustering, obtaining
the best results while leveraging the three traits simultaneously. Additional analysis shows
that features related to retweeting patterns and URLs sharing are effective in differentiating
trolls and humans, while social bot accounts suffer from recall degradation in cross-domain
evaluation. Moreover, we show that accounts belonging to the same dataset are not nec-
essarily similar in the defined traits. Finally, we perform a feature importance analysis by
using SHAP to gain insight on which features best differentiate the account when examined
in pairs.
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1. Introduction

In recent years, social media have become the ground to run campaigns to manipulate
public opinion. These campaigns can assume different forms (e.g., disinformation, political
propaganda, manipulation campaigns), target different individuals and communities, and
have different goals [1, 2]. To succeed, they require the cooperation of several coordinated
accounts to reach a wide audience and obtain a significant impact [3]. For this reason, are
often deployed fake accounts: social media accounts made of false information or pretending
to be a real person or organization. For example, the Internet Research Agency (IRA)
created the Twitter account @QTEN_GOP named ”Tennessee GOP” during its attempt to
influence the 2016 U.S. presidential election, attracting more than 100,000 followers [2].

Fake accounts can be fully or partially automated, known as social bots [4] or human-
driven, such as trolls. Previous work has focused mainly on social bots activity [5]; however,

automated accounts are only a part of the issue regarding content diffusion. Since the
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release of the first dataset containing accounts attributed to state-linked information op-
erations (IOs), state-backed trolls have become the focus of extensive scientific attention.
These accounts are created and used by governments to carry out propaganda and disin-
formation campaigns. However, they are not the only kind of human actor that may be
involved in these malicious campaigns, as also unaware humans can play a crucial role in
their outcome [5]. Researchers and social media platforms have recently been very active in
searching for solutions to issues involving fake accounts, developing methods and techniques
to identify them and their malicious campaigns [4]. Nevertheless, campaigns conducted
by fake accounts are still considered a threat for societies and democracies [6]. Most re-
cent efforts for studying campaigns conducted by fake accounts focused on shared content —
e.g., the narratives, their veracity, and their patterns of spreading in and across platforms.
Moreover, investigations on new and large-scale malicious campaigns require a great deal of
manual, qualitative, or mixed-methods analyses to verify claims, trace back the sources of
mis/disinformation, and perform attribution. This implies that limited attention has been
devoted to large-scale, thorough quantitative analyses of the different accounts that may be
involved. In comparison to the vast literature regarding malicious and deceptive social bot
accounts, state-backed trolls have received limited scholarly attention [7]. Overall, many
aspects of the different social networks actors remain unclear, e.g., from a computational
and quantitative standpoint, what are the differences (if any) between the online behaviors
of social bots, humans, and trolls? On the basis of the features identified in the literature
to analyze social network accounts, is it possible to identify groups of them that can help
us distinguish these three types of accounts? Are the characteristics shown by the accounts
consistent across datasets released in the past years? We aim to address these questions by
relying on Twitter’s datasets on 10s and the most comprehensive bot repository existing to
date and leveraging techniques from social media analysis, natural language processing, and

unsupervised machine learning.
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1.1. Contributions

We contribute to filling the scientific gap regarding the differences between human ac-
counts, social bots, and state-backed trolls through a large-scale, quantitative analysis to
characterize them. For our analysis, we compute 99 features out of public Twitter data
about both the accounts and the content they produce. We constrain each feature to a par-
ticular trait, defined as “a distinguishing quality or characteristic”, according to which we
analyze the different accounts. In particular, we leverage recent theoretical and empirical
findings [7, 8, 9, 10, 11, 12| and highlight three traits of accounts: credibility, initiative,
and adaptability. From the recent literature, we expect the different types of accounts to
behave differently across these three traits [4, 11]. We verify this assumption by applying
unsupervised dimensionality reduction and density-based clustering to our fine-grained fea-
tures. We analyze our results qualitatively by visualizing and studying how the accounts
place in the bi-dimensional space according to the traits identified and quantitatively — by
leveraging well-known metrics such as cluster purity. As already occurred for social bots, a
segment of research has begun to develop automatic techniques in an effort to detect troll
accounts [10, 13, 14] but none of these methods can be generalized the problem we address in
this work since they are focused only on the accounts belonging to the IRA dataset released
by Twitter and are not able to identify social bots: understanding how trolls are different
from social bots and humans can help those who will work on their identification to identify
them better.

Our main contributions are as follows:

e We build a massive dataset by leveraging on Twitter IOs datasets and the Botometer
Bot Repository, which consists of a collection of annotated datasets of social bots and
humans. To the best of our knowledge, no work has ever been done on such kind of

dataset.

e We represent the accounts through 99 features, concerning both the profile and the
content they produce, and bind them to three traits accounting for different extents

an account can behave.
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e We perform experiments both on the single trait and their combination, demonstrating
that together they are more effective for identifying groups of accounts of the same

type, with cluster purity exceeding 0.9 on a 0-1 scale in some instances.

e We show that dimensionality reduction techniques such as UMAP, followed by HDB-

SCAN clustering, can be used effectively to group accounts of the same type.

e We deepen our results by analyzing the overall distribution of the different actors across
clusters. This is achieved by studying the differences in terms of features among the
two largest groups of humans and trolls and finding resonances with the recall decay

phenomenon in cross-domain social bot detection.

e We perform a feature importance analysis by using SHAP to gain insight on which

features best differentiate the account when examined in pairs.

2. Related Work

Most of the literature examining fake accounts has focused on social bot detection. There
is evidence that social bots are implicated in campaigns to influence public opinion [4, 15]
and spread fake news [4]. Recently, social bots have manipulated the stock market and
infiltrated political discourse [16, 17]. The development of methods for their detection has
revealed several aspects of their behavior. Social bots can be distinguished from human
accounts according to their profile [9, 18], their activity [9, 19], the shared content [8], and
their social or interaction graph [8, 20].

Concerning the representation of accounts by features, [21] proposed a framework that
evaluates the characteristics of a Twitter account to determine if it is a social bot. The
framework leverages an ensemble classifier based on feature engineering that aims to pro-
vide an indicator, namely bot score, to classify an account as a bot. Choosing the relevant
features to describe the entities to be classified is a crucial step of machine learning classi-
fiers. Literature considered a wide variety of choices; however, generally, six main categories

of features were identified to identify social bot accounts [§]: user metadata, friend meta-
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data, retweet/mention network structure, content and language, sentiment, and temporal
features. As for less advanced social bots, a user can infer the profile inauthenticity by
checking suspicious profile information, such as automatically-generated usernames, unbal-
anced following-follower ratios, recent profile creation times, missing or inconsistent profile
descriptions [21]. In other cases, social bots can be distinguished more easily because they
are designed for a single purpose, such as increasing the number of followers or retweets of
an account [22, 23]. For instance, the technique discussed in [24] builds a representation in-
spired by DNA sequencing and based on the sequence of interactions of each account, which
has been proved to be adequate in distinguishing between human accounts and spambots.
Recent studies showed that social bots are becoming more sophisticated: new generations
of social bots mimic humans better than ever before [4, 25]. For this reason, social bot
detection and characterization is becoming an increasingly complex task. In contrast, state-
backed trolls are set up without software automation and operated manually. At present, the
consensus is that the close similarity between troll and human accounts makes it much more
difficult to recognize them through automated detection techniques [10, 14, 15, 26], which
are better suited to identify automated behaviors. As far as we know, a limited number of
works studied trolls features to build automatic detection techniques [10, 13, 14] and all of
them are built only on the IRA dataset released by Twitter. Nevertheless, data on accounts
involved in IOs released by Twitter have triggered a round of quantitative research, especially
on Russian trolls, which suggests that the behavior of trolls significantly differs from human
accounts in posting patterns and language use [7, 10, 27]. Exploratory studies characterized
trolls along with different behaviors such as hashtags, URLs, and retweets patterns [7, 28].
In particular, trolls frequently show anomalous tweeting and retweeting rates while sharing
more URLs and using more hashtags [10, 27]. In addition, compared to those shared by
human accounts, troll tweets appear shorter and are composed of shorter words [29]. Trolls
have also been classified according to their actions: [30] identified three groups of trolls
based on their behavior: right trolls, left trolls, and news feed trolls, while [31] introduced
two other groups: hashtag gamer and fearmonger. Finally, [32] pointed out that regard-

less of which group they belong to, their strategic behavior changes over time. Another
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research branch tries to identify fake accounts by studying their correlation with malicious
content on social networks. Typically, this is done using blacklists provided by professional
fact-checkers who manually assess the nature of content shared by accounts. Despite being
widely adopted, this approach can scarcely keep up with the dynamic strategies of fake ac-
counts [26]. Unlike previous work, our study does not focus solely on one type of account,
and our characterization is extended to three categories of accounts. To the best of our
knowledge, this constitutes the first effort of a large-scale quantitative analysis comprising
both datasets officially released by Twitter and datasets acquired by researchers studying

social bots over the last years.

3. Datasets

To model and characterize the different accounts on Twitter, we first constructed a
large dataset of trolls, social bots, and human accounts, as summarized in Table 1. We
obtained data on social bot and human accounts through datasets made available by re-
searchers in recent years and collected in the Bot Repository!. Since these datasets only
report the ID and the label assigned to the relative user, we exploited the Twitter API to
rehydrate users’ activity and profile information. However, we could not obtain the data
for suspended and deleted accounts, so the numbers shown in Table 1 might be smaller
than those in the original papers. Moreover, we collected a maximum of 3.200 tweets per
account, as per Twitter API limits. Most of the datasets available on the Bot Reposi-
tory come from efforts to identify or characterize social bots. While many of them have
been manually annotated by humans, some have been created through metadata filter-
ing or automated techniques. The verified-2019 dataset was obtained by filtering the
streaming API for verified accounts [18]. The botwiki-2019 was created exploiting the
botwiki.org archive, a catalog of self-identified social bots accounts [18]. Social bots and hu-
mans in cresci-rtbust-2019 were manually annotated by the authors from a much larger

dataset [19]. The political-bots consist of social bots showing political orientation, shared

Ihttps://botometer.iuni.iu.edu/bot-repository/
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by the user @josh_emerson [23]. Accounts in botometer-feedback-2019 were first flagged
by Botometer users and then manually annotated [23]. The vendor-purchased-2019 is
made of fake followers purchased by CNetS team, who also collected celebrities accounts
contained in celebrity-2019 [23]. The pronbots-2019 was first shared by Andy Patel?
and consists of social bots sharing scam websites [23]. In the midterm-2018, human ac-
counts were manually identified, while social bots were spotted through suspicious corre-
lations in their creation and tweeting timestamps [18]. Social bots in cresci-stock-2018
dataset were detected by finding accounts with similar timelines [17]. In the gilani-2017
dataset, accounts were annotated following key information compiled in a table [33]. For the
varol-2017 dataset, accounts sampled from different Botometer score deciles were manu-
ally annotated [8]. Inside the cresci-2017 dataset are identified three different classes of
social bot: traditional spambots, social spambots, and fake followers [25]. These social bots,
designed for different purposes, vary in their conduct: traditional spambots share tons of
content, social spambots tend to interact mostly with political candidates, and fake followers
have aggressive following patterns [21]. We have unpacked the dataset into smaller datasets
to preserve this distinction and better evaluate our results. The cresci-2015 dataset has
also been unpacked since it contains human accounts who voluntarily joined "The Fake
Project”, placed in the thefakeproject-2015 dataset, and human accounts involved in
politics [34] which are in the elections-2013 dataset.

As for troll accounts, we leaned on the datasets officially released by Twitter?. The
datasets have been released to allow a further investigation by those not working directly with
the company. This resulted in a repository of datasets concerning potential foreign 1Os that
occurred on Twitter, containing the complete timeline of these state-backed trolls, including
media shared. Although Twitter has provided each user’s activity since its creation, we have
cut up to the 3.200 most recent tweets for each account to balance the data available on
trolls with that for humans and social bots that we obtained by rehydrating users activity

through Twitter APIs. We cannot summarize how these datasets have been collected since it

2github.com/r0zetta/pronbot2
Shttps://transparency.twitter.com/en/reports/information-operations.html
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is not public how Twitter identifies IOs and the involved accounts. Datasets’ names indicate
where the IO originated. Accounts contained in multiple datasets have been counted only

once, resulting in a dataset containing 91,632 distinct accounts:
e 27,877 humans;
e 32,742 social bots;
e 31,013 trolls.

As far as we know, this is the first work analyzing a massive dataset obtained by merging
both datasets released by research and Twitter, containing these three types of social network

accounts.



Dataset Human Social Bot Troll TOTAL
Bot Repository
veri ed-2019 [18] 1,980 - - 1,980
botwiki-2019 [18] - 662 - 662
cresci-rtbust-2019 [19] 329 317 - 646
political-bots-2019 [23] - 13 - 13
botometer-feedback-2019 [23] 341 111 - 452
vendor-purchased-2019 [23] - 747 - 747
celebrity-2019 [23] 5,821 - - 5,821
pronbots-2019 [23] - 1,738 - 1,738
midterm-2018 [18] 7,628 45 - 7,673
cresci-stock-2018 [17] 7,474 18,508 - 25,982
gilani-2017 [33] 1,350 994 - 2,344
varol-2017 [8] 1,008 493 - 1,501
cresci-2017 - social _spambots _1-2017 [25] - 991 - 991
cresci-2017 - social _spambots _2-2017 [25] - 3,457 - 3,457
cresci-2017 - social _spambots _3-2017 [25] - 464 - 464
cresci-2017 - traditional _spambots-2017 [25] - 1,000 - 1,000
cresci-2017 - fake _followers-2017 [25] - 3,202 - 3,202
cresci-2015 - thefakeproject-2015 [34] 465 - - 465
cresci-2015 - elections-2013 [34] 1,481 - - 1,481
Twitter
Saudi Arabia (October 2019) - - 5,929 5,929
China (July 2019, set3) - - 4,301 4,301
Saudi Arabia (April 2019) - - 6 6
Ecuador (April 2019) - - 1,019 1,019
UAE (March 2019) - - 4,248 4,248
Spain (April 2019) - - 259 259
UAE / Egypt (April 2019) - R 271 271
China (July 2019, set 1) - - 744 744
China (July 2019, set 2) - - 196 196
Catalonia (June 2019) - - 130 130
Iran (June 2019, set 1) - - 1,666 1,666
Iran (June 2019, set 2) - - 248 248
Iran (June 2019, set 3) - - 2,865 2,865
Russia (June 2019) - - 4 4
Venezuela (June 2019) - - 33 33
Iran (January 2019) - - 2,320 2,320
Bangladesh (January 2019) - - 15 15
Russia (January 2019) - - 416 416
Venezuela (January 2019, set 1) - - 1,196 1,196
Venezuela (January 2019, set 2) - - 764 764
IRA (October 2018) - - 3,613 3.613
Iran (October 2018) - - 770 770
Distinct users 27,877 32,742 31,013 91,632

Table 1: List of annotated datasets used for experiments.
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4. Method

4.1. Features Binding

Our study leverages data related to the user profile and tweets/retweets shared by the
user obtained from the Twitter REST API* in regards to social bot and human accounts,
while for state-backed trolls, the data is directly provided by Twitter. We distilled the
data and meta-data into 99 features, listed in Table 2, each of which is represented as a
continuous numeric value, a binary value, or a set of statistics computed from distribution
and used as individual features: minimum, maximum, median, mean, standard deviation,
skewness, and entropy. We selected those features which have been primarily proven to be
effective in distinguishing social bots and human accounts [9, 34], many of which have also
been used to identify trolls [10]. In addition, we introduced a new feature regarding language
novelty, which measures the percentage of new tokens in a tweet compared to those used in
previous tweets. This metric offers a measure of how much an account’s lexicon grows over
time in a language-independent manner and is deemed helpful due to recent evidence on the
time-varying behavior of state-backed trolls [14, 28, 32].

Typically, accounts features are loosely grouped into broad categories based on their
domains. They have been arranged into categories such as user-based, friends, network,
temporal, content, and sentiment [8; 9]. Other works focused on a particular domain and
increased its granularity. [10] split the language domain in stop word usage, language dis-
tribution, and bag of words features. Even features extracted in this work could be grouped
into similar domains, yet we pursued a more intuitive grouping, which is based on the differ-
ent extents an account can behave in the social network scenario. We followed and reworked
theoretical and empirical findings highlighting attributes characterizing the different types
of accounts. These relate to the account trustworthiness [11], the topics it discusses [7], the
way its behavior evolves in different contexts [7, 12] and the strategies it adopts to reach

its goals [7]. This investigation led to the definition of three groups of features, named by

“https://developer.twitter.com/en/docs
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us as traits, appropriate to represent aspects through which research today describes and

distinguishes the different social network accounts:

e credibility: measures the extent to which an account is credible and trustworthy,
based on known characteristics of low-credibility accounts (e.g., number and type of

social relationships, account age, productivity, etc.);

e initiative: concerns the degree to which an account is capable of sparking new debates,
driving the conversation, and contributing original content, or whether it just follows
and reshares what others said (e.g., the ratio between original and reshared content,

the ratio between tweets and replies, etc.);

e adaptability: is related to the way an account modifies and adapts its profile and
behavior to different times and topics it is exposed/contributes to (e.g., language

novelty, entropy, and diversity in the account’s behavior, etc.).

We attributed to the credibility trait the features strictly related to a user profile, i.e.,
those that even an ordinary user can assess while observing the account directly on a social
network. The initiative includes features around the type and quantity of the shared content,
while adaptability is related to time-varying characteristics of the account and its linguistic
features. Our three traits can be traced back to various approaches provided by the research
community to detect or characterize social bots and state-backed trolls. [34] leveraged
credibility-based features to identify the so-called fake followers. In [18], features that we
associate to credibility, as the number of followers and favorites, were found adequate to
distinguish human and social bot accounts. [10] labeled three categories to identify active
state-backed trolls: profile features, behavioral features, and language distribution features.
Here, these categories can be considered subgroups of our three traits: profile features such
as account age or the number of followers are found in credibility, behavioral features related
to shared URLSs are attributed to the initiative, and language distribution features belong

to adaptability.
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Feature Type Description

Credibility
Friends count Numeric Number of friends
Followers count Numeric Number of followers
Favorites ratio Numeric Ratio between favorites received and tweets
Followers ratio Numeric Ratio between the number of friends and number followers squared
Has URL Binary If pro le reports a URL
Bio sentences Numeric Number of sentences in bio
Bio tokens Numeric Number of tokens in bio
Bio characters Numeric Number of characters in bio
Has bio Binary If pro le reports a bio
Account age Numeric Account age expressed in days
Following ratio Numeric Ratio between friends and age
Tweet ratio Numeric Ratio between tweets and age
Languages Numeric Number of distinct languages found in tweets
Languages Ratio Numeric Ratio between the number of languages and age
Sources Numeric Number of distinct sources
Sources ratio Numeric Ratio between the number of sources and age
API ratio Numeric Ratio between the number of custom and standard sources

Initiative
Retweet ratio Numeric Ratio between number retweets and number tweets
Reply ratio Numeric Ratio between the number of replies and number of tweets
Tweet-URL ratio Numeric Ratio between the number of tweets containing a URL and number of tweets
Retweet-URL ratio Numeric Ratio between the number of retweets containing a URL and number of retweets
Reply-URL ratio Numeric Ratio between the number of replies containing a URL and number of retweets
Words in tweets Distribution parameters Distribution of the number of unique words in tweets
Words entropy in tweets Distribution parameters Distribution of the number of unique words entropy in tweets

Adaptability

Languages Distribution parameters Distribution of the number of languages used
Language Novelty Distribution parameters Percentage of new tokens in a tweet compared to those used in the previous
Time between tweets Distribution parameters Distribution of time di erences between consecutive tweets
Time between retweets Distribution parameters Distribution of time di erences between consecutive retweets
Time between mentions Distribution parameters Distribution of time di erences between consecutive tweets containing mentions
Retweeted accounts Distribution parameters Distribution of the number of retweeted accounts
URL domains Distribution parameters Distribution of the number of domains contained in tweets
Tweets words Distribution parameters Distribution of the number of words contained in tweets
Tweets characters Distribution parameters Distribution of the number of characters contained in tweets

Table 2: List of features extracted for each trait.

4.2. Dimensionality Reduction

Since our goal is to find groups of similar accounts through clustering, we must address
the problem regarding the number of features. It has been shown that as dimensionality
increases, the distance from any point to the nearest data point approaches the distance to
the furthest data point [35]. This is problematic for clustering techniques, which typically
assume short within-cluster and large between-cluster distances. To address this issue,

we relied on uniform manifold approximation and projection (UMAP) [36] to reduce the
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cardinality of our vectors of features. UMAP, at its core, operates very similarly to t-
SNE [37] since both use graph layout algorithms to organize data in low-dimensional space.
The concept behind UMAP is quite simple: it builds a high-dimensional graph representation
of the data and then optimizes a low-dimensional graph to be as structurally similar as
possible. This dimensionality reduction technique has become popular due to its tendency
to reveal clusters and is significantly more computationally efficient than other well-known

dimensionality reduction algorithms such as t-SNE [36].

4.3. Clustering

Having each account represented by a feature vector within the UMAP-projected, low-
dimensional space, we applied density-based clustering to check the effectiveness of the
traits in generating clusters of accounts of the same type. We base our clustering step on an
efficient algorithm that combines density- and hierarchical-based clustering: HDBSCAN [38].
HDBSCAN extends DBSCAN [39] by converting it into a hierarchical clustering algorithm,
and then using a technique to extract a flat clustering based on the stability of clusters.
HDBSCAN basically iterates DBSCAN over several values of the parameter , that defines
how close points should be to each other to be considered a part of the same cluster, and
integrates the results to find a clustering that provides the best stability over . This
allows HDBSCAN to find clusters of varying densities, and be more robust to parameter
selection. Among the advantages of this algorithm is its effectiveness in finding clusters with
variable degrees of density, a much-desired feature when dealing with noisy real-world data.
In addition, HDBSCAN also proved about twice as fast as its predecessor DBSCAN [39].
Regarding the algorithm parameters, HDBSCAN does not require specifying a global density
threshold, the parameter in DBSCAN, by employing the optimization strategy descibed

before.

4.4. Experiments

The algorithms we used for dimensionality reduction and clustering allow the regulation

of parameters that can significantly affect the final result. We considered the most impactful
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parameters for both algorithms concerning the outcome, which result in num_components
for UMAP, and min _clusters_size for HDBSCAN. The num_components parameter af-
fects the dimensionality of the reduced dimension space we embed the data into, while
min _clusters_size affects the smallest size grouping we consider as a cluster. Since we could
not determine the best combination, we experimented by varying and combining different
values for these parameters. Through the parameter num_components we operate on the
data sparsity since, by reducing the size of the feature vectors, the data result is essentially
unevenly spaced. The min _cluster_size parameter is exploited to reduce the number of re-
sulting clusters as HDBSCAN algorithm tends to merge different clusters when the param-
eter is increased. Considering that each trait has a different number of features, we selected
the num_componentsby binning the interval between 2 and the overall number of features
in 9 bins. For the min _cluster_size, we set a maximum value of 893, which corresponds to
1% of the entire dataset. The remaining values have been obtained by dividing each time by
two until we obtained three as the minimum value. We tested each min _cluster_size value
combined with different num_componentsvalues for each of the three traits, for a total of

243 experiments.

4.5. Purity

To estimate the effectiveness of our technique, we leveraged on our prior knowledge
of the dataset with external validity criteria. In this kind of evaluation, the clustering
results are compared with the labeled ground truth of the dataset [40]. We chose the purity
score over other measures such as Rand Index (RI) and Normalized Mutual Information
(NMI) because it does not penalize accounts of different categories in the same cluster (false
positives) but measures the accuracy of the clusters assignment by counting the number of
correctly assigned elements and dividing by the cluster cardinality, keeping the evaluation
measure simple and transparent. In addition, to compute purity, each cluster is assigned
to the most frequent class in the cluster, avoiding the need to assign a class to each cluster
manually. The only drawback with the purity score is that it is easy to achieve a high score

when the number of clusters is significant. However, we overcome this issue by assigning
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incremental values for the min_cluster_size parameter for the HDBSCAN algorithm. The
purity score value ranges from 0 to 1, where a high value means that elements of the class
tended to be clustered together. Therefore, we calculated the mean purity score of the set
of clusters obtained from each experiment. Formally, given N the number of objects, kK the
number of clusters, ¢ is a cluster in C, and t; the classification which has the max count for
cluster ¢, purity is defined as:
1 X<
Purity = N max;jc \ tjj
i=1

Purity does not work well for imbalanced data since even poorly performing clustering
algorithms will give a high purity value [41]. However, since our dataset is relatively well
balanced, the purity scores obtained in our experiments are reliable. For our experiments,

we considered all unclustered points® as belonging to the same cluster.

4.6. Silhouette

We used an additional metric, the silhouette coefficient, to identify the best clustering
set among those obtained. The silhouette coefficient, a metric used to interpret and validate
consistency within clusters of data, measures how similar an object is to its cluster (cohesion)
compared to other clusters (separation). Its value ranges from 1 to 41, where a high value
indicates that clusters are well apart from each other and clearly distinguished, values near
0 mean that clusters are indifferent, or more precisely, that the distance between clusters
is not significant. In contrast, a low value corresponds to clusters that are assigned in the
wrong way. In order to calculate the silhouette coefficient, one needs to compute, for each
point i 2 Cj, the distance between i and all other points in its cluster. Considering jCij the
cardinality of the cluster:

1 X
al) = ——— dii;j )

G 1o e

SIn density-based clustering, points laying in a region with low point density are not added to any cluster.
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We define the mean dissimilarity of point I to some cluster Cy as the mean of the distance

from i to all points in Cx (where Cy 6 Cj). For each data point i 2 Cj, we calculate:

b 1 X aii)
i) = min —— i;
) kei JCyj (2 J

By leveraging the previous metrics we can define the silhouette index for a given point i as:

| i) a(i)
S) = axfai) bing

The maximum value of the mean S(i) over all data of the entire dataset is the silhouette

jGj>1

coeflicient:

Silhouette Coefficient :mkaxé(k)

Where § (K) represents the mean S(i) over all data of the entire dataset for a specific number
of clusters k. We exploited the silhouette coefficient to choose the cluster set to explore

among the results obtained by combining the three traits.

4.7. Jaccard Similarity Index

We used Jaccard Similarity Index to calculate the similarity between two clusters re-
sulting from different experiments. Measuring the Jaccard Similarity Index between two
clusters is the result of the division between the number of elements they have in common,

as shown below:

A\ Bj

JAB) = 1R8]

Two clusters that share all elements will have Jaccard Similarity Index 1, the closer to
1, the more elements are in common between the clusters, while if they share no elements,

they are Jaccard Similarity Index would be 0.
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5. Results

5.1. Qualitative Analysis

First, we performed a qualitative analysis applying UMAP with num_components= 2
on each set of features to gain initial insight into how the accounts are distributed in the
bi-dimensional space. In Figure 1, the accounts are colored according to their nature (e.g.,
bot, troll, or human) and plotted for every single trait and their combination. Exploiting
colors and points distribution, it is possible to visually assess the effectiveness of the features
extracted for each trait in distinguishing different actors by observing the proximity of points
representing accounts of the same type. Concerning credibility (Figure 1a), we observe that
the different categories tend to overlap except in a few rare areas. In terms of initiative
(Figure 1b), groups of accounts of the same type are visible, although they are all very close
to each other, making the distinction into clusters difficult. Adaptability (Figure 1c), while
providing well-separated groups of accounts of the same category, also creates a vast group
where are located most human and troll accounts. Combining the three traits (Figure 1d)
will get more groups of accounts belonging to the same category which are well-separated
from each other. Here emerge two groups of troll accounts that stand out from the rest and

a large group of human accounts and other small, well-delineated groups.

5.2. Quantitative Analysis

After the preliminary data exploration, we performed a battery of experiments using
different values for the parameters num_components and min_clusters_size, respectively, for
the UMAP and HDBSCAN algorithms. In each experiment, we analyzed all 91,632 accounts
in the dataset according to the group of features bundled into the different traits. Since
our dataset contains three different types of accounts, the number of generated clusters
would ideally be three. However, since the accounts analyzed belong to various datasets
and performed different activities at different times, they probably do not exhibit the same
characteristics even though they belong to the same category. We reported the distribution
of the purity values obtained in our experiments in Figure 2, through box plots which turn

out to be consistent with what was observed in Figure 1. Credibility gives the worst results;
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