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Abstract

Device-to-Device (D2D) communications play a pivotal role in 5G systems by enabling new ser-
vices, reducing latency, and alleviating network congestion. For instance, proximity-based content
sharing between nearby devices – without routing through the base station – has been proposed to
offload traffic from the core cellular network. Existing D2D-based offloading strategies often assume
that users requesting content can tolerate some delay before receiving it. Several analytical mod-
els have been developed to derive theoretical performance bounds based on user mobility patterns
and the routing algorithms used for content dissemination. In this study, we propose a novel fluid
model based on Ordinary Differential Equations (ODEs) for the performance analysis of a general
D2D-based mobile data offloading scheme, called OORS, which considers both content delivery guar-
antees and time limitations for storing content copies in local device caches. Unlike similar existing
models, our approach allows for the analysis of time-limited caching and forwarding policies with
both constant and asynchronous timeouts, making it more practical for real-world applications. We
also formulate an optimisation problem to maximise the utility of the content dissemination process
through a simplified analysis of the stationary regime of the ODE model. Simulation results validate
the accuracy of our model predictions, in terms of both aggregate statistics and the temporal evo-
lution of the system state, using both synthetic and real-life mobility datasets. Finally, we compare
OORS – optimally tuned with respect to protocol parameters – to Push-and-track, a state-of-the-art
content data offloading scheme. Our results show that OORS achieves similar offloading efficiency
as Push-and-track, while reducing the number of content copies by at least 50%.
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1 Introduction

One promising strategy for managing the exponential growth of mobile data traffic within cellular net-
works involves the adoption of Device-to-Device (D2D) opportunistic communications to offload traffic
from congested cellular base stations [1]. Specifically, D2D communications leverage short-range out-
of-band communication media, such as IEEE 802.11 or as an underlay to the cellular network [2], to
enable direct data exchange between proximate mobile devices without relying on cellular network in-
frastructure. In cases where content reception may tolerate a certain degree of delay (e.g., podcasts),
the D2D-based information dissemination process can employ a delay-tolerant networking (DTN) ap-
proach [3]. DTNs embrace the so-called store-carry-forward communication paradigm, where a node
receiving a message holds it while it moves, and subsequently passes it to encountered nodes.

Various D2D-based offloading schemes have been proposed, differing in the methods used to select the
subset of nodes that assist in the content distribution [4], the DTN routing algorithm [5], or the caching
policy for buffering the content in node caches [6]. In this study, we consider a “frugal” offloading scheme
inspired by [6] and initially described in [7], which aims to minimise memory and network resource usage
during the offloading process. Specifically, only nodes interested in a given content can store it in
their local cache, and content copies are not disseminated epidemically but are forwarded to a newly
encountered node only if it has already requested the content. Additionally, content copies are stored
in local device caches for a limited time, called sharing timeout. Hereafter, we refer to this offloading
scheme as Opportunistic Offloading with Resource Saving, or OORS for short.
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Previous research has proposed Ordinary Differential Equation (ODE)-based mathematical frame-
works, inspired by the susceptible-infectious-recovered (SIR) epidemic model, to assess the performance
of DTN-based routing and information diffusion mechanisms [8, 9, 10, 11]. The SIR model draws an
analogy between a content item and an infectious disease, where nodes become susceptible to ‘infec-
tion‘ after requesting the content, become ‘infected‘ upon receiving and sharing it, and transition to
a ‘recovered‘ state once they stop content sharing. Foundational work [9] developed ODE models for
several variants of epidemic routing under the assumption that the inter-meeting time of any two nodes
is exponentially distributed. Fluid models based on ODEs have also been proposed to include multiple
classes of nodes [10], community-based mobility models [11], or different packet discarding strategies
aimed at controlling the spread of packet copies in the network [8, 9, 12]. Previous ODE-based mod-
els of epidemic-like routing have included time-limited caching to save buffer space and communication
resources under quite restrictive assumptions. For instance, the model in [9] assumes either that an
exponentially distributed timeout is associated with each content copy, or a global fixed timeout exists,
that deletes all copies of the content at all nodes at the same time. To the best of our knowledge, how
to model delayed D2D offloading with constant and asynchronous timeouts on both content sharing and
content delivery using a fluid model is still an unsolved problem.

Motivated by this, in this work, we develop a novel modelling framework using ODEs for analysing how
hard delivery delay constraints and time-constrained caching memory can impact the offloading efficiency
of a delayed D2D-based offloading scheme. The main contributions of this paper are summarised as
follows:

• We leverage the proposed ODE model to derive explicit expressions for functions that capture
the temporal evolution of the system state. Two main novelties are associated with our model.
First, it enables the analysis of constant delivery delays and time-limited caching with constant
and asynchronous timeouts. Second, we rely on a simple discretisation technique to model content
latency, making our model more practical for real-life applications. Additionally, we analyse the
stationary regime of the proposed ODE model and derive a necessary condition for its existence.

• We formulate a utility-aware maximisation problem to optimally tune the parameters of the content
dissemination process. Furthermore, we leverage the properties of the stationary regime to derive
a closed-form solution for this optimisation problem.

• We demonstrate the ability of our approximated ODE-based framework to capture the complexity
of the offloading process by deriving the closed-form expressions of the protocol parameters as a
function of node density and content request speed for an illustrative use case – a one-dimensional
linear vehicular scenario.

• We conduct an extensive simulation study to validate the model’s accuracy using both a synthetic
mobility trace and IEEE INFOCOM’06 [13], a real-life mobility dataset. We analyse aggregate
performance metrics (e.g., content latency and offloading efficiency) alongside the time evolution
of the system state. Additionally, we provide empirical evidence supporting the existence of the
stationary regime.

• We compare OORS – optimally tuned with respect to protocol parameters – with Push-and-track,
a state-of-the-art data offloading scheme that ensures guaranteed delays but relies on unlimited
caching. Our results show that OORS achieves a similar offloading efficiency to Push-and-track
while reducing the number of stored content copies by at least 50%. Additionally, selecting an
optimal sharing timeout results in offloading performance that is nearly unaffected by the rate of
content requests.

The remainder of the paper is organised as follows. Section 2 briefly reviews the most relevant related
works. Section 3 describes our ODE model and applies it to a one-dimensional vehicular scenario for
illustrative purposes. In Section 4 simulation results confirm the model predictions. Section 5 compares
the performance of OORS, optimally tuned using the solution of the optimisation problem formulated
in Section 3, with Push-and-track. Finally Section 6 concludes the paper discussing future work.

2 Related Work

In this section, we briefly review the research efforts most relevant for this paper from two perspectives:
i) D2D-based mobile data offloading and ii) fluid models of opportunistic networks. Additionally, we
clarify what is the research gap filled by this contribution and how it differs from related works.
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2.1 Mobile data offloading

Multiple approaches have been proposed to support mobile data offloading in cellular networks, depending
on the types of constraints that should be satisfied for the content delivery and on the techniques used
to transmit the content. The reader is referred to [1] for an extensive survey of existing solutions. D2D-
based data offloading is a specific class of mobile data offloading solutions in which the content must be
delivered within a deadline, and D2D communications are used to disseminate the content to intended
destinations. Most research studies on D2D-based data offloading focus on designing efficient strategies to
select the best subset of users (often called seed users) who should initially receive a copy of the requested
content and bootstrap the dissemination of that content in the opportunistic network. The authors in [14]
formulate a utility maximisation problem to model the subset selection, considering the mobility of users,
traffic heterogeneity, and the cache size on mobile nodes. An influence maximisation problem is adopted
in [15] to select suitable seed nodes. A community-based algorithm is developed in [16] to select the seed
users based on the characteristics of the contact patterns between end-users. A similar approach based
on the contact graph of mobile nodes is proposed in [17]. The authors in [18] propose leveraging the
predicted mobility of users to select as seed nodes the users with the highest probability of encountering
users requesting that content. An encounter prediction model coupled with a game-theoretic approach
for seed selection is also developed in [19]. A learning framework is proposed in [4] to determine how
many content copies should be injected into the seed nodes over time, not only for bootstrapping the
content dissemination. Differently from the aforementioned solutions, we analyse an offloading scheme
called OORS, which does not rely on seed nodes for content dissemination. Additionally, the content
is not propagated among nodes in an epidemic-like manner but is restricted to those nodes that have
explicitly requested it. We highlight that by involving only nodes that express interest in the specific
content, OORS optimises resource usage by reducing unnecessary transmissions and buffer occupancy.
However, a caching and routing policy that is too restrictive may negatively impact offloading efficiency
if not carefully configured.

2.2 Fluid models

Fluid models based on ODEs are particularly effective for capturing the behaviour of large-scale, dynamic
systems, where individual node behaviours are less important than aggregate system trends. For this
reason, the authors in [9] were the first to propose a modelling framework based on ODEs to study
the performance of epidemic routing by focusing on the continuous evolution of system variables over
time (e.g., the rate of content dissemination). Under the assumptions that the original packet can be
copied many times, and that the pairwise meeting time between nodes is exponentially distributed,
the authors in [9] derived closed-form expressions for several variants of epidemic routing, including k-
hop forwarding, probabilistic forwarding, and restrictions on the number of copies of the same content.
Building on this general framework, subsequent studies have extended the model to consider different
recovery schemes to delete obsolete packet copies or more complex mobility patterns. The authors in [20]
analyse a forwarding scheme where relay nodes accept packet copies from the source node that generated
the packet with probability q, and from other relay nodes with probability p. A fluid model of epidemic
routing with multiple classes of relay nodes having different forwarding probabilities is developed in [10].
The authors in [21] develop a fluid model for epidemic routing with restrictions on the number of message
copies that each node can generate. A recovery scheme for controlling the spread of packet replications by
using information about the packet delivery progress is studied in [12]. We highlight that time constraints
and time-dependent transition rates have been considered in fluid models of epidemic routing in various
contexts. For instance, time-limited forwarding is used in [12] to reduce the amount of unnecessary
content transmissions. However, the rate at which packets are discarded is assumed to be exponentially
distributed. In [9], a global constant timer is associated with each packet, and when the timer expires,
the copies of that packet stored at all the nodes are discarded. Unlike these studies, the constant sharing
policy considered in this study is based on constant and asynchronous timeouts, meaning not all nodes
take the same action at the same time.

3 An ODE-based Model for OORS

For the sake of clarity in presenting the model, we provide a brief overview of the OORS scheme, which
was initially proposed in [7]. While we summarise the protocol here to facilitate understanding of the
model development, the full details and pseudo-code are available in [7]. We recall that the goal of this
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Figure 1: Time evolution of the content dissemination process from the point of view of a content
requester n.

study is not to propose a novel offloading scheme, but to show how ODE-based models can be applied to
an offloading scheme that adopts time-limited caching and forwarding to minimise memory and network
resource usage during the offloading process.

Let us consider a set of N+1 users1 moving in a specific geographical region. At random times, users
request content c to a central data server (CDS). Each content c has a hard delivery delay constraint Tc
(or content timeout). A user n that has requested a content item can retrieve it through an opportunistic
D2D communication when encountering a user that has a copy of it in its local cache. On the other hand,
n receives the requested content directly from the CDS through a long-range cellular communication when
the content timeout expires. A simple caching policy is adopted. In particular, a copy of content c is
removed from a node cache when a sharing timeout Ts expires. Figure 1 exemplifies the time evolution of
the content dissemination process from the point of view of a content requester n. To improve readability,
Table 1 shows the main mathematical notations used throughout the paper.

For the sake of model development, we introduce the following notation: i)M(t)2, defined as the set
of users that, at time t, have not yet requested content c; ii) S(t), defined as the set of nodes that have
requested content c but have not yet received it; iii) I(t), defined as the set of nodes that have already
received content c and are storing a copy of it in their local cache for sharing; and iv) R(t), defined as
the set of nodes that have received content c and have discarded the cached copy because the sharing
timeout Ts has expired. Clearly, it holds thatM(t)+S(t)+I(t)+R(t)=N+1. We highlight that we use
the same notation to indicate both a set or its cardinality, when there is not ambiguity.

Let λ(t) be the global generation rate of content requests, i.e., the transition rate of users from set
M to set S. Let us denote by µ(t) the normalised rate at which users in set S receive content, i.e.,
the per-user transition rate to set I. As shown in Figure 1, two categories of events can trigger this
state transition, namely an opportunistic encounter with a node m∈ I, or a direct data transfer from
the cellular network. Formally, let us denote by po(t) and pc(t) = [1−po(t)] the probabilities of these
two events, respectively. Then, it holds that the total number Ωo(t) of content items delivered through
opportunistic contacts in the time interval [0, t] is given by:

Ωo(t) =

∫ t

0

po(τ)µ(τ)S(τ)dτ (1)

Following the same line of reasoning as in (1) we derive the total number Ωc(t) of content items delivered
via the cellular network in the time interval [0, t]. Finally, let γ(t) denote the per-user transition rate
from set I to set R, representing the rate at which content is deleted from the node caches. Leveraging
these transition rates, the dynamics of the offloading process described above can be expressed by the

1The terms user, node, and device are used as synonyms.
2We omit the time dependency t when there is no ambiguity.
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Figure 2: Markov chain model of content dissemination.

Figure 3: Illustrative example of the probability density function for the discretised content latency. The
probability values in the figure are obtained for N = 20, I = 4, ω0 = 1.5, θ = 1 sec, and Tc = 7.5 sec.

following system of ordinary differential equations:
Ṡ(t) = λ(t)− µ(t)S(t)

İ(t) = µ(t)S(t)− γ(t)I(t)

Ω̇o(t) = po(t)µ(t)S(t)

Ω̇c(t) = pc(t)µ(t)S(t)

(2)

with initial conditions S(0) = I(0) = Ωo(0) = Ωc(0) = 0. We emphasise that the solution of the ODE
model provides the mean value of the various state variables. To some extent, we can treat an ODE
model as a “deterministic” model since no randomness is involved in the mean analysis, and the same
starting conditions yield the same output. Numerical solutions for this ODE system can be derived after
calculating explicit expressions for the state transition rates (see Section 3.1 for a detailed explanation).
It is worth noting that the classical SIR model has been commonly used in epidemiology studies, and
closed-form solutions exist only under the assumption that the susceptible and infectious periods are
exponentially distributed, which implies that the transition to the next state is independent of the time
spent in the previous state, which is the memory-less property. In this study, we do not make restrictive
assumptions on the distributions of the random variables S and I, which can be arbitrary. Without loss
of generality, we only assume that the content request process follows a Poisson distribution (i.e., λ(t)
is the rate of an exponential distribution), and we rely on numerical techniques to solve the ODE-based
model under time-dependent transition rates.

3.1 Modelling transition rates

By definition, the transition rate µ(t) is computed as 1/E[Wc(t)], where Wc(t) is a stochastic continuous
variable modelling the per-user delay of receiving the requested content at time t3. It is straightforward
to note that Wc ∈ [0, Tc]. In our system, the exact probability distribution of Wc is impossible to
derive because it depends not only on the distribution of contact events between users, but also on the
time constraints of the offloading process, namely, the sharing and content timeouts. Without loss of
generality, we assume that each pair of users has the same average contact rate, which is fixed over time

3As explained later, we can omit the dependency of Wc(t) on the time t because it will be accounted for in the function
I(t) used to model Wc.
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Table 1: List of notations

Notation Definition
N Number of nodes
Tc Content timeout
Ts Sharing timeout
M(t) Set of nodes that, at time t, have not yet requested content c
S(t) Set of nodes that, at time t, have requested but not yet received

content c
I(t) Set of nodes that, at time t, store a copy of content c
R(t) Set of nodes that, at time t, have received the requested content

but are not storing a copy of it
λ(t) Global generation rate of content requests at time t
µ(t) Normalised rate, at time t, at which users in S receive content
po(t) Probability of receiving the requested content via D2D communi-

cations at time t
pc(t) Probability of receiving the requested content directly from the

CDS at time t
Ωo(t) Total number of contents delivered via opportunistic contacts up

to time t
Ωc(t) Total number of contents delivered using cellular network up to

time t
γ(t) Per-user transition rate from I to R
θ Average inter-contact time between a node and any other node

Wc(t) Per-user content latency at time t
ε(t) Offloading efficiency at the end of time interval [0, t]
ltx Fixed transmission range of the nodes
ρ Node density as observed by the content requester
Vi Speed of node ni

and equal to 1/θ, where θ is the average inter-contact time4. We highlight that, unlike [9], we do not
use a pairwise inter-contact time but the inter-any-contact time, which is defined as the time elapsed
between two successive contacts of a node with any other node in the network [22]. For the sake of
brevity, hereafter we simply refer to inter-contact time instead of inter-any-contact time. Then, we apply
a discretisation method to approximate Wc. Specifically, we approximate Wc using a discrete random
variable Ŵc taking values in the set {kθ|k = 0, 1, . . . , kc}∪{Tc}, where kc = bTc/θc. The rationale behind
this approximation is the simplifying assumption that nodes only meet at multiples of the inter-contact
time θ. In other words, we replace the stochastic mobility pattern with a deterministic one of equal rate.
To clarify the practical implications of this discretisation technique we use to model the content latency,
Figure 3 shows an illustrative example of a probability density function of the discretised content latency.
As depicted in the figure, this probability density function collapses into a probability mass function that
gives us the probabilities of the possible kc+2 values of Ŵc.

The following Lemma derives the probability mass function of Ŵc, under the assumption that I(t)
is a slowly varying function and can be considered constant in the time interval between the content
request and the content delivery (i.e., Wc). In other words, in the following Lemma, I(t) is considered
as a constant independent of k.

Lemma 1. Under the above assumptions of deterministic inter-contact times and I(t) ≈ I, it holds that

pW (k, I) = Pr{Ŵc = kθ|I} (3)

=

{
1−

(
1− IN

)ω0
k = 0

I
N

(
1− IN

)ω0+k−1
1 ≤ k ≤ kc

pW (kc + 1, I) = Pr{Ŵc = Tc} =

(
1− I

N

)ω0+kc

(4)

4Note that we do not require the inter-contact time to be exponentially distributed.
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where ω0 is the number of neighbouring nodes of the content requester at the time of the content request.
Note that in (3) and (4) I represents an unknown quantity.

Proof. Under deterministic inter-contact times, a node retrieves content from another node it encounters
according to a Bernoulli process. Furthermore, I/N gives the average probability that a content requester
meets a node that has a stored copy of that content. At the time of request (k= 0), the probability of
receiving the content is given by the probability that at least one of the neighbouring nodes already has
a stored copy of the content. At time tk = kθ (with 1≤k≤kc), the probability of receiving the content
through an opportunistic transmission is given by the likelihood that none of the previous (ω0 + k − 1)
encountered nodes had a copy of the requested content, while the node encountered at time tk stores it.
The last case (4) is the probability of receiving the requested content from the cellular network because
none of the (ω0 + kc) nodes encountered before the deadline Tc had a copy of the requested content.

Owing to Lemma 1, it is straightforward to compute the expected value E[Ŵc] as
∑kc
k=0 pW (k, I)kθ+

pW (kc + 1, I)Tc. Using (3) and (4), after some algebraic manipulations, we obtain that

E[Ŵc] =
θ(1− I∗)ω0

{
1− (1− I∗)kc

[
1− I∗

(
Tc
θ − kc

)]}
I∗

, (5)

where I∗ = I/N . We emphasise that E[Ŵc] is a discontinuous function of θ because kc is obtained
through a floor function. Traditional convergence analysis of numerical methods for ODE systems relies
on the assumption of smooth functions. We can easily remove discontinuities by substituting the floor
function with its argument. Then, expression (5) simplifies as

E[Ŵc] =
θ(1− I∗)ω0

[
1− (1− I∗)Tc/θ

]
I∗

. (6)

It is worth pointing out that expression (6) has a non-linear dependency on I(t) function. However, it
allows us to express µ(t) as a function of I(t), which is needed to solve the system (2).

Finally, we assume that λ(t) is constant and equal to λ0. Formally, this means that λ(t) = λ0 if
t ∈ [0, (N + 1)/λ0], and zero elsewhere. It is also straightforward to derive that γ(t) = 1/Ts as the
sharing timeout is fixed.

3.2 Modelling po(t), pc(t)

Leveraging Lemma 1 we can derive pc(t) defined as the probability of receiving the requested content
directly from the CDS at time t. Specifically, it holds that pc(t)=pw(kc+1, I). Obviously, the probability
of receiving the requested content via D2D communications at time t, denoted by po(t), is given by 1−pc(t).
Similarly to (6) we can remove discontinuities in these expressions by approximating the floor function
with its argument.

3.3 Performance metrics

We define the offloading efficiency ε(t) at the end of the time interval [0, t] as the ratio of the total
number of content items received through opportunistic communications to the total number of contents
delivered. Utilising Ωo(t) and Ωc(t), we can easily derive that

ε(t) =
Ωo(t)

Ωo(t) + Ωc(t)
. (7)

By using (7), we can compute the average offloading efficiency as follows: ε=limt→∞ ε(t).
The average content latency W (t) experienced by nodes within the time interval [0, t] is modelled

using the expected waiting time E[Ŵc], given by expression (6). We recall that E[Ŵc] is a function of

I(t), solution of the system (2). Since the average request rate λ0 is constant, we can average E[Ŵc]
over time and directly derive the following expression:

W (t) =

∫ t
0
E[Ŵc(I∗(τ))]dτ

t
. (8)

In our system model, the average time TN required to generate N + 1 content requests can be derived
as TN = N+1

λ0
. Then, we approximate the average content latency experienced by users as W (TN ).
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Finally, we derive the average number of content copies in the system, denoted by C. This value
corresponds to the time-averaged number of ’infected’ nodes, expressed as:

C =

∫ TE
o
I(τ)dτ

TE
(9)

where TE = TN + W (TN ) + Ts represents the approximate average duration for all nodes to receive
and then stop sharing the requested content. The approximation used in Equation (9) is grounded in
the assumption that, beyond the time TN , all nodes have requested the content, on average. The last
request will be satisfied after an average W (TN ) time. Subsequently, all copies of the content are deleted
within a sharing timeout. This formulation implicitly assumes that the evolution of the I(t) function
predominantly occurs within the interval [0, TE ].

3.4 Analysis of the stationary regime

In some cases, the solutions of ODE-based models approach stationary regimes that are time-independent.
In other words, in the stationary regime, the derivatives of the solutions become zero, indicating that
the system has reached an equilibrium (not necessarily stable). Let us assume that the set of differential
equations defined in (2) has a quasi-stationary regime during a time interval [ta, tb]

5. Then, it holds that
I ′(t)=0 and S ′(t)=0 for t∈ [ta, tb]. Let us denote by Cs the number of infected nodes in the stationary
regime. After simple algebraic manipulations from (2), we obtain that

Cs =
λ(t)

γ(t)
= λ0Ts (10)

It is intuitive to observe that Cs is constrained to be not greater than N +1. In other words, a necessary
(but not sufficient) condition for the existence of the stationary regime is that Ts≤ N+1

λ0
.

3.5 Optimal selection of the Ts parameter

In this subsection, we present a utility-aware technique to determine the optimal value of the Ts parame-
ter, leveraging the analysis of the stationary regime. First, we model the total utility U(Ts) of the content
dissemination process within the stationary regime given the Ts parameter. In the following, we assume
that U(Ts) increases if either the content latency decreases or the probability of receiving content from
D2D communications increases as we are saving resources of the cellular network. Conversely, U(Ts)
decreases if the number of content copies in the nodes’ caches increases, as the content dissemination
process consumes nodes’ resources.

More formally, let UO(Ts) denote the utility of receiving content in the stationary regime (i.e., when
t∈ [ta, tb]) from D2D communications, which can be expressed as

UO(Ts) = po(t) = 1− (1− cs)ω0+Tc
θ , (11)

as

UD(Ts) = 1− W (t)

Tc
= 1− θ(1− cs)ω0 [1− (1− cs)

Tc
θ ]

csTc
(12)

Finally, let UC(Ts) denote the normalised cost of using nodes’ cache memory, which is given by

UC(Ts) = 1− cs . (13)

Expression (13) yields a low utility value if many content copies are stored in the nodes’ caches. Finally,
we can express the total utility as the weighted sum of the individual utilities, given by

U(Ts) = α1U
O(Ts) + α2U

D(Ts) + α3U
C(Ts) (14)

with α1+α2+α3 =1. Then, the utility maximisation problem for the content dissemination process can
be formulated as

P : max
Ts

U(Ts) (15)

s.t. 0 < Ts ≤
N + 1

λ0
(16)

5We will show when this assumption holds in Section 4

8



The optimisation problem P is a non-linear programming problem (NLP) with a single decision variable
that can be solved using simple numerical optimisation techniques. However, in some special cases, it
may be possible to find the optimal solution analytically by computing the derivative of the objective
function. For instance, when α2 = 0, the optimisation problem P simplifies to finding the maximum of

the function U(Ts)=α1[1− (1− cs)kT ] +α3(1− cs), with kT =ω0 +Tc/θ. Setting the derivative of U(Ts)
equal to zero, after some algebraic manipulations, we obtain that the optimal Ts value, denoted by T ∗s ,
is given by

T ∗s =
N + 1

λ0

[
1−

(
α3

α1

1

kT

) 1
kT−1

]
(17)

To satisfy the constraint in (16), the parameters in (17) must meet the following conditions: kT > 1,
1/(kT + 1) < α1 < 1, and 0 < α3 < 1/(1 + 1

kT
). It is worth noting that, in practical scenarios, kT is

typically much greater than one, allowing a wide range in the choice of weight values.
We conclude this section by discussing practical considerations on how configuration rule (17) can

be implemented. First, we highlight that the Access & Mobility Management Function, or AMF, is
a control plane function in the 5G core network that handles connection and management mobility
tasks. Thus, the CDS can leverage AMF capabilities to know the number N of mobile devices located
in a specific region, that are subscribed to a content topic. Similarly, the IETF has standardised the
DTN IP Neighbor Discovery (IPND)6, a method for learning the existence, availability, and addresses
of other DTN participants. IPND both sends and listens for small IP UDP announcement “beacons”.
This method can be used to monitor the number of neighbouring nodes of the content requester at the
time of the content request (i.e., ω0), which is needed to derive kT . Additionally, there is vast body
of work in the domain of opportunistic networks on the design of online estimation models that can
reliably estimate the inter-contact times and the contact duration values from the collected information
of previous contacts of nodes (for instance, see the methods recently proposed in [23]). These methods
can be easily integrated into our architecture to provide the information needed for the configuration
of the offloading protocol. Finally, the parameter λ0 can be estimated using historical data on content
requests.

3.6 Use case: 1-D Vehicular Network

The model parameters depend on the network scenario and the mobility pattern. To show the ability
of our approximated ODE-based framework to capture the complexity of an offloading process, we use
as illustrative example a synthetic vehicular mobility model derived from a one-dimensional vehicular
scenario, illustrated in Figure 4. In particular, we consider N+1 vehicles, each with a fixed transmission
range ltx, which move at constant speed in a two-lane road segment of length L. We assume that when
a car arrives at the end of the road lane, it goes back through the other lane. It is intuitive to derive
that ω0 =4ρltx, where ρ=N/2L is the node density as observed by the content requester.

Figure 4: 1-D Vehicular network model.

Let Vi be a random variable modelling the constant speed of vehicle ni (i=1, . . . , N+1). We assume
that Vi is an i.i.d. random variable with a continuous uniform distribution U(va, vb). To estimate θ, we
need to derive the average number of encounters, n+(τ) and n−(τ), of a content requester with other
nodes moving in the same or opposite direction, respectively, during a generic time interval [t, t+τ ]. The
mathematical expressions for these two variables are derived in Annex A. Then, it holds that

θ =
τ

ne+(τ) + ne−(τ)
=

1

2ρ
(
vm + ∆v

6

) (18)

6https://www.ietf.org/archive/id/draft-johnson-dtn-ipnd-00.html.
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The above formula shows that, in the considered scenario, the inter-contact rate is a function only of
the node density and speed. It is interesting to highlight that the seminal work [24] demonstrated that
many well-known mobility models, such as the random waypoint or the random direction model, are
characterised by pairwise meeting times between nodes, which are linearly dependent on the average
relative speed between two nodes and the node density.

4 Model Validation

To validate the accuracy of our approximated ODE-based model we have developed a custom simulator
implementing the offloading scheme described in Section 3. To analyse a broad range of conditions,
the following results have been obtained considering two mobility scenarios. The first one adopts the
vehicular mobility model described in Section 3.6. The second one is based on a real-life dataset of
opportunistic contacts between human-carried wireless devices [25]. A detailed description of the two
mobility scenarios is reported in the following section. Regarding the communication model, we do
not assume any specific technology (e.g., WiFi or Bluetooth) implementing the D2D communication
underlying our offloading scheme. We only assume that the data rate is high enough to ensure that the
content can be fully transmitted without losses during the D2D contact. As we discuss in the following,
the simulation scenario we consider has been chosen because it is able to highlight general features of
the offloading process and not to show the impact of system parameters such as the channel interference,
which are not evaluated here.

Offloading performance is measured in terms of offloading ratio, content delay, and number of content
items that are stored in the nodes’ caches according to the metrics defined in Section3.3. However, we
also analysed the time evolution of the system state to better highlight specific features of the offloading
process, and the ability of the modelling approach to closely match transient behaviours. We measured
both average values and 95% confidence intervals, using standard independent replication techniques.
The confidence interval is not shown in the figures due to its small size.

4.1 Mobility scenarios

In the following, we describe the two mobility scenarios that will be used in the performance evaluation.

4.1.1 Real-life (human-based) mobility model

The real-life mobility model used in our study is based on a trace that includes Bluetooth sightings
collected by iMotes devices during the five days of the IEEE INFOCOM’06 conference [25], which is
publicly available in the CROWDAD archive 7. To collect this trace, 78 iMotes were distributed among
the conference attendees, while 17 nodes were static long-range iMotes deployed throughout the area,
and 3 nodes were long-range iMotes that were placed in the elevators of the hotel. The iMotes log contact
events every 120 seconds using Bluetooth sighting. The contacts with other iMotes were classified as
“internal” contacts, while the sightings of other types of Bluetooth devices were classified as “external”
contacts. The trace consists of five days of logs, but in our study we consider a single segment of
four consecutive hours, which shows a stable number of contact events over time. As shown in the
following, the duration of the mobility trace is long enough to ensure that all nodes’ content requests are
satisfied before the simulation ends. In this time segment, 65 iMotes are active (i.e., each logs at least
3 contact events) with a total number of 2811 contacts. Figure 5 shows the empirical complementary
cumulative distribution function (CCDF) of the aggregate inter-any-contact time – the time elapsed
between two successive contacts of a device with any other device – on a log–linear plot, comparing
it with an exponential distribution of the same mean. As a reminder, we use ‘inter-contact time’ and
‘inter-any-contact time’ interchangeably.

The results clearly show that the empirical distribution has a slower decay rate than the exponential
distribution, with the empirical inter-contact times deviating considerably from the exponential distri-
bution, especially in the tail [26]. In the figure, we have also expanded the initial section of the CCDF.
We observe that the lower end of the inter-contact time distribution is heavier than that of an exponen-
tial distribution with the same mean, indicating a higher concentration of probability mass at smaller
inter-contact times. For instance, we find that 10% and 30% of the inter-contact times are shorter than
2 seconds and 40 seconds, respectively, while the same percentages are reached at 18 seconds and 60

7https://ieee-dataport.org/open-access/crawdad-cambridgehaggle-v-2006-09-15.
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Figure 5: CCDF of the inter-any-contact time for the INFOCOM’06 trace, and comparison with an
exponential distribution of the same mean.
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Figure 6: CCDF of the inter-any-contact time for the synthetic vehicular trace.

seconds in the exponential distribution with the same mean. An interesting behaviour also emerges when
examining directly the probability density distribution (PDF) of inter-contact times (not shown here due
to space constraints). Specifically, the PDF exhibits regular peaks at two-minute intervals. This is likely
due to Bluetooth sightings being recorded every 120 seconds in this trace; although if the Bluetooth
scanning processes are not synchronised across nodes, this interval affects the distribution, especially for
shorter contact times.

4.1.2 Synthetic (vehicular) mobility model

The inherent limitation of real-life mobility traces is that they are limited to a specific number of nodes.
In contrast, synthetic mobility models can be applied to an arbitrary number of nodes and over a large
scale. For this reason, in this study we also consider a synthetic mobility scenario based on the vehicular
mobility model described in Section 3.6. This mobility model depends on several parameters, such as
density, and average lane speed. In the following simulations, we focus on investigating the impact
of network density on system performance by varying the number N of vehicles. Specifically, we set
the lane length L to 1000 m, the average speed vm to 20 km/h, the speed variability ∆v to 8 km/h,
and the transmission range to 50 m. Figure 6 shows the CCDF of aggregate inter-any-contact time for
N =100. The results show that the empirical distribution closely matches the exponential distribution.
We highlight that using these two mobility scenarios is beneficial for model validation because it allows
us to test the effectiveness of the proposed modelling approach in both cases where the mobility patterns
do or do not follow a Poisson process for the contact events.
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Figure 7: Vehicular mobility model: system performance vs content request rate for Tc = 5 sec and
N=100.

4.2 Aggregate system performance

In this section, we focus on analysing the impact of traffic intensity – measured as the content request
rate – on the model’s precision when predicting offloading ratio, content latency, and number of content
items stored in the nodes’ caches. When using the vehicular mobility model we will be able to also
investigate the impact of node density on the same performance metrics.

4.2.1 Synthetic (vehicular) mobility model

In Figure 7 we compare the model predictions with the simulation outcomes for offloading efficiency ε,
average content latency W , and number of cached content copies, respectively, as a function of the global
content request rate (λ0) and sharing timeout (Ts) for a network with N = 100. The results presented
in Figure 7a clearly illustrate that, in the considered scenario, the offloading efficiency notably increases
with both Ts and λ0. In particular, a higher Ts increases content persistence, facilitating a more effective
opportunistic diffusion. Similarly, a high λ0 means that the content requests are closer in time, which
leads to an increase in the number of content copies in the network (see also Figure 11). Although this
latter observation may appear counter-intuitive, it directly results from the fact that Ts > 1/λ0. Indeed,
the first nodes generating a content request will most likely receive it from the CDS because there are
not sufficient copies of that content in the network. However, the initial set of content copies will quickly
boost offloading efficiency. This intuition is confirmed later by plotting the time evolution I(t), which
rapidly increases after an initial transient phase, and remains constant for most of the system evolution.
Finally, we observe that the accuracy of the model predictions increases with Ts, and the model slightly
overestimates offloading efficiency. This is explained by the fact that similar values of Ts and Tc lead to
a more likely occurrence of border cases in which a content copy is discarded when a content timeout is
about to expire.

Figure 7b shows the content latency under the same conditions, mirroring the trends observed in
Figure 7a: higher Ts and λ0 values result in lower content latency. This is explained by observing that
the higher the offloading efficiency, the greater the probability of receiving content by a nearby node
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Figure 8: Vehicular mobility model: system performance vs node density for λ0 =0.5 req/sec.

storing a copy of it before the expiration of Tc. Interestingly, we can observe that the accuracy of our
ODE model in predicting the content latency is very high in all the considered scenarios, even higher
than the one observed for the offloading efficiency.

Finally, Figure 7c illustrates the average number of content copies that are stored in the devices’ local
caches (also referred to as the number of infected nodes) before all users receive the requested content. It
is not surprising that the plots reveal a good agreement between the analytical model and the simulation
results, and small model inaccuracies are observed for higher values of both λ0 and Ts. Interestingly,
even when the content request rate is as high as one request per second, the number of copies in the
network is less than a quarter of the total number of nodes present. In Section 4.3, we will conduct a
detailed analysis of the behaviour of the number of infected nodes, demonstrating that the number of
infected nodes undergoes a brief initial transient period of rapid growth, stabilises, and then experiences
a final period of rapid decrease.

The second set of results aims to investigate the impact of node density on the system performance.
In particular, we fix λ0 = 0.5 req/sec and we vary the number of mobile nodes in the range [40, 100].
Clearly, the lower the node density, the higher the content request rate per node. Figure 8a, Figure 8b,
and Figure 8c show the offloading efficiency, the content latency and the content copies, respectively, for
the same combination of Tc and Ts values used in the previous set of figures. The results confirm the
accuracy of the proposed modelling approach, which improves for high Ts values. Furthermore, we note
that the offloading efficiency is weakly dependent on the node density and only low values of N lead
to a slightly worse offloading efficiency and content latency. This can be explained by observing that
the number of content copies stored in the local caches of mobile nodes depends mostly on the number
of nodes that have already requested the content. The results depicted in Figure 8b confirm that our
model accurately captures the content latency and that the higher the offloading efficiency, the lower the
content latency. Finally, Figure 8c shows that our model slightly underestimates the number of copies
stored in the devices’ local caches when the sharing timeout is high.

4.2.2 Real-life (human-based) mobility model

Following the approach used in the previous analysis, we begin by comparing in Figure 9a the model
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Figure 9: Real-life mobility model: system performance vs. content request rate for Tc = 2 min.

predictions with the simulation outcomes for offloading efficiency, the content latency and the content
copies, respectively, as a function of the global content request rate (λ0). It is important to note that
the real-world mobility dataset exhibits a longer inter-contact time than the synthetic vehicular dataset
(2.7 minutes versus 3.0 seconds, as shown in Figure 5 and Figure 6). Thus, we consider content request
rates that vary in the range [0.1, 1.0] req/min instead of [0.1, 1.0] req/sec. Additionally, both content
and sharing timeouts are extended from seconds to minutes.

Let us first note that, although the inter-contact times do not follow an exponential distribution,
there is still a good match between the model predictions and the simulation outcomes, especially for
small values of the Ts. This confirms the robustness of our modelling approach with respect to the
distribution of the content process. Additionally, we observe that offloading efficiency increases with the
content request rate, though less rapidly than in the vehicular mobility model. This is most likely due to
the fact that the real-life mobility model shows a higher probability of long inter-contact times, making
it less likely for some nodes to encounter a node storing a copy of the requested content. Moreover, the
results indicate that the model correctly predicts the trend of the content latency, although there is an
absolute error of up to 25% for high traffic intensity. Finally, Figure 9c shows that our model slightly
overestimates the number of copies that are stored in the devices’ local caches when the sharing timeout
is high. In conclusion, the analysis of the real-life mobility model seems to confirm that our ODE-based
modelling approach provides reliable predictions of the offloading behaviours even when the inter-contact
time does not follow the exponential distribution.

4.3 Time evolution of system state

To further explore the ability of the proposed ODE-based modelling approach to correctly capture the
interplay between the content-sharing process and the offloading procedures, in this section we present
results on the time evolution of the system state for a few illustrative cases.
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Figure 10: Vehicular mobility model: Time evolution of the number of content items for Tc = 5 sec,
Ts=20 sec, and N=100.
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Figure 11: Time evolution of the number of copies in the network for Tc=5 sec, Ts=20 sec, and N=100.

4.3.1 Synthetic (vehicular) mobility model

Let us consider a scenario with N = 100, Tc = 5 sec, and Ts = 20 sec. In Figure 10a and 10b, we plot
the numerical solutions for N + 1−M(t) (number of content requests), Ωo(t) (number of content items
delivered through opportunistic contacts) and Ωc(t) (number of content items delivered using the cellular
network), for λ0 = 0.2 req/sec and λ0 = 0.8 req/sec, respectively. In Figure 10 we also show the same
system states obtained from simulations. We find that the model accurately predicts the system state,
effectively capturing its temporal evolution.

Figure 11a and 11b compare model predictions and simulation results for I(t), the number of content
copies at time t, in the same settings as Figure 10. Again, the plots confirm that the ODE model
is accurate in predicting the number of infected nodes in the system, which also justifies the model’s
ability to precisely determine the offloading efficiency. Interestingly, the plots indicate that opportunistic
dissemination efficiently distributes the initial content received by users via the cellular network. The
initial transient phase is brief, and the number of content copies rapidly increases, stabilising around a
constant value. This confirms that the system exhibits a quasi-stationary regime. Additionally, in the
same figures, we have plotted the Cs value as computed in Section 3.4. The results show a remarkable
accuracy of the ODE model in estimating the performance of the stationary regime. However, it is
worth noting that ODE-based models may not provide complete distributions of system performance
metrics [9].

4.3.2 Real-life (human-based) mobility model

In this section, we replicate for the real-life mobility scenario the analysis performed in Section 4.3.1 for
the synthetic mobility scenario. For the sake of brevity, we plot results for a single content request rate.
Specifically, Figure 12 compares model predictions and simulation results for the number of content
requests, the number of content items delivered through opportunistic contacts, and the number of
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Figure 12: Real-life mobility model: time evolution of the number of content items with Tc = 2 min,
Ts=20 min, and λ0 =0.5 req/min.
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Figure 13: Real-life mobility model: time evolution of the number of copies with Tc=2 min, Ts=20 min,
and λ0 =0.5 req/min.

content items delivered using the cellular network for λ0 = 0.5 req/min; while Figure 13 shows the
number of content copies at time t for λ0 =0.5 req/min. Again, the results confirm that our ODE-based
modelling approach characterises with reasonable accuracy the temporal evolution of the system state
and predicts a stationary regime for the offloading process.

5 Performance comparison with Push-and-track

A model is justified not only by its ability to replicate the behaviour of the system it represents but,
more importantly, by its capacity to provide actionable insights that can improve protocol performance.
In this section, we demonstrate how the model can be applied to optimally tune key protocol parameters
of OORS. Through this analysis, we aim to show that the proposed model serves as a practical tool
for both understanding and improving protocol performance in realistic scenarios. To this end, we also
compare the performance of the optimally tuned OORS scheme with Push-and-track [6], a state-of-the-
art data offloading scheme that ensures guaranteed delays but relies on unlimited caching. The goal of
this performance comparison is not to demonstrate that OORS outperforms Push-and-track in terms
of offloading efficiency, but to show that a mobile data offloading scheme with time-limited caches, if
optimally configured, can approximate the offloading efficiency of a mobile data offloading scheme with
unlimited caching while using fewer resources.

First, we investigate the impact of the weight parameters α1, α2, and α3 on the optimisation problem
P for determining the optimal Ts value. To this end, we compute (17) across the three scenarios outlined
in Table 2 for the synthetic mobility model, considering different node densities. Setting A models the
scenario where offloading efficiency, content latency, and memory usage are assigned equal weights. The
other two scenarios model cases in which either offloading efficiency or content latency is considered for
the optimisation process.

In Figure 14, we illustrate the utility function U(Ts) across some values of N . The graphs clearly
show that U(Ts) exhibits a different behaviour before and after T ∗s , the solution of the optimisation
problem P. In particular, the utility function rapidly increases with Ts for 0≤Ts≤T ∗s , and then slowly
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Table 2: Settings for the weight parameters of the optimisation problem P.

Setting α1 α2 α3

A 1/3 1/3 1/3
B 1/2 0 1/2
C 0 1/2 1/2
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Figure 14: Synthetic mobility model: utility vs Ts/Tc ratio for λ0 =0.8 req/sec.

decreases for Ts>T
∗
s . Notably, settings B and C lead to very similar utility functions. This result can

be explained by considering that the utilities associated with offloading efficiency and content latency
are closely correlated.

To emphasise the importance of determining the optimal Ts value, in Figure 15 we plot the utility
value versus the number of nodes in the network across three scenarios: i) the Ts value is dynamically
adjusted based on the network size and set equal to T ∗s , ii) Ts = 20s, independently of N , and iii)
Ts = 80s, independently of N . The results suggest that, from a utility perspective, a short Ts value
is preferable in sparse networks (small N), while a long Ts is preferable in dense networks (large N).
However, only T ∗s consistently delivers the highest utility across all conditions.

In the following, we compare the performance of the optimally tuned OORS and Push-and-track in
terms of utility and total number of cached content copies versus traffic intensity, for both the synthetic
and real-life mobility models. We consider Setting B, as we have previously shown that settings B and
C lead to very similar results. We also observe that different variants of Push-and-track are specified
in [6]. For this study, the relevant variant is the floating data scenario, where Push-and-track is used to
guarantee that nodes receive a message within a delay tolerance upon entering a specific geographic area.
Specifically, at the beginning of the simulation, a number of copies are randomly injected into the seed
nodes, and no new copies of the content are re-injected during the simulation. A main difference with
respect to OORS is that the content copies are never removed from the nodes’ local caches. Additionally,
nodes store content copies regardless of their interest in the content. Clearly, this can significantly reduce
the content latency, but it leads to inefficient use of resources, such as memory and bandwidth, since
nodes might carry and forward messages that are irrelevant to them.

Figure 16 shows the performance comparison between Push-and-track and the optimally tuned OORS
for the synthetic mobility model as a function of the global content request rate (λ0) for two network
densities. First, we highlight that OORS improves system utility by at least 25% compared to Push-
and-track across all the considered parameter setups. Second, the performance of both OORS and
Push-and-track is impacted negligibly by traffic intensity. Finally, the utility value increases as network
density increases. To explain these results, we examine the trends of the individual components of the
utility function. Figure 18b shows that OORS and Push-and-track achieve similar offloading efficiencies.
At the same time, Figure 18c shows that OORS requires 45% fewer content copies than Push-and-track.
These results confirm that selecting an optimal sharing timeout minimises the buffer space needed to
store content copies with a negligible impact on offloading efficiency. Finally, Figure 17 illustrates the
ratio between the optimal Ts and Tc values under the same settings as Figure 16. Interestingly, in
scenarios with low content request rates and high network density, the optimal Ts can be up to forty
times longer than Tc. However, the optimal Ts rapidly decreases as λ0 increases.
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Figure 15: Synthetic mobility model: Utility versus the number of nodes for Setting B and λ0 =
0.5 req/sec.

Figure 18 shows the performance comparison between Push-and-track and the optimally tuned OORS
for the real-life mobility model as a function of the global content request rate (λ0) considering different
percentages of seed nodes. The graphs confirm the same trends observed with the synthetic mobility
model. The main difference is that the offloading efficiency is lower with the real-life (human-based)
mobility model compared to the synthetic (vehicular) mobility model. Interestingly, we note that the
offloading efficiency of Push-and-track decreases as the percentage of seed nodes increases. Finally,
Figure 19 illustrates the ratio between the optimal Ts and Tc values for the real-life mobility model. In
this scenario, the optimal Ts can be up to 150 times greater than Tc.

6 Discussion

This study presented an approximated ODE-based model to analyse the performance of OORS, a mobile
data offloading scheme that ensures the delivery of content within a strict time deadline, where nodes
support the content dissemination process by temporarily storing copies of the content. Additionally,
we developed a utility-aware optimisation problem to maximise the utility of the content dissemination
process by leveraging the properties of the stationary regime. We have validated the model’s accuracy
using two different mobility datasets: i) a synthetic mobility trace generated from a simplified vehicular
scenario, and ii) a real-life human-based mobility trace. Simulation results confirm the good accuracy of
the proposed model in both scenarios. Finally, we compared the performance of OORS, optimally tuned
with respect to protocol parameters, with Push-and-track, a state-of-the-art data offloading scheme.

As future work, we plan to consider heterogeneous and community-based mobility patterns. Ad-
ditionally, we aim to extend our ODE-based model to account for the simultaneous dissemination of
multiple contents and limited cache sizes.

Annex A Derivation of n+(τ) and n−(τ) for the 1-D vehicular
scenario

We start with the following Lemma, which derives the distribution of the relative speed between two
nodes moving in the same direction.

Lemma 2. Let Z+ = Vi− Vj be a random variable modelling the relative speed between mobile nodes ni
and nj moving in the same direction in a 1-D linear network topology8. If Vi, Vj∼U(va, vb) it holds that
the probability distribution of Z is given by

fZ+(z) =


∆v+z
∆v2

if −∆v ≤ z < 0
∆v−z
∆v2

if − 0 ≤ z ≤ ∆v

0 otherwise

(19)

where ∆v=vb−va.

8Note that the variable Z is not dependent on the choice of i and j as the node speeds are i.i.d. random variables.
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Figure 16: Synthetic mobility model: performance comparison between Push-and-track and optimally-
tuned OORS ad a function of λ0 for Tc = 5 sec and setting B.

Proof. We can readily derive expression (19) by recalling that the probability distribution of the sum of
two independent random variables is equal to the convolution of their individual probability distributions.

Now, let us assume that nodes ni and nj have position xi(t) and xj(t) at time t. We introduce the
random variable D+(τ), which describes the relative change, at time t+τ , of the distance between two
randomly selected nodes that move in the same direction. In other words, D+(τ)=[xi(t+τ)−xj(t+τ)]−
[xi(t)−xj(t)]. It is straightforward to note that D+(τ)=τZ+, and to obtain the probability distribution
fD+(d) from (19). Now, let us introduce the quantity Γ+(τ, d) that measures the probability that during
the time interval [t, t+τ ] the relative distance between two random nodes moving in the same direction
changes of at least d meters. By definition, we can write that

Γ(τ, d) = Pr{∃t′, t ≤ t′ ≤ t+ τ : D+(τ) = d} . (20)

For the sake of notation brevity, let us introduce dm(τ)=∆v · τ . Then, it holds that −dm(τ)≤D+(τ)≤
dm(τ). To derive an analytical expression for (20) we need to consider two separate cases:

• −dm(τ)≤d<0, i.e., the first node is getting closer to the node in front. In this case, it holds that

Γ(τ, d) = Pr{D+(τ) ≤ d} = (21)

d∫
−dm(τ)

fD+(x)dx =
[dm(τ) + d]2

2d2
m

.

• 0≤d≤dm(τ), i.e., the first node is approaching the second node from behind. In this case, it holds
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Figure 17: Optimal T ∗s /Tc ratio vs. λ0 for OORS in vehicular model.

that

Γ(τ, d) = Pr{D+(τ) ≥ d} = (22)

dm(τ)∫
d

fD+(x)dx =
[dm(τ)− d]2

2d2
m

.

The following Lemma derives the analytical expression for ne+(τ).

Lemma 3. In a 1-D linear network topology, where nodes are randomly distributed on a two-lane road
segment of L meters and node speeds are uniform i.i.d. random variables following a U(va, vb) distribu-
tion, we can write that:

ne+(τ) = ρ
∆v

3
τ . (23)

Proof. Let us consider a content requester n with position x(t) at time t. The number of contacts in the
time interval [t, t+τ ] between node n and nodes moving in its direction can be computed as the sum
of the number of nodes behind n, say ne+

l (τ), that will get as close as ltx to n during the considered
time interval, and the number of nodes in front of n, say ne+

r (τ), that n will approach as close as ltx
during the same time interval. It is straightforward to observe that the only nodes that have a non-null
probability of getting in contact with the n are those that, at time t, are located at a distance from n
equal to either [−(dm(τ) + ltx),−ltx] or [ltx, (dm + ltx)]. Indeed, those are the only nodes that can meet
node n if the speed difference between them and n is enough to cover the required distance. In a fluid
model we can assume that the number of nodes that are within an interval of infinitesimal length ds is
equal to ρds. Then, the probability of a contact between the nodes in the region [s,s+ds] is simply given
by Γ(τ, s− ltx) for s≥ ltx and Γ(τ, s+ltx) for s≤−ltx. Finally, we leverage the symmetry of the function
Γ(τ, s) with respect to the variable s, to derive the following expression:

ne+(τ) = 2

dm(τ)∫
0

Γ(τ, s)ρds . (24)

By substituting (22) in (24), and solving the integral, we obtain (23).

To derive ne−(τ) we could follow a similar line of reasoning as above, considering two nodes n−i and
n−j moving in opposite directions. However, it is not needed to derive the exact distribution of relative

speed between two nodes n−i and n−j , but it is intuitive to derive that their average relative speed is
simply given by 2vm. Then, it holds that

ne−(τ) = 2ρvmτ , (25)

where vm=(vb + va)/2 is the average node speed.
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Figure 18: Performance of Push-and-track and OORS, with Ts = T ∗s , vs. λ0, based on real-life node
inter-contact trace, for Tc = 2 min and setting B.
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