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Abstract
The paper presents “evorobotpy3”, a flexible and easy-to-use Python-
based simulation environment for implementing and testing various
algorithms, addressing diverse benchmark problems, and support-
ing different neural network controllers. Although existing simu-
lators can model real robots accurately, they are often limited in
generalizability and tailored to specific domains and applications.
In contrast, evorobotpy3 is designed to be extensible and adaptable,
not only by allowing customization for different domains but also
by inherently incorporating the operational principles of evolu-
tionary algorithms by design. To demonstrate these capabilities,
we evaluated the OpenAI-ES algorithm on a series of benchmark
tasks, including Pybullet locomotion tasks and classic control prob-
lems such as pole balancing. This study underscores the potential
of evorobotpy3 as a powerful and extensible tool for robotics and
artificial intelligence research.
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1 Introduction
Evolutionary Robotics (ER) concerns the application of Darwinian
principles of selection, variation and hereditariness of natural evo-
lution to the design of robots capable of tackling different types
of problems [3, 15]. This is generally made using an Evolutionary
Algorithm (EA), i.e., a method working through an iterative search
in which candidate solutions, defined as “genotypes”, are initial-
ized with random values and improved through variation operators
(e.g., mutation, crossover). Originally inspired by the adaptation of
biological organisms [8], EAs showed remarkable performance in
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many optimization domains. The success and flexibility of these
methods paved the way for an extensive body of literature explor-
ing techniques to further enhance these remarkable results. Despite
the exponential growth in the number of algorithms, simulation
tools have not exhibited similar trends. In fact, these environments
are often tailored to specific domains and/or cannot be extended.
However, pioneering simulation tools exist that enable the design of
experiments with accurate models of real robots. For instance, We-
bots [13] includes implementations of platforms such as NAO [22],
Thymio [24] and TIAGo [16], as well as support for performing col-
lective experiments with swarms of drones. CoppeliaSim (formerly
known as V-REP) [25] offers wide customization options for simula-
tions involving platforms like the KUKA robot manipulator. Gazebo
[11] provides models for robots such as TurtleBot [1] and NAO [22].
ARGoS [21] enables experimenters to implement custom swarm
robotics simulations with Kilobot [26] and E-puck [14] robots. A
comprehensive review of simulation engines widely employed in
Reinforcement Learning (RL) can be found in [10]. Typically, while
these powerful tools are effective, they do not inherently provide a
built-in mechanism for running EAs. Users must integrate the logic
of the algorithms into the simulation environment using custom
code or by importing additional libraries.

In this work, we introduce a novel simulator, called evorobotpy3,
aimed at allowing users to experiment with various algorithms (e.g.,
EAs, Reinforcement Learning (RL) [31]) across manifold benchmark
problems (e.g., classic control, robot locomotion, swarm robotics
[27]) using different neural network controllers (e.g., feed-forward,
recurrent, Long Short-Term Memory (LSTM) [7]). The ultimate
goal is to provide a flexible and easy-to-use tool that can be further
extended to support a broad range of application domains and
natively integrate modules to implement evolutionary processes.

Evorobotpy3 is mainly written in Python, as this allows the inte-
gration of existing libraries such as Gymnasium [33], MuJoCo [32],
Pybullet [2] and Stable-baselines [23]. To accelerate computations,
the neural network —which represents a potential bottleneck of the
simulator — is implemented in C++. We present a comprehensive
set of results on widely used benchmark tasks, obtained using the
OpenAI-ES algorithm [28]. This enables a fair comparison with
the outcomes reported in existing works [17, 28] and demonstrates
consistent performance. These findings reinforce the robustness of
our analysis across diverse simulated contexts.

2 Evorobotpy3 Architecture
This section outlines the architecture of the evorobotpy3 simulator,
detailing the main components and their interconnections and how
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Figure 1: Architecture of the evorobotpy3 simulator. The class
diagram highlights the main system’s modules, along with
their attributes, methods, and functional interconnections.

evolutionary algorithms are incorporated into the simulator’s logic
structure. The source code of evorobotpy3 is freely available at
https://github.com/PaoloP84/evorobotpy3.

An overview of the evorobotpy3 simulator is provided in Fig. 1.
Four main components can be highlighted:

(1) environment: a class identifying the specific experimental
scenario/task;

(2) algorithm: a class that implements the method (e.g., evolu-
tionary algorithm, genetic algorithm, evolutionary strategy)
used to explore the search space and discover solutions;

(3) policy: a class containing methods to evaluate evolving indi-
viduals. It includes a neural network object that associates
sensory inputs (i.e., observations) with motor commands
(i.e., actions);

(4) neural network (net): a class defining the neural network
structure used to generate agent behaviors.

2.1 Simulation Environments
The evorobotpy3 simulator includes several types of environments,
such as classic control (e.g., cart pole, pendulum), robot locomotors
(e.g., ant, hopper, walker2D), and competitive co-evolution scenar-
ios (e.g., predator-prey). The tasks used in this work are briefly
discussed in Section 3. Additionally, the simulator allows users to
create and test custom environments. The creation of a new en-
vironment follows the guidelines of Gymnasium and requires the
definition of the following methods:

• init: initializes the environment;
• reset: resets the environment at the beginning of a new eval-
uation episode and returns the initial observation states;

• step: applies the action returned by the neural network con-
trollers and updates the simulation. The method calculates
the reward function and determines whether the evaluation
episode should be prematurely stopped. Finally, it returns
the reward and the new observation states;

• render : allows visual inspection of the behavior of the evolv-
ing agent through a rendering window;

• close: closes the rendering window.
All experimental parameters can be customized and specified

through a configuration file. An example is provided in Fig. 2. The
file is divided into three sections: (i) a section containing informa-
tion about the environment to be used and the associated algorithm

Figure 2: Example configuration file for running Cart Pole
experiments. The file is divided into three sections: EXP con-
tains information about the environment and algorithm;
ALGO defines the algorithm settings, and POLICY specifies
evaluation settings and the neural network parameters.

(EXP); (ii) a section including definitions related to the algorithm,
such as the length of the evolutionary process or the values of the
parameters (ALGO); and (iii) a section specifying the evaluation
settings and the neural network architecture (POLICY).

Moreover, the simulator allows users to store a series of cus-
tomized data (e.g., fitness, genotypes, statistics, etc.) in numpy
and/or text files, which can then be used as logs for generating
plots and performing statistical analyses. In addition, users can
easily customize the evorobotpy3 simulator in order to include in-
formation or modify how data is saved.

2.2 Algorithms Implementation
As mentioned in Section 2.1, the evorobotpy3 simulator enables the
evolution of solutions using different algorithms, as it follows the
execution paradigm of algorithms, particularly Evolutionary Algo-
rithms, which include specific sequences of operations. Indeed, the
simulator includes both classic algorithms, such as Generational
Genetic Algorithm (GGA) [5], and modern state-of-the-art tech-
niques, such as Covariance Matrix Adaptation Evolutionary Strat-
egy (CMA-ES) [6] or OpenAI Evolutionary Strategy (OpenAI-ES)
[28]. Furthermore, evorobotpy3 allows the use of external libraries
implementing RL algorithms, such as Proximal Policy Optimization
(PPO) [29]. This guarantees flexibility and higher adaptability.

For example, the experiments in this work were conducted using
OpenAI-ES, a state-of-the-art evolutionary strategy widely used
in Pybullet locomotion problems [17], collective behaviors [17, 19],
and Deep Learning (DL) applications [12]. OpenAI-ES operates on
a single genotype, called “centroid”, which is updated iteratively.
This iterative procedure is implemented in the run() method of the
child class OpenAI-ES, which extends the generic class (algorithm).
Integrating the new algorithm into the simulator’s logic requires no
further implementation, as the infrastructure already incorporates
the interaction mechanism between the chosen neural network
controller and the selected environmental scenarios.

2.3 Policy
In evorobotpy3, the policy component is defined by the policy class
(see Fig. 1), which links the environment, algorithm, and network
components. This provides great flexibility to the user, who can
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easily set up the experimental parameters to be exchanged between
the different components. Moreover, the policy is also responsible
for creating the neural network object according to the specified
parameters. The main method is called rollout (see Fig. 3), which
performs the evaluation by interacting with the environment (Fig. 3,
lines 1 and 7) and the neural network (Fig. 3, lines 2 and 6).

Figure 3: Pseudo-code of the rollout method.

2.4 Neural networks
Evorobotpy3 offers support for experimenting with several neural
network architectures, including feed-forward, recurrent, fully re-
current, and Long Short-Term Memory (LSTM) [7]. This flexibility
allows users to choose the most suitable architecture based on the
specific experimental scenario. In particular, the net component
provides essential functions to facilitate the implementation and
management of these networks:

• initNet: initializes the neural network;
• initWeights: initializes the neural network’ connectionweights;
• resetNet: resets the neural network (i.e., inputs, neuron acti-
vations);

• updateNet: computes the neuron activations and determines
the network outputs.

In order to use a specific network architecture, the users must
specify the corresponding parameters in section POLICY of the
configuration file (see Fig. 2).

3 Benchmarking and Results
This section describes the experimental scenarios tested in this
work and presents the results of benchmark simulations using the
evorobotpy3 simulator. Specifically, we report experimental out-
comes across various tasks, ranging from Pybullet locomotion and
classic control to swarm robotics problems. Each experiment was
replicated 10 times, and solutions were evolved using the OpenAI-
ES algorithm in order to provide a fair comparison with existing
works. The performance achieved across all different problems is
summarized in Table 1.

Classic control. As evorobotpy3 integrates the Gymnasium library,
it provides numerous problems requiring agent control. Among
these, we focus on the Cart Pole, Mountain Car Continuous, and
Pendulum problems. Furthermore, we integrated the Double-Pole
Balancing problem [34], where two poles are attached to a mobile
cart via passive joints. The goal is to move the cart to keep both
poles balanced. The task is illustrated in Fig. 4a, while technical
details are provided in [4, 9, 30, 34].

(a) Double-Pole

(b) HumanoidBullet (c) Swarm foraging

Figure 4: Example of (a) Classic control problem, (b) Locomo-
tors problem, (c) Swarm robotics scenario.

Table 1: Average performance of the OpenAI-ES algorithm
across various experimental scenarios. Standard deviations
are indicated in square brackets. Data represents 10 repeti-
tions of the experiments. The symbol “-” indicates that the
optimal fitness value for the corresponding task is unknown.

Task Fitness Optimum
AntBullet 1569.370 [530.380] -
AntMuJoCo 3935.609 [1146.350] -

Bipedal Walker 164.712 [136.088] 350.0
Cart Pole 500.0 [0.0] 500.0

Double-Pole 1000.0 [0.0] 1000.0
HalfcheetahBullet 2423.407 [430.910] -
HalfcheetahMuJoCo 6251.502 [853.678] -

HopperBullet 2363.412 [210.022] -
HopperMuJoCo 2911.737 [1072.421] -
HumanoidBullet 1798.570 [1055.456] -

Mountain car continuous 100.0 [0.0] 100.0
Pendulum -43.367 [20.516] 0.0

Swarm aggregation 96.716 [1.420] 101.0
Swarm foraging 229.445 [26.751] 400.0
SwimmerMuJoCo 319.599 [59.927] -
Walker2DBullet 1103.871 [364.300] -
Walker2DMuJoCo 4756.755 [1315.859] -

Locomotion. The evorobotpy3 allows experiments to simulate sev-
eral locomotion problems. In this work, we considered the Pybullet
and MuJoCo locomotion problems, i.e., a series of tasks in which
robots with different body shapes have to locomote as far as possible
in the environment. Some robots can only move along a single axis
(e.g., Halfcheetah, Hopper and Walker2D), whereas others can also
move sideways (e.g., Humanoid, Fig. 4b). Specifically, we considered
the following problems: AntBullet, AntMuJoCo HalfcheetahBullet,
HalfcheetahMuJoCo, HopperBullet, HopperMuJoCo, Humanoid-
Bullet, SwimmerMuJoCo, Walker2DBullet, and Walker2DMuJoCo.
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Additionally, we ran experiments on the BipedalWalker task, which
is known to be a particularly challenging problem for Evolutionary
Strategies like OpenAI-ES.

Swarm Robotics. Evorobotpy3 also supports experiments in collec-
tive scenarios that involve the cooperation ofmultiple robots. Specif-
ically, the tasks enable the development of foraging [18] (Fig. 4c) and
aggregation [19] behaviors, which are fundamental for studying co-
ordination and decision-making in swarm robotics. In addition, our
simulator includes collective domains involving robot locomotors,
such as the AntSwarmBulletEnv problem introduced in [20].

As shown in Table 1, OpenAI-ES successfully finds the optimal
solution for the Cart Pole, Double-Pole, and Mountain Car Continu-
ous problems and delivers excellent performances in the Pendulum
and Swarm Aggregation tasks. Additionally, the method proves
effective in synthesizing solutions for Pybullet and MuJoCo loco-
motion problems. The outcomes are in line with those reported in
other literature works [17, 28].

4 Conclusions
In this paper, we present the evorobotpy3 simulator, a tool designed
to enable users to experiment with different algorithms (i.e., EAs,
RL) in various environmental scenarios (e.g., classic control, robot
locomotion, swarm robotics). We provide a comprehensive descrip-
tion of our simulation engine, which is primarily written in Python,
along with results from several benchmark problems, where the
OpenAI-ES was used as the optimization method. The outcomes
align with those reported in existing studies. Undoubtedly, a key
advantage of our simulator is that it does not require additional inte-
gration to implement evolutionary processes, making it a seamless
solution for researchers and developers in these domains.

Future research directions include extending neural network con-
trollers by incorporating methods to co-evolve connection weights
and topology (i.e., NeuroEvolution of Augmented Topologies (NEAT)
[30]). We also plan to incorporate more accurate robot models, as
well as a user-friendly visualization tool to become a more support-
ive and efficient research tool for rapid testing.
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